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ABSTRACT

Local planners for legged robots emit velocity commands without regard for what the locomotion controller can smoothly realize. On
unstructured ground this mismatch produces command chatter, degrades tracking, wastes energy, and triggers premature obstacle reactions.
This paper presents a terrain-aware, differentiable command-smoothing layer placed between a configuration-driven local planner in the
AgniNav style and an opaque quadruped velocity interface. The layer solves a short-horizon smoothing problem whose weights are scheduled
by an online terrain-difficulty estimate, and it predicts realized motion with an interface model that is initialized by GAUGE-style active
calibration and updated online. Its parameters are trained end-to-end in simulation through implicit differentiation, and its prediction of the
realizable motion is fed back to the planner so that collision checking follows the motion the robot is expected to execute. The approach is
evaluated in an Isaac Lab deformable-terrain suite with five terrain classes and in field trials with a Unitree B2 over gravel, exposed roots,
and graded slopes at 1.0 to 2.5 m/s. Compared with unsmoothed planner output, it reduces command RMS from 9.8 to 9.1 cm/s and 95th-
percentile tracking error from 14.7 to 14.2 cm, raises success rate from 86.0 to 91.5 percent, lowers an energy proxy from 1519 to 1385 J/km,
and increases mean speed from 1.48 to 1.68 m/s. It also outperforms a fixed gain scheduler and a GAUGE-calibrated fixed-gain smoother.

Ablations and recorded failure cases show which components matter and where the approach remains fragile.

INDEX TERMS quadruped navigation, velocity command smoothing, terrain-aware control, differentiable optimization, interface calibration, local planning, Unitree B2

KAGG NOTE Smoothing velocity commands helps a legged robot only when the smoother models what the locomotion interface can realize on the current terrain and tells the

planner what will actually be executed.

01 Introduction

Legged robots are increasingly deployed on ground that
wheeled platforms cannot handle: loose gravel, exposed tree
roots, sand, and graded slopes. Learned locomotion controllers
have made such terrain routinely traversable [1, 2, 3, 4], and
in most deployed systems they are exposed to the navigation
stack through a narrow velocity interface: the planner sends
a desired planar body twist, and the controller decides how
to place the feet. This separation is convenient, because the
planner can be developed, configured, and transferred across
platforms without access to the controller internals [5, 6]. It
also hides a mismatch. A local planner chooses commands
according to geometric clearance and goal progress, but has no
model of which command sequences the controller can realize
smoothly on the current ground. On rough terrain the realized
twist lags, saturates, and drifts relative to the command, and
these effects change from one surface to the next.

The consequences are visible at the level of the whole sys-
tem. When the realized motion departs from the planner’s inter-
nal prediction, the planner observes tracking deviation, replans,
and issues a correction; the correction itself is imperfectly re-
alized, and the loop can settle into command chatter. Chatter
degrades tracking, increases the mechanical effort spent accel-
erating and decelerating the body, and causes premature obsta-
cle reactions when the planner’s collision check is evaluated
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along a path the robot will not actually follow. A standard rem-
edy is to low-pass filter or rate-limit the commands with a fixed
gain, or to schedule the gain on commanded speed. Such filters
ignore the terrain, and they introduce lag that the planner is not
told about. As the experiments in Section 5 show, a fixed gain
scheduler can lower task success relative to sending planner out-
put directly.

This paper addresses the gap between a configuration-driven
local planner and an opaque velocity interface with a terrain-
aware, differentiable command-smoothing layer. The layer
solves a short-horizon smoothing problem at the control rate.
It predicts realized motion through a calibrated interface model
that is initialized by planner-conditioned active calibration in
the sense of GAUGE [7] and refined online. Its smoothing
weights are scheduled by an online estimate of terrain diffi-
culty derived from the same interface model, and it returns its
prediction of the realizable motion to the planner, so that the
planner evaluates candidate commands along the trajectory the
robot is expected to execute. The planner is an AgniNav-style
local planner [5], which keeps the embodiment description in
an explicit configuration; the smoothing layer extends that con-
figuration with a terrain-dependent description of the velocity
interface.

The contributions of this paper are as follows.

1. A formulation of velocity-command smoothing as a dif-
ferentiable receding-horizon optimization layer placed
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between a local planner and an opaque locomotion inter-
face, whose weights are trained end-to-end in simulation
through implicit differentiation.

2. A terrain-difficulty estimator that derives its features from
the innovations and parameter drift of a GAUGE-initialized
interface model updated by recursive least squares, and uses
them to schedule smoothing gains online without a terrain
classifier.

3. A planner feedback term through which an AgniNav-style
planner scores and collision-checks candidate commands
along the motion predicted by the smoothing layer instead
of along ideal kinematic rollouts.

4. An evaluation in an Isaac Lab deformable-terrain suite and
in field trials with a Unitree B2 over gravel, exposed roots,
and graded slopes, comparing against unsmoothed planner
output, a fixed gain scheduler, and a GAUGE-calibrated
fixed-gain smoother, with an ablation study and an analy-
sis of recorded failure cases.

02 Related Work

2.1 Learned locomotion behind a velocity interface

Reinforcement learning has produced quadruped controllers
that track commanded body velocities over a wide range of
terrain. Hwangbo et al. trained policies in simulation with a
learned actuator model and transferred them to ANYmal [1];
Lee et al. extended this to challenging natural terrain with
a teacher-student scheme and a terrain curriculum [2]; and
Miki et al. fused exteroception with proprioception for robust
perceptive locomotion in the wild [3]. RMA adapts online
to unknown dynamics through an adaptation module that es-
timates environment extrinsics from the history of states and
actions [4]. Massively parallel simulation reduced training
times to minutes [8], concurrent state estimation improved
robustness to estimation error [9], and controllers have been
trained for high-speed running [10], for a family of gait be-
haviors selectable at deployment [11], and for energy-efficient
gait selection [12, 13]. Perceptive policies now cross stairs,
gaps, and parkour obstacles [14, 15, 16], and model-based
controllers combine whole-body impulse control and model
predictive control for highly dynamic motion [17, 18].

All of these controllers are commanded through a reference
twist, and none of them guarantees that an arbitrary command
sequence is tracked uniformly across terrain. RMA-style
adaptation compensates for changes in dynamics inside the
controller, but it does not inform the planner of the residual
lag or gain loss that remains. The present work treats the con-
troller as fixed and opaque, and it acts only on the command
stream and on the information passed back to the planner. It
is therefore complementary to controller-level adaptation and
could be combined with any of the controllers above.

2.2 Local planning and navigation for legged robots

Legged navigation stacks range from end-to-end policies to
modular planners. Rudin et al. trained locomotion and lo-
cal navigation jointly [19], and Hoeller et al. learned a state
representation and a navigation policy for cluttered, dynamic
scenes [20]. Truong et al. learned robot embeddings so that
navigation skills transfer across legged platforms with differ-
ent dynamics [21]. Traversability-aware planners estimate
where the robot can walk from images or geometry [22, 23],
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and self-supervised systems such as BADGR learn navigation
affordances directly from experience [24]. General navigation
models trained on data from many robots provide reusable pri-
ors for goal-reaching behavior [25], and a survey by Xiao et al.
catalogs learning-based planning and control for mobile robot
navigation [6]. Sampling-based model predictive controllers
such as MPPI [26] are widely used as local planners in off-road
settings.

AgniNav [5] is the planner family used here. It is a
configuration-driven, cross-embodiment local planner: the
robot is described by an abstract configuration that contains the
body collision envelope (front length, rear length, half width,
and collision-relevant height), the sensor arrangement, and
the velocity limits, and a single planning stack evaluates can-
didate motions against obstacles for whichever embodiment
the configuration describes. Its main strength for the present
problem is that embodiment-specific information is declared
explicitly rather than learned implicitly, so the planner can
run on the Unitree B2 without retraining. The limitation this
paper targets is that the configuration describes geometry and
nominal velocity limits but not the dynamic response of the
velocity interface, which on legged platforms depends strongly
on terrain. AgniNav rolls out candidate commands with an
idealized kinematic model; on loose or uneven ground the real-
ized motion deviates from those rollouts, and the planner reacts
to the deviation by replanning. This work keeps the AgniNav
planning structure and configuration interface unchanged, and
adds two elements: a smoothing layer between the planner
and the controller, and a feedback term that replaces the ideal
rollout with the smoothing layer’s prediction of the realized
motion.

2.3 ldentification and calibration of the command interface

Several lines of work model the relation between commanded
and realized motion. Inverse kinodynamics methods learn
a correction that maps desired motion to the command that
achieves it on unstructured terrain [27], and VI-IKD conditions
this correction on visual and inertial observations to antici-
pate the terrain ahead [28]. These methods correct individual
commands but do not constrain how the command sequence
evolves over time, so they can amplify high-frequency content
when the learned inverse is steep.

GAUGE [7] is the calibration method on which this work
builds. GAUGE treats the quadruped velocity controller as
an opaque interface. It issues planner-conditioned probe
commands, meaning probes drawn from the distribution of
commands the downstream planner actually produces rather
than generic excitation signals, and it fits a calibrated model
of the command-to-motion response, including per-axis gain,
lag, and offset, online during operation. The planner condi-
tioning matters because a quadruped controller’s response is
nonlinear in the command, and a model fitted on irrelevant
probes is inaccurate where it is needed. GAUGE produces an
interface model but does not prescribe how that model should
shape the command stream. The present work uses a GAUGE
calibration as the prior for an online recursive estimate, uses
the drift of that estimate as a terrain-difficulty signal, and uses
the model inside a smoothing optimization. The GAUGE-
calibrated fixed-gain baseline in Section 5 isolates the value
of calibration alone, without online update or terrain-adaptive
gains.
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2.4 Differentiable optimization layers

OptNet showed that the solution of a quadratic program can
be embedded as a layer in a neural network and differentiated
through its optimality conditions [29]. Differentiable MPC ap-
plied the same idea to model predictive control, allowing cost
and dynamics parameters to be learned from imitation or task
losses [30], and differentiable convex optimization layers gen-
eralized it to disciplined convex programs [31]. The smoothing
layer here is a small, strictly convex, per-axis problem whose
weights are outputs of a learned function of terrain features. It
uses the implicit-function-theorem gradient in the same way as
these works, but with a smooth barrier formulation chosen so
that a fixed number of Newton steps suffices at a 20 ms control
period on embedded hardware.

2.5 Safety filters

Control barrier functions provide a minimally invasive filter
that keeps a system inside a safe set [32], model predictive
safety certification modifies a learning-based input only when
needed to preserve recoverability [33], and safe model-based
reinforcement learning uses Lyapunov arguments to restrict ex-
ploration [34]. The smoothing layer is not a safety filter: it
shapes commands for tracking and efficiency, and a separate,
simpler safety layer enforces the speed cap and acceleration lim-
its. The separation is deliberate, because the smoothing weights
are learned and the safety layer should not depend on learned
parameters.

2.6 Simulation and sim-to-real transfer

GPU-parallel simulators such as Isaac Gym [35] and the Orbit
framework [36] that evolved into Isaac Lab make it practical
to train and evaluate over thousands of terrain instances. Do-
main randomization [37] and dynamics randomization [38, 39]
remain the standard tools for transferring policies trained in sim-
ulation, and Kadian et al. showed that simulation rankings can
fail to predict real-world rankings when the simulator permits
behavior that does not transfer [40]. For this reason the smooth-
ing layer is trained in simulation but deployed with an interface
model that is recalibrated on the physical robot, and the evalu-
ation includes field trials on the physical platform.

03 Problem Formulation

Time is discretized with control period At and indexed by k.
The body twist of the robot is v, = (v¥,v¥, wy) € R3, ex-
pressed in the yaw-aligned body frame, where v* and v¥ are
the forward and lateral velocities and w is the yaw rate. At
each step the local planner emits a reference twist sequence
Tkt H = (T, - -, Tk H—1) Over a horizon of H steps, com-
puted from the robot pose, the local obstacle representation, the
goal, and the robot configuration C. Following AgniNav [5], C
contains the collision envelope, the sensor arrangement, and the
velocity limits ¥ and w.

The locomotion controller is an opaque map from the com-
manded twist 1, € R? to the realized twist. It accepts only
and reports only the estimated state. Its response depends on
an unobserved terrain condition &,

Y1 = [ Yk, Uk—d, - - -, Uk; &) + €k, @

where d is an input delay and €}, is a disturbance due to contact
events and estimation noise. The function f is unknown, and
& changes as the robot moves across surfaces.
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Table 1: Design constants of the smoothing layer. These are fixed
settings, not tuned per experiment.

Quantity Setting

Control period At
Smoothing horizon H
RLS forgetting factor A

20 ms (50 Hz)
25 steps (0.5 s)
0.98 (memory about 1 s)

Newton iterations per step 4
Difficulty filter coefficient o 0.1
Tracking-error window 77, 1s

A command-smoothing layer is a map S from the planner
reference, the measured state history, and the past commands
to the command sent to the controller:

Uy = S(Thikt-H> Yoik> U0:k—15 1)) @

with trainable parameters 7). In addition, S may return a pre-
diction Yg41:5+m+1 of the realized twist to the planner. The
design objective is to choose S so that, over a distribution of ter-
rain and navigation tasks, the robot (i) completes the task with-
out collision, fall, or intervention; (ii) follows the reference path
closely; (iii) issues commands with little high-frequency vari-
ation; and (iv) spends little mechanical effort on accelerating
and decelerating the body. These objectives conflict. Heavy
smoothing suppresses chatter but delays the response to the
planner, which can increase tracking error and turn a timely
avoidance maneuver into a late one. The appropriate trade-off
depends on &g, which is not observed directly.

04 Method

4.1 Overview

At each control step the layer (1) updates an interface model
from the most recent measured transition, (2) computes a
terrain-difficulty score ¢; € [0, 1] from that model, (3) solves
a per-axis smoothing problem whose weights are functions of
Sk, (4) passes the first command through a fixed safety layer
to the controller, and (5) returns the affine map from reference
to predicted realized motion to the planner, which uses it when
scoring candidates in the next planning cycle. The layer runs
at At = 20 ms. Table 1 lists the design constants.

4.2 Calibrated interface model

The layer approximates Eq. (1) with a decoupled first-order
model with delay for each axis j € {x,y,¢}:

Vi1 = i Yy, +bjup_g +cj + ey, ®)
where a; € (0,1) sets the response speed, b; > 0 the input
gain, c; a velocity offset such as downhill drift on a slope, d;

an integer input delay, and efc the one-step prediction error. The
steady-state gain and time constant of the axis are
b; At

= . 4
7i lnaj ()

g5 = 1—a )
On firm, level ground a well-trained controller has g; close
to one and a short 7;. On gravel, sand, or roots the gain de-
creases because of foot slip, the time constant increases, and
the error variance grows. The first-order structure is chosen be-
cause it has three parameters per axis, which can be estimated
online from about one second of data, and because it keeps the
smoothing problem convex. The cross-axis coupling of a real
quadruped is absorbed into ei; the decoupled form also allows
each axis to be solved independently.
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GAUGE prior. Before each session the robot runs a GAUGE
calibration [7]. GAUGE issues probe commands drawn from
the planner’s command distribution and returns, for each axis, a
parameter estimate §; = (a;, b;, ¢;), a covariance P;, and the
delay d;. These values describe the interface on the calibration
surface; the delay is kept fixed, and the remaining parameters
are updated online.

Online update. With §; = (aj,bj,c;)" and regressor
h, = (yi.,u._ 4 1)T, the estimate is updated by recursive
least squares with forgetting factor A:

e = Yl — ()03,
_ Pn
A+ ()T PR 5)
0., =e[0] + Kie| +~(0; — 6])],
Pl =2 (P] - Kl(h}) " F).

K,

The small pull y toward the GAUGE prior prevents drift when
the command is nearly constant and the regressor carries little
excitation, and ITg projects onto the admissible set © = {a €
[@min; @max]s D > bmin }, which keeps g; and 7; finite. The trace
of P,g is clipped to prevent covariance windup. With A = 0.98
the effective memory is 1/(1 — A) = 50 steps, or one second;
this sets how quickly the model follows a change of surface and
is the origin of the lag discussed in Section 5.5.

4.3 Terrain-difficulty estimate

Rather than classifying terrain, the layer summarizes how far
the current interface departs from its calibrated behavior. For
each step it forms the feature vector

b = (Dk, [1— 2], [Z-1], L;” ak) (6)

where 7, is an exponential moving average of the normalized
innovation v, = (ex)?/((hx) " Pihy + o2) of the forward
axis, g and 7y are the current forward-axis gain and time
constant from Eq. (4) compared with their GAUGE values g
and 7, ¥y, is the body pitch with normalization ¥may, 07 is
the moving standard deviation of vertical body acceleration,
and [-]+ = max(-,0). The first three features come from the
interface model and capture slip and compliance; the last two
are inexpensive proprioceptive cues for slope and roughness.
The difficulty score is

e =1—-a)g_1+ac(w’ ¢, +w), (7

with logistic function o, learned weights (w, wy ), and filter co-
efficient av. The filter keeps the smoothing weights from switch-
ing faster than the smoother can usefully respond.

4.4 Differentiable smoothing layer

For each axis j the layer optimizes a command sequence U J =
(up,, ... upyg_q) € RY. Tterating Eq. (3) with the current
estimate gives a predicted response that is affine in U7,

Vi =@yl +TI07 + 9, ®)

where Y7 stacks g]i TR ,g]i L @7 and I'V follow from a;

and Bj, and U9 collects the offset ¢; and the effect of the d;
commands that have already been issued but have not yet acted.
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IV is lower triangular with its first d; rows equal to zero. The
smoothing cost is

J(U7) = [V = R, + pl(sk) [ID1U7 — 642
+ ph(k) | D2U7 — 62
H_ . .
+ p Z [B(u‘ljc«i»i; aj) + B(Auiﬂ'? A“J’)L

i=0
, ©)
where R/ is the planner reference for axis j, (); a diagonal
tracking weight, D; and Dy first- and second-difference ma-
trices, and 0, and &5 vectors that carry the previously applied
commands uj, ; and uj,_, so that the differences are continu-
ous across control steps. The smoothing weights are

P (<) = exp (1), + Bl<),

which keeps them positive and lets the trained parameters /37,
determine how strongly smoothing increases with difficulty.
Bounds on the command , taken from the AgniNav configu-
ration, and on the command increment Mj enter through the
smooth convex penalty

Ju

m € {1,2}, (10)

B(z;2) = % [sp(s(z — 2))2 +sp(s(—z — 2))2], (11)

where sp(x) = In(1 + €”) is the softplus function and s sets
its sharpness. The penalty is nearly zero inside the bounds and
grows quadratically outside them. Hard enforcement is left to
the safety layer of Section 4.6, so the smoothing problem stays
unconstrained, smooth, and strictly convex: D1 islower bidiag-
onal with unit diagonal and therefore full rank, so the Hessian
is positive definite whenever pf > 0.

Solution. The problem has H = 25 variables per axis. It is
solved by Newton’s method from the previous solution shifted
by one step, with four iterations and a 25 x 25 Cholesky fac-
torization per iteration. Only the first element ufg is applied, as
in receding-horizon control.

Gradients. The trainable parameters (w, wp, , [3) are col-
lected in 7. The optimum U7* satisfies Vi;J7 = 0, and the
implicit function theorem gives

ouI*
on

- —[V?]Uﬂ}_lv%nﬂ‘m*, (12)

which reuses the Cholesky factor of the final Newton step. This
is the same construction as OptNet and differentiable MPC [29,
30]. In contrast to unrolling the Newton iterations, it gives exact
gradients at the optimum at negligible extra cost.

4.5 Planner feedback

Without feedback, the planner scores a candidate reference ¢
by rolling it out through an ideal kinematic model and checking
the resulting path against obstacles with the configured enve-
lope. The smoothing layer then changes the command, and the
controller changes it again. The planner therefore checks one
path while the robot follows another. When the robot deviates,
the planner replans and may initiate an avoidance maneuver that
the actual trajectory did not require.

The feedback term closes this gap at low cost. Around the
current solution the optimal smoothed sequence is approxi-
mately affine in the reference, U 7* ~ MJR? + mJ, where
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M) = [V%,J9]71T9)7Q; is available from the same
factorization. The layer passes (M7, m7) and the prediction
matrices of Eq. (8) to the planner once per planning cycle.
For each candidate the planner then computes the predicted
realized twist

Yoo = @yl + TI(MIR™ +m/) + W7, (13)

integrates it to a predicted path, and runs the AgniNav collision
check with the configured envelope on that path. It also adds
the consistency cost

2, (14)

I (1) = K (k) ZH?c’j — R%J
J

which penalizes candidates that the interface is predicted not to
realize on the current terrain. The weight kg, increases with ¢x.
Finally, the planner’s replanning trigger compares the measured
pose with the predicted path rather than with the ideal one, so
deviations that the model already anticipates do not trigger re-
planning. Each candidate costs a few small matrix-vector prod-
ucts, and the AgniNav configuration interface is unchanged.

4.6 Safety layer

The applied command passes through a fixed, non-learned
safety layer. It clips each axis to the configured limits, limits
the per-step increment, and reduces the planar command when
the measured planar speed exceeds the cap v:

yr!
b
el

with gain k and planar components .Y = (v{, vy). The layer
also commands a controlled stop when the planner reports that
no collision-free candidate exists. The safety layer is identical
for all methods compared in Section 5.

u® = clip(ug) — ks [||yzy|| — 17] (15)

4.7 Training

The parameters 7 are trained in simulation. Because the physics
simulator is not differentiated, gradients flow through the iden-
tified interface model: the layer is run in closed loop in Isaac
Lab, the transitions are logged, and windows of length T" are
replayed through Egs. (3)—(12), with the interface parameters
taken from the online estimate at each step. The loss over a
window is

£y = 3" (10 = rely + Mllue — w1
! (16)
+ X0 By + 2[5 - 0]7).

where E is the predicted positive kinetic-energy increment de-
fined in Eq. (17) below. Data collection with the current param-
eters alternates with gradient updates, so the logged states fol-
low the distribution induced by the current layer. Task success
is not differentiable through this model; the feedback weight
Kip is therefore selected by a grid search on simulated success
rate with 7 held fixed. The terrain distribution during training
is randomized over friction, compliance, and slope [37, 38]. On
the physical robot the trained 7) is used without change; only the
GAUGE prior is recalibrated.

05 Experiments
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5.1 Setup and platform

All experiments use the Unitree B2 quadruped with its veloc-
ity interface treated as opaque, an AgniNav-style local planner
configured with the B2 envelope and limits, and the safety layer
of Section 4.6.

Simulation. The Isaac Lab deformable-terrain suite contains
five terrain classes: gravel, exposed roots, graded slopes from
4 to 12 degrees, sand patches, and mixed terrain. Each class is
evaluated with 5 seeds and 40 trials per setting using the Unitree
B2 asset.

Field. Field trials were run on the TRI range over gravel, ex-
posed roots, and graded slopes of 6, 9, and 12 degrees, with 12
runs per setting and the B2 commanded at 1.0 to 2.5 m/s.

5.2 Baselines, ablations, and metrics

Four methods are compared. All share the planner, the safety

layer, and the controller.

* Planner direct (no smoothing). The planner reference is
sent to the controller through the safety layer only.

* Fixed gain scheduler. The smoothing problem of Eq. (9)
with a nominal interface model (unit gain, nominal lag) and
smoothing weights scheduled on commanded speed by a
hand-tuned lookup table, independent of terrain.

* GAUGE-calibrated fixed gain. The same smoothing prob-
lem with the interface model frozen at the GAUGE calibra-
tion and fixed smoothing weights. There is no online update
and no terrain adaptation.

e Ours. The full layer with online interface estimation,
terrain-adaptive weights, trained parameters, and planner
feedback.

The two smoothing baselines act as plug-in filters and do not
provide planner feedback. The ablation removes one compo-
nent at a time from the full method. W/o terrain-adaptive gain
fixes ¢ at its training mean. W/o online interface estimate
freezes 0 at the GAUGE prior, so the difficulty features are
computed against a fixed model. W/o differentiable smoothing
replaces the optimization layer with a terrain-scheduled first-
order low-pass filter and rate limiter whose schedule is hand-
tuned, since no gradient path is available. W/o planner feedback
term keeps the full smoothing layer but lets the planner use its
native ideal rollout, without the consistency cost of Eq. (14).

The metrics are defined as follows. Command RMS is the
root mean square of the step-to-step change of the planar com-
mand delivered to the controller, (4 >, [[ui? —uy” [|?) 12
in cm/s; it measures chatter. Tracking error p95 is the 95th
percentile, over all time steps, of the distance between the mea-
sured base position and the position obtained by integrating the
planner reference from the measured pose 7T, earlier, in cm.
Success rate is the percentage of trials that reach the goal within
the time budget without collision, fall, or safety stop. Mean
speed is path length divided by traversal time, in m/s. The en-
ergy proxy accumulates positive increments of planar body ki-
netic energy per kilometer traveled,

1 1 x 2 1 2
E = Ezk: [§mbAHvkyH + 1L AW R 17)

where L is the distance traveled, my and I, are the nominal
body mass and yaw inertia, and A denotes the change over
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one control step. The proxy isolates the effort spent on speed
changes induced by the command stream. It is not the total
electrical energy of locomotion, which is dominated by the gait
itself.

5.3 Main results

Table 2 reports the aggregate comparison over the evaluation
protocol of Section 5.1.

Overall. The proposed layer is best on all five metrics. Rel-
ative to unsmoothed planner output it reduces command RMS
from 9.8 to 9.1 cm/s (7.1%), reduces the 95th-percentile track-
ing error from 14.7 to 14.2 cm (3.4%), raises the success rate
from 86.0% to 91.5% (5.5 percentage points), lowers the en-
ergy proxy from 1519 to 1385 J/km (8.8%), and increases mean
speed from 1.48 to 1.68 m/s (13.5%). The improvement in
tracking error is small in absolute terms, 0.5 cm at the 95th
percentile. The larger effects are on success, energy proxy,
and mean speed, which is consistent with the method’s main
mechanism: it removes chatter-induced replanning and prema-
ture avoidance, rather than tightening tracking of any individual
command.

Fixed gain scheduler. The speed-scheduled smoother does
not reduce command RMS (9.8 cm/s, equal to the unsmoothed
planner). Its tracking error is essentially unchanged (14.8
vs. 14.7 cm), and its success rate is the lowest in the table at
78.3%, 7.7 points below sending planner output directly. Its
mean speed (1.58 m/s) is higher than that of the unsmoothed
planner. One interpretation, supported by the first failure case
in Section 5.5, is that smoothing weights tuned without regard
to terrain introduce lag that the planner does not anticipate.
On difficult ground the lag produces deviations, the planner
corrects them, and the smoother redistributes rather than re-
moves the resulting command variation. These data do not
show which part of the success loss comes from lag and which
from interaction with replanning.

GAUGE-calibrated fixed gain. Calibration alone produces
a mixed result. The energy proxy falls to 1446 J/km, 73 J/km
(4.8%) below the unsmoothed planner, but command RMS
rises to 10.5 cm/s, tracking error rises to 16.0 cm, the highest
values in the table, and success (84.2%) remains below the
unsmoothed planner. A plausible explanation is that a model
calibrated on one surface and then frozen inverts the wrong
gain on another. When the actual gain is lower than calibrated,
the smoother under-commands and then corrects, which in-
creases step-to-step command change. The smoothing weights
still remove the largest acceleration peaks, which would lower
the energy proxy. The proposed method reaches an energy
proxy 61 J/km (4.2%) below this baseline while also reducing
command RMS and tracking error, which suggests that the
online estimate and the terrain-adaptive weights are what make
the calibrated model useful on varying ground.

5.4 Ablation

Table 3 removes one component at a time.

Every removal degrades both metrics. Replacing the differ-
entiable smoothing layer with a hand-scheduled low-pass fil-
ter has the largest effect, raising tracking error by 2.6 cm to
16.8 cm and lowering success by 12.5 points to 79.0%. Remov-
ing terrain-adaptive gains raises tracking error by 1.7 cm and
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lowers success by 9.1 points, and freezing the interface model
raises tracking error by 1.6 cm and lowers success by 6.8 points.
The two effects are similar in size, as expected, since the diffi-
culty estimate is computed from the online model.

The planner feedback term behaves differently. Without it,
tracking error increases by only 0.6 cm to 14.8 cm, but success
drops by 10.0 points to 81.5%. This dissociation is consistent
with the role of the term in Section 4.5. The smoothing layer
alone keeps the robot close to the reference, but if the planner
checks collisions along an ideal rollout that differs from the pre-
dicted realized path, candidate selection near obstacles is wrong
often enough to cost task success. Tracking error alone would
understate the value of the feedback term.

A further observation concerns the comparison with the base-
lines. Every ablated variant has a lower success rate than the
unsmoothed planner (86.0%), and all have a higher tracking er-
ror than it (14.7 cm), although for the variant without planner
feedback the margin is only 0.1 cm. Combined with the fixed-
gain baselines in Table 2, this suggests that partial smoothing
is not a safe intermediate design. A smoother that changes the
command without an accurate, terrain-current model of the in-
terface, or without informing the planner, can perform worse
than no smoother. In these results the benefit appears only when
the components are combined.

5.5 Failure cases

Three recorded failure cases illustrate the mechanisms dis-
cussed above.

Chatter under the fixed gain scheduler on roots. On the
root course at 2.1 m/s, the fixed-gain baseline produced com-
mand chatter with a command RMS of 19.3 cm/s, roughly twice
its aggregate value of 9.8 cm/s, and two leg-trip events. Both
were self-recovered by the controller within 0.6 s. The episode
is consistent with the interpretation of Table 2: the scheduler’s
speed-based weights were not matched to the interface response
onroots, and the resulting deviations fed a replanning loop. The
trips were recovered by the locomotion controller rather than by
the navigation stack, which suggests that this baseline depends
on controller robustness for safety margin.

Replanning rate on a graded gravel slope. On gravel with
a 4 degree grade, the unsmoothed planner replanned at 31 Hz
and raised battery draw by 18% relative to the proposed method
at matched speed. The replanning rate indicates that the plan-
ner’s deviation trigger was firing nearly continuously, because
measured motion on loose gravel never matched the ideal roll-
out. With planner feedback, the trigger compares against the
predicted realized path, so anticipated slip does not trigger re-
planning. The battery measurement supports the energy-proxy
trend with an independent quantity, although it was recorded
for this episode only and not across the full protocol.

Speed-cap overshoot at a slope crest. At a slope crest, the
online interface estimate lagged the change of surface response
by 0.3 s. During that interval the layer still compensated for
an uphill gain deficit that no longer existed, so the realized
speed briefly exceeded the speed cap. The safety layer of
Eq. (15) brought the speed back within the cap in 0.4 s. This
is a direct consequence of the forgetting factor in Eq. (5): a
one-second memory filters contact noise but cannot follow
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Table 2: Main comparison. Lower is better for command RMS, tracking error, and energy proxy; higher is better for success rate and mean speed.

Method Command RMS Tracking error p95 (cm) Success rate (%) Energy proxy (J/km) Mean speed (m/s)
(cm/s)

Planner direct (no smoothing) 9.8 14.7 86.0 1519 1.48

Fixed gain scheduler 9.8 14.8 78.3 1530 1.58

GAUGE-calibrated fixed gain 105 16.0 84.2 1446 1.57

Ours 9.1 14.2 915 1385 1.68

Table 3: Ablation of the proposed layer.

Variant Tracking error p95 Success rate (%)
(cm)

Ours (full) 14.2 91.5

w/o terrain-adaptive gain 15.9 824

w/o online interface estimate 15.8 84.7

w/o differentiable smoothing 16.8 79.0

w/o planner feedback term 14.8 815

an abrupt change in the response, and a crest is the sharpest
such change on the course. The case shows why the safety
layer is kept separate from the learned components. Possible
mitigations include a pitch-rate feature that temporarily lowers
the forgetting factor, or anticipating crests from the elevation
map ahead of the robot.

o6 Limitations

Several limitations qualify the results. First, Table 2 reports
aggregate figures over the evaluation protocol; per-terrain
results, separate simulation and field results, and confidence
intervals across seeds and runs are not reported here. The size
of the effect on individual terrain classes, and whether the
margins over the strongest baseline exceed run-to-run varia-
tion, therefore cannot be judged from these data. Second, the
field campaign covers one platform, one site, and three terrain
types with 12 runs per setting. Sand patches and mixed terrain
were evaluated only in simulation. Third, the energy proxy of
Eq. (17) measures command-induced kinetic-energy changes
rather than electrical consumption; the one battery measure-
ment, from the second failure case, agrees with it in direction
but does not validate it across conditions. Fourth, the decou-
pled first-order interface model ignores cross-axis coupling
and nonlinear saturation, and its one-second memory produced
the slope-crest overshoot. A richer model would need more
data to estimate online. Fifth, the feedback weight is tuned by
grid search on simulated success rather than learned, and the
planner’s candidate selection is not differentiated. Finally, the
method assumes that the controller accepts and tracks smooth
twist commands; controllers that internally filter commands,
or that switch gaits as a function of the command, may interact
with the layer in ways not covered here.

07 Conclusion

This paper presented a terrain-aware, differentiable command-
smoothing layer for quadruped navigation that sits between
an AgniNav-style configuration-driven planner and an opaque
velocity interface. The layer predicts realized motion with
a GAUGE-initialized interface model that is updated online,
schedules its smoothing weights from the drift and innova-
tions of that model, and returns its prediction to the planner
so that candidates are checked along the motion the robot is
expected to execute. In the Isaac Lab deformable-terrain suite
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and in Unitree B2 field trials, it improved on unsmoothed plan-
ner output, a fixed gain scheduler, and a GAUGE-calibrated
fixed-gain smoother on all reported metrics, with the largest
effects on success rate, energy proxy, and mean speed. The
ablation and the fixed-gain baselines indicate that smoothing
helps only when it is based on an interface model that tracks
the current terrain and when the planner is informed of its
effect; partial versions performed worse than no smoothing.
Future work will address faster adaptation at abrupt terrain
transitions, richer interface models with cross-axis coupling,
and per-terrain evaluation with uncertainty estimates.
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