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ABSTRACT

Velocity commands are the de facto interface between navigation software and the locomotion controllers of legged robots, yet these con-
trollers behave as opaque, stateful, and platform-specific systems whose command-to-motion response is rarely documented and never
characterized in a common way. This paper proposes a benchmark protocol for evaluating such opaque velocity interfaces. The protocol
consists of a fixed suite of 42 probe command sequences drawn from five families (step, sweep, spiral, saturation, and disturbance rejection),
five standardized metrics (command fidelity, phase lag, steady-state bias, saturation envelope, and recovery time), and a reporting template
that records firmware, gait mode, payload, and terrain alongside the results. GAUGE-style active calibration serves as the reference char-
acterization method. The protocol is demonstrated on two ANYmal B units with identical firmware and different service histories and on
one Unitree Go2, on a lab floor and a stair course, with three repetitions per sequence and platform. The characterization produced by the
full suite attains a command fidelity error of 8.4 percent RMS and a 95th-percentile phase lag of 62 ms, compared with 9.0 percent and 66
ms for the reference-unit characterization. A probe-budget sweep shows that fidelity error falls from 17.8 to 8.4 percent as the suite grows
from 6 to 42 sequences, with diminishing returns beyond 27. The recorded anomalies, including an unmodeled 0.4 s gait-mode transient and
payload-dependent early saturation, illustrate behavior that single-unit characterizations miss. The probe suite and exact probe parameters

are released with the paper.

INDEX TERMS legged robots, velocity interface, benchmarking, system identification, active calibration, quadruped locomotion

KAGG NOTE A legged robot's velocity interface should be reported like a sensor: with a fixed excitation protocol, standardized error metrics, and the configuration under which

they were measured.

01 Introduction

Nearly every navigation stack deployed on a legged robot ends
in the same place: a planar velocity command, typically a for-
ward speed, a lateral speed, and a yaw rate, handed to a locomo-
tion controller at a fixed rate. Model-based controllers built on
convex model-predictive control and whole-body optimization
[1, 2, 3] and learned policies trained in simulation [4, 5, 6, 7]
expose this interface in nearly identical form. Above it, plan-
ners for rough terrain [8, 9], learned navigation models [10, 11],
and sampling-based controllers [12] treat the command as if it
were executed faithfully, or at best with a fixed delay and a box
constraint.

Practitioners repeatedly discover that this assumption fails.
The velocity controller is opaque: its internal structure, gains,
and learned weights are not available to the planner. It is state-
ful: its response depends on gait mode, contact history, and
internal filters, so the same command produces different mo-
tion depending on what preceded it. It is platform-specific: two
robots of the same model with identical firmware can respond
differently because of actuator wear, calibration drift, or ser-
vice history. Recent work has begun to treat this interface ex-
plicitly; GAUGE [13] calibrates an opaque quadruped velocity
interface by issuing planner-conditioned probe commands and
fitting a command-to-motion model online. What is missing is
a common way to characterize and compare such interfaces: a
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fixed set of excitations, a fixed set of metrics, and a fixed set of
reporting fields, so that a result obtained on one unit, platform,
or firmware release can be compared with another.

This paper addresses that gap with a benchmark protocol. It
does not propose a new locomotion controller, and it does not
claim that any particular interface is better than another. Its
object is the measurement procedure. The contributions are:

1. A formalization of the opaque velocity interface as a stateful,
configuration-dependent operator, together with five stan-
dardized metrics (command fidelity, phase lag, steady-state
bias, saturation envelope, and recovery time) with precise
definitions that can be computed from logged commands
and estimated body twist.

2. A fixed suite of 42 probe command sequences in five fam-
ilies (step, sweep, spiral, saturation, and disturbance rejec-
tion), specified to the level of exact amplitudes, durations,
and ramp rates, and released for reuse.

3. A reporting template that ties every number to the unit,
firmware, gait mode, payload, terrain, and estimator under
which it was obtained.

4. A demonstration on two ANYmal B units and one Unitree
Go2 on a lab floor and a stair course, using GAUGE-style
active calibration [13] as the reference characterization
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method, including an ablation over probe families, a sweep
over probe budget, and a record of the anomalies that the
protocol exposed.

Section 2 reviews related work. Section 3 formalizes the
problem. Section 4 develops the protocol. Section 5 reports
the demonstration, Section 6 discusses limitations, and Section
7 concludes.

02 Related Work

2.1 Calibration of opaque velocity interfaces

GAUGE [13] is the work closest to ours. It treats the quadruped
velocity controller as a black box and performs active calibra-
tion: rather than passively fitting a model to whatever com-
mands a mission happens to produce, it issues probe commands
conditioned on the planner that will consume the interface, so
that excitation is concentrated in the region of command space
that the planner actually uses, and it fits a calibrated model
of command-to-motion response online. The calibrated model
can then be used by the planner to anticipate lag, bias, and sat-
uration. Our protocol differs in purpose rather than in mod-
eling philosophy. GAUGE answers the question how should
a given planner calibrate a given interface; the protocol an-
swers how should any interface be characterized so that results
are comparable. To make comparisons meaningful, the proto-
col fixes the excitation independently of any planner, which is
precisely what planner-conditioned probing deliberately avoids.
We therefore adopt GAUGE-style active calibration as the ref-
erence characterization method against which the fixed suite is
assessed, and we adopt a response-model structure compatible
with it (Section 4.4), so that a GAUGE calibration and a proto-
col characterization can be scored with the same metrics.

2.2 Locomotion controllers that expose velocity interfaces

The interfaces under test are produced by two broad classes
of controller. Model-based controllers for ANYmal [14, 3]
and the MIT Cheetah family [1, 2] compute contact forces
and footholds by optimization and track a commanded base
twist through a hierarchy of tasks; their response is in princi-
ple derivable from the model, but in practice depends on gait
timing, swing-leg heuristics, and tuning that are not exposed
to users. Learned controllers for ANYmal [4, 5, 6] and for
low-cost quadrupeds [15, 16, 17, 18] are trained to maximize a
velocity-tracking reward, often with dynamics randomization
[19] and with massively parallel simulation [7]. Their track-
ing behavior is an emergent property of the reward and the
training distribution, and is not documented in any parametric
form. Several lines of work make the interface more explicitly
stateful. Rapid Motor Adaptation [16] and concurrent estimator
training [20] condition the policy on latent estimates of environ-
ment and body state, so the response to a command depends
on an internal estimate that evolves over time. DreamWaQ
[21] infers terrain implicitly from proprioception with a similar
effect. Walk These Ways [22] adds gait parameters to the
command itself, enlarging the interface beyond a planar twist.
Hybrid schemes combine learned foothold selection with opti-
mal control [23], and whole-body policies couple locomotion
with manipulation [24]. Vision-conditioned and agile policies
[25, 26, 27, 28, 29] further entangle the response with per-
ception. None of these works is wrong to optimize tracking
reward; the point is that the resulting command-to-motion map
differs across controllers, terrains, and units in ways that the
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reward value alone does not report. The protocol is designed
to characterize any of them through the same probes without
requiring access to their internals.

2.3 Consumers of the velocity interface

Navigation methods for legged robots rely on the interface
in different ways. Elevation-mapping pipelines [8] and field-
tested planners such as ArtPlanner [9] plan geometric paths and
delegate tracking to a velocity controller with a nominal speed
limit. Wild Visual Navigation [30] learns traversability online
and likewise issues velocity commands to a fixed locomotion
policy. End-to-end approaches merge local navigation and
locomotion [31, 29] and thereby remove the explicit interface,
at the cost of platform-specific training. Cross-embodiment
navigation models [10, 11] standardize the action space across
robots, while CeRLP [32] and AgniNav [33] make embodi-
ment parameters explicit in local planning; all of these assume
that the low-level controller realizes the standardized action
with acceptable fidelity. Sampling-based predictive controllers
such as MPPI [12] require a forward model of the command
response and are directly sensitive to its accuracy. A shared
characterization of the interface is useful to each of these con-
sumers: it states, in a common vocabulary, how much fidelity,
lag, bias, and headroom they can expect.

2.4 System identification and state estimation

The protocol borrows its excitation design from classical sys-
tem identification. Step and swept-sine (chirp) inputs are stan-
dard tools for estimating gain, time constant, delay, and fre-
quency response [34, 35]; persistency of excitation and input
amplitude selection under saturation are treated there in depth.
What classical identification does not supply is a convention
for stateful, mode-switching, contact-rich systems whose out-
put is itself an estimate. The realized body twist on a legged
robot is produced by a state estimator that fuses leg kinematics
and inertial measurements [36, 37], possibly with vision and
LiDAR [38]. Estimator bias therefore enters every metric, and
the reporting template records the estimator as part of the con-
figuration.

2.5 Benchmarking protocols in robotics

Benchmark protocols elsewhere in robotics show the value of
fixing excitations and metrics. The YCB object set and its proto-
cols [39] made manipulation results comparable by standardiz-
ing objects and procedures. In embodied navigation, standard-
ized task definitions and metrics such as success weighted by
path length [40], and its dynamics-aware extension weighted
by completion time [41], made navigation agents comparable,
and Sim2Real predictivity analysis [42] showed why physical
evaluation must be reported separately from simulation. To our
knowledge no comparable protocol exists for the velocity inter-
face itself, the layer on which these navigation metrics silently
depend.

03 Problem Formulation

3.1 The interface as an opaque operator

Let At denote the command period and let ¢ € {0,1,...,T}
index command steps. At each step a client issues a planar com-
mand u; = (u¥,uf, uff’)T € U C R3, consisting of forward
speed, lateral speed (both in m/s, body frame), and yaw rate
(rad/s). The robot’s realized body twist, as reported by its state
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estimator in the same frame, is y; = (37,47, %¢)T. We model
the interface as an opaque, stateful operator

yi = Ho(uo:, &p; ©) + €, @

where ug.; is the command history, £, is the unobserved in-
ternal state of the controller at the start of a sequence (gait mode,
filter states, latent estimates), c is the configuration descrip-
tor, @ collects unit-specific properties such as actuator condi-
tion, and €; is estimation and process noise. The configuration
¢ = (unit, firmware, gait mode, payload, terrain, estimator) is
observable and must be reported; 6 and £ are not.

Two properties of H motivate the protocol. First, /{ depends
on history, not only on u, so any characterization must be de-
fined relative to specific input sequences. Second, H depends
on 6, so two units with equal ¢ apart from the unit identifier
may differ.

3.2 Characterization and its evaluation

A characterization is a model 7{ that predicts y from u un-
der a stated configuration. A characterization is useful to a
planner insofar as commands designed with it produce the in-
tended motion. We therefore evaluate characterizations by com-
pensated replay: given a reference twist trajectory rg.p, the
characterization is inverted to produce a command sequence
gy =H! (ro.7), the sequence is executed on the robot, and
the metrics of Section 4.2 compare the realized y with r. Com-
pensated replay has two advantages over open-loop prediction
error. It evaluates the characterization in the way a planner uses
it, and it makes all five metrics, including recovery time after
a disturbance, properties of measured motion rather than of a
model.

3.3 Weighted error

Because linear and angular components have different units,
errors are combined with the weighting W = diag(1, 1, ¢),
where ¢/ = 0.4 m is a characteristic length that converts yaw
rate to an equivalent tangential speed at the body perimeter. The
weighted error at step ¢ is

e = [W(ye —ri)ll, @

The value ¢ = 0.4 m is approximately half the body length
of both platforms considered here; it is part of the protocol def-
inition so that metrics are comparable across platforms.

04 Benchmark Protocol

The protocol has four parts: a probe suite (Section 4.1), metric
definitions (Section 4.2), an evaluation procedure (Section 4.3),
and a reference characterization model with its fitting procedure
(Section 4.4). A reporting template (Section 4.5) completes it.

4.1 Probe suite

All probe amplitudes are expressed as fractions of the plat-
form’s nominal command envelope u = (u®,uY,u?) for the
active gait mode, taken from the vendor documentation and
recorded in the template. Normalizing by u makes the suite
applicable to platforms whose maximum speeds differ by a
factor of several. Commands are issued at 100 Hz (At = 10
ms), the same rate at which commands and estimated twist are
logged. Every sequence begins and ends with 2 s of zero com-
mand so that the controller starts from and returns to a standing
or stepping-in-place state, which limits the dependence on &,,.
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The suite contains 42 sequences, P-01 to P-42, summarized in
Table 1.

Step probes isolate gain, time constant, dead time, and steady-
state bias on one axis at a time. Sweep probes are logarithmic
chirps

¢/D
ul (t) = Aw’ sin 2mfoD (fl> =11, @

In(f1/fo) | \ fo

with fo = 0.1 Hz, f; = 2.0 Hz, duration D = 40 s, and
amplitude fraction A; they expose frequency-dependent atten-
uation and phase lag up to roughly the stride frequency. Spiral
probes hold a constant forward command u* = cu® while
ramping the yaw-rate command linearly from zero to +0.8 a¥
over 20 s, exciting the cross-axis coupling between forward
speed and turning that per-axis probes miss. Saturation probes
ramp a single linear axis from zero to 1.5 @/ on the lab floor,
or to 1.0 @’ on the stair course, at a fixed rate p; they locate
the command at which realized speed stops following the com-
mand. Disturbance-rejection probes hold u* = 0.5 u” while
a pendulum impactor of 5 kg mass released from a fixed drop
height strikes the trunk longitudinally or laterally; they measure
how quickly the interface returns to the commanded motion.

The stair course is used only for the three forward saturation
ramps P-25 to P-27, which are executed in the platform’s stair
gait mode; all other sequences are executed on the flat lab floor.
This keeps the stair exposure short and repeatable while still
capturing gait-mode-dependent saturation.

4.2 Metric definitions

Let 7 denote the set of logged steps in the evaluation sequences,
excluding the zero-command padding. Each metric is defined
so that lower values are better.

Command fidelity is the normalized root-mean-square
weighted error, in percent:

\ \771'| Yier i
F =100 —= . %)
Vi Seerlwed?

Phase lag is computed per axis j over sliding windows w of
2 s length with 1 s overlap. In each window the lag is the shift
that maximizes the cross-correlation between reference and re-
sponse,

Z i y§+k7 )

tew

Aw,j = At -arg  max
ke{o,...,30}
searched over 0 to 300 ms. Windows in which the reference
has a standard deviation below 0.05 % are discarded because
the lag is then ill-defined. The reported value Agjs is the 95th
percentile of A, ; over all retained windows and axes. A tail
percentile is used because planners fail on worst-case lag rather
than average lag.
Steady-state bias is evaluated on the plateau segments S of
step probes, defined as the final 1 s of each 4 s hold:

1 |y —ri]
B=100- — Y =5l 6
5§ ZS o ©

where 77 is the mean response on segment s and 77 the con-
stant reference there.
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Table 1: Probe suite: 42 command sequences in five families. Amplitudes are fractions of the gait-mode nominal envelope u.

Family IDs Count Parameters

Purpose

Step P-01-P-12 12

3 axes (z, y, 1) X 4 amplitudes (0.25, 0.5, 0.75, 1.0); Gain, time constant, dead time, steady-state bias
4sat+A, 2szero, 4sat —A

Sweep P-13-P-21 9 3 axes X 3 amplitudes (0.2, 0.4, 0.6); log chirp 0.1-2.0 Frequency-dependent attenuation and phase lag
Hz over40 s

Saturation P-22-P-30 9 3ramp rates (0.1, 0.2, 0.4 w’ Is) X {forward, lab floor, to Saturation envelope per axis and terrain
1.5; forward, stair course, to 1.0; lateral, lab floor, to 1.5}

Spiral P-31-P-36 6 Forward ¢ € {0.3,0.6,0.9} X yaw ramp to Cross-axis coupling between speed and turning
+0.8 %Y over20's

Disturbance P-37-P-42 6 Forward hold 0.5; 5 kg pendulum, longitudinal and lateral Recovery time after external perturbation

strikes X drop heights 0.1, 0.2, 0.3 m

Saturation envelope. On a saturation ramp, the measured
threshold u,, is the smallest command at which the ratio 3/ / ul,
low-pass filtered with a 0.5 s moving average, falls below 0.9
and remains below it for at least 1 s. The saturation envelope
of a unit is the set of these thresholds over axes and terrains. A
characterization predicts a threshold @,; the reported metric is
the mean absolute threshold error Ey, = mean |2, — ul,| in
m/s over the saturation probes.

Recovery time. For a disturbance at time ¢, the recovery
time is

Tee =min{T >0:¢, <n Vt €L}, %)

where Z, = [tq + 7, tq + 7 + 0.55] and the tolerance is
n = 0.1 m/s. The reported value Ry is the 95th percentile
over disturbance trials.

4.3 Evaluation procedure

Each sequence is executed three times per platform. Charac-
terizations are fitted and scored with leave-one-repetition-out
cross-validation: a characterization is fitted on two repetitions
of the fitting sequences and scored by compensated replay
against the references of the held-out repetition, and the three
folds are pooled before percentiles are taken. For compensated
replay the reference trajectories r are the probe sequences
themselves, so the evaluation exercises the same five families
that define the suite. Because a characterization that has seen
a probe family is expected to compensate it better, the ablation
and budget sweep in Section 5 vary only the sequences used
for fitting; scoring always uses the held-out repetition of the
full 42-sequence suite.

4.4 Reference characterization model and fitting

A characterization needs a parametric form that can be inverted
for compensated replay. We use a per-axis first-order-plus-
dead-time model with saturation, rate limiting, and bias, which
is compatible with the model class used by GAUGE-style cal-
ibration [13] and standard in identification practice [34]. For
axis j,

T; 9 (t) + 97 (t) = kjo; (uj(t - dj)) + b5, 6]

where k; is the static gain, 7; the time constant, d; the dead
time, b; a constant bias, and o; the saturation-and-rate-limit
nonlinearity, which clips its argument to [—ag;n, ﬂgat] and limits
its rate of change to & a; per second. Exact discretization at
period At gives

T =] +(1- o) (kj o (ul_,) + bj) C)
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where o; = e~ At/Ti and the integer delay is n; =
round(d; /At). Cross-axis coupling, which the spiral probes
excite, is represented by an additive term ~ u7 ug’ on the lateral
axis, capturing the lateral drift that many quadruped controllers
exhibit when turning at speed. The parameter vector ¢ for one
configuration therefore collects &, 7j, d;, b;, ily, and a; for
each axis j € {z,y,v} together with k, 19 parameters in
total.

Fitting. The integer delays are found by grid search over
n; € {0,...,15}, that is 0 to 150 ms. For each delay candi-
date, the remaining parameters minimize the regularized simu-
lation error

o= argmin 3 W (y = 5:(@)[;+7 | = doll3, (10)

tE€ Tric

solved with Levenberg—Marquardt, where y;(¢) is the free-
run simulation of the discrete model driven by the logged com-
mands, ¢q is a prior centered on unit gain, zero bias, a 0.15 s
time constant, and the nominal envelope @, and 7 = 1073 is
a small ridge weight that keeps unexcited parameters at their
prior. Simulation error rather than one-step prediction error
is used because a planner rolls the model forward over a hori-
zon; one-step error systematically underweights the time con-
stant. The saturation thresholds are initialized from the satura-
tion probes by the procedure of Section 4.2 before joint refine-
ment.

Inversion for compensated replay. Because the reference is
known in advance during replay, the model can be inverted with
a preview of n; + 1 steps. Away from saturation,

J ]
I S B A T
Tk
j l—ay

-b ], (11)

which is subsequently clipped to the predicted envelope and
rate limit. The preview requirement is not restrictive in practice:
planners that issue velocity commands typically hold a short
horizon of intended motion, and MPPI-style controllers [12]
hold one explicitly. When the inverse exceeds the predicted en-
velope, the clipped command makes the realized motion lag the
reference; the saturation-threshold error therefore propagates
directly into fidelity and recovery time, which is why FEg, is
reported separately.

GAUGE-style reference calibration. As the reference charac-
terization method we implement GAUGE-style active calibra-
tion [13] with the same model class: probe commands are gen-
erated around the command distribution of a nominal waypoint-
following planner, and the model is updated online as data ar-
rive. The reference characterization therefore differs from the
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Table 2: Reporting template: fields that accompany every protocol
result.

Field Content

Unit Platform model, unit identifier, service history
Firmware Locomotion software and version

Gait mode Active mode per sequence and nominal envelope u
Payload Mass and mounting location

Terrain Lab floor or stair course, per sequence

Estimator Source of realized twist y

Suite Sequences used for fitting and for scoring; repetitions
Metrics F, Aos, B, Egu, Ros

Anomalies Flagged events with probe identifier; re-runs kept

protocol characterization in its excitation (planner-conditioned
rather than fixed) and in where it was obtained, not in model
form. This isolates the effect of the excitation and of per-unit
fitting, which is what the protocol is meant to measure.

4.5 Reporting template

A metric value is only interpretable together with the configu-
ration ¢ under which it was measured. The template (Table 2)
lists the fields that must accompany every result. Fields that are
unknown must be reported as unknown rather than omitted.

REPRODUCIBILITY NOTE

Probe parameters: commands and estimated twist logged at 100 Hz
(At = 10 ms); 2 s zero padding before and after every sequence;
amplitudes as fractions of the gait-mode nominal envelope u. Step:
axes T, ¥, ¥; amplitudes 0.25, 0.5, 0.75, 1.0; profile 4 s hold at + A,
2 s zero, 4 s hold at —A. Sweep: log chirp 0.1 to 2.0 Hz over 40
s; amplitudes 0.2, 0.4, 0.6; axes x, 9/, t). Saturation: ramp rates p =
0.1, 0.2, 0.4 @’ /s; forward axis on lab floor to 1.5 %%, forward axis
on stair course to 1.0 ", lateral axis on lab floor to 1.5 @Y. Spi-
ral: ¢=0.3, 0.6, 0.9; yaw ramp to +0.8 ¥ over 20 s. Disturbance:
u® = 0.5a”; 5 kg pendulum impactor; longitudinal and lateral
strikes; drop heights 0.1, 0.2, 0.3 m. Metric constants: £ = 0.4
m; lag windows 2 s, 1 s overlap, search 0 to 300 ms; plateau = final 1
s of each hold; saturation ratio 0.9 for 1 s; recovery tolerance = 0.1
m/s held for 0.5 s. Three repetitions per sequence per platform, leave-
one-repetition-out scoring. The probe suite is released with sequence
identifiers P-01 to P-42 as listed in Table 1.

05 Experiments

5.1 Platforms and setup

The testbed consists of two ANYmal B units, designated AMB-
1 and AMB-2, and one Unitree Go2. The two ANYmal B
units run identical firmware but have different service histories;
AMB-2 is designated the reference unit. The Go2 runs its ven-
dor locomotion software, recorded as GoW v3.4. Experiments
were conducted on the lab floor and on a stair course. The full
probe suite of 42 command sequences (Table 1) was replayed
on each platform with logging at 100 Hz and three repetitions
per sequence per platform, giving 42 x 3 = 126 scheduled
sequence executions per platform and 378 across the three plat-
forms; one additional re-run on AMB-2 is described in Section
5.5. The realized body twist was taken from each platform’s
onboard state estimator, as recorded in the reporting template.

5.2 Main comparison

Table 3 reports the five protocol metrics for three characteriza-
tions, scored with the held-out compensated replay of Section
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4.3. The first two rows are reference characterizations obtained
with GAUGE-style active calibration and labeled, as in the run-
server record, by the unit from which they were derived: the
reference unit AMB-2, and the Go2 running GoW v3.4. They
represent the common practice of characterizing one represen-
tative unit and reusing the result. The third row, labeled Ours,
is the per-unit characterization fitted on the full 42-sequence
suite.

The full-suite characterization attains the lowest value on all
five metrics. Command fidelity error is 8.4% RMS against
9.0% for the AMB-2 reference characterization and 9.6% for
the Go2 (GoW v3.4) reference, reductions of 0.6 and 1.2 per-
centage points. The 95th-percentile phase lag is 62 ms against
66 and 65 ms, steady-state bias is 3.1% against 3.6% and 3.3%,
saturation threshold error is 0.14 m/s against 0.16 and 0.15 m/s,
and 95th-percentile recovery time is 1.9 s against 2.1 s for both
references. These margins are consistent in direction but mod-
est in size, and because the record reports pooled values with-
out per-fold dispersion, they should not be read as statistically
established differences. The more robust conclusion is quali-
tative: a fixed, broad excitation fitted per unit is at least as in-
formative as a planner-conditioned calibration transferred from
a representative unit, and the protocol is sensitive enough to
resolve differences of this size between characterizations.

The phase-lag values also give a sense of scale for planners.
A 95th-percentile lag of 62 to 66 ms corresponds to six to seven
command periods at 100 Hz, so a planner that assumes instanta-
neous execution is wrong by several steps at the tail even after
compensation.

5.3 Ablation over probe families

Table 4 varies the sequences used for fitting while scoring
on the full held-out suite. Fitting on step probes only, the 12
sequences P-01 to P-12, raises fidelity error to 11.3%, 2.9 per-
centage points above the full suite. Steps identify gain, delay,
and bias well but leave the frequency response, cross-axis cou-
pling, and envelope weakly constrained, so the compensated
commands err on chirps, spirals, and ramps. The reduced suite
of 18 sequences, a fixed quick-check subset containing six
steps, three sweeps, three saturation ramps, three spirals, and
three disturbance probes, recovers most of the gap at 9.7%, still
1.3 percentage points above the full suite.

5.4 Probe budget sweep

Table 5 sweeps the number of fitting sequences. Subsets are
nested and grow in a fixed round-robin order across the five
families, so every budget includes every family and each larger
subset contains the smaller ones; the 18-sequence subset of the
sweep is therefore distinct from the hand-selected reduced suite
of Table 4, which explains the small difference between their
fidelity values (9.6% and 9.7%).

Both metrics improve monotonically with budget. Fidelity
error falls from 17.8% at 6 sequences to 8.4% at 42, a reduc-
tion of 9.4 percentage points, and the 95th-percentile phase lag
falls from 118 to 62 ms. The gains are concentrated at small
budgets: moving from 6 to 18 sequences removes 8.2 of the
9.4 points, while moving from 27 to 42 removes 0.5 points and
3 ms of lag. For routine regression checks, for example after a
firmware update, a budget of 18 to 27 sequences is therefore a
reasonable compromise; for a characterization that will be pub-
lished or used to compare platforms, the protocol specifies the
full suite.
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Table 3: Main comparison. Lower is better for all metrics. Ours denotes the per-unit characterization fitted on the full 42-sequence suite.

Method Command fidelity RMS (%) Phase lag p95 (ms) Steady-state bias (%) Saturation threshold error (m/s) Recovery time p95 (s)
AMB-2 (reference unit) 9.0 66 3.6 0.16 21
Unitree Go2 (GoW v3.4) 9.6 65 33 0.15 2.1
Ours 8.4 62 3.1 0.14 1.9

Table 4: Ablation over the probe families used for fitting.

Variant Command fidelity RMS (%)
Full probe suite (42 sequences) 8.4
Reduced suite (18 sequences) 9.7
Step-only probes 11.3

Table 5: Probe budget sweep (nested subsets, all families represented).

Probe budget (sequences) Command fidelity RMS (%) Phase lag p95 (ms)

6 17.8 118
12 12.4 91
18 9.6 70
27 8.9 65
42 8.4 62

5.5 Recorded failure cases

The protocol is also intended to surface behavior that a para-
metric characterization does not capture. Three events were
recorded.

Gait-mode transient on AMB-1. When entering the stairs
gait, AMB-1 exhibits a 0.4 s mode-switch transient that nei-
ther reference model captures; it is logged as the P-27 anomaly.
P-27 is the fastest forward saturation ramp on the stair course.
The transient is a direct instance of the stateful behavior for-
malized in Eq. (1): the response depends on a discrete internal
mode that changes during the sequence. A 0.4 s transient corre-
sponds to 40 command periods, far beyond the 62 to 66 ms tail
lag of the continuous model. Because AMB-1 and AMB-2 run
identical firmware, the event also illustrates why the protocol
characterizes units individually and records service history.

Payload-dependent saturation on the Go2. Under an 8
kg payload, Go2 saturation appears 0.3 m/s earlier than its
datasheet suggests. This is twice the 0.15 m/s saturation thresh-
old error of the Go2 reference characterization in Table 3 and
illustrates why the protocol measures the envelope under the
reported payload rather than reading it from documentation;
the template’s payload field exists for exactly this reason.

Sensor dropout on AMB-2. One spiral probe on AMB-2 was
affected by an encoder dropout, recorded in the run-server log
as a wheel-encoder dropout. The trial was re-run, and both runs
are kept in the record. Keeping both runs, flagged, rather than
silently replacing the faulty one, is the protocol’s prescribed
handling: a dropout is a property of the system under test as
deployed, and discarding it would bias the record toward ideal
conditions.

o6 Limitations

The demonstration covers three units of two platform models,
two terrains, and one stair course; it is sufficient to exercise
every part of the protocol but not to establish population-level
statements about either platform. The record reports pooled
metric values without per-fold dispersion, so the differences in
Table 3 are reported as observed and not as statistically tested.
Realized twist is taken from each platform’s onboard estimator,

KAGG:2607.00004

so estimator bias is confounded with interface error; an external
reference such as motion capture would separate the two and is
recommended where available. The reference model class is
per-axis first order with a single bilinear coupling term, which
by construction cannot represent discrete mode switches such
as the AMB-1 transient; the protocol detects such events but the
reference model does not explain them. The GAUGE-style ref-
erence is our implementation within a shared model class, not
the original authors’ code, and its numbers should be read as
characterizing that implementation. Finally, the nominal enve-
lope used to scale probe amplitudes is taken from vendor doc-
umentation, which the Go2 payload observation shows can be
optimistic; a conservative first pass is advisable on unfamiliar
platforms.

07 Conclusion

Velocity commands are the narrow waist of legged-robot au-
tonomy, yet the controllers behind them are opaque, stateful,
and unit-specific. This paper proposed a benchmark protocol
for characterizing such interfaces: a fixed 42-sequence probe
suite in five families, five metrics with precise definitions,
a compensated-replay evaluation procedure, and a reporting
template. On two ANYmal B units and a Unitree Go2, the full-
suite characterization reached 8.4% command fidelity error, 62
ms tail phase lag, 3.1% steady-state bias, 0.14 m/s saturation
threshold error, and 1.9 s tail recovery time, slightly better on
every metric than GAUGE-style reference characterizations
taken from a single representative unit. The probe-budget
sweep shows that most of the benefit is obtained with 18 to 27
sequences, and the recorded anomalies show the protocol sur-
facing gait-mode transients, payload-dependent saturation, and
sensor faults that a single characterization misses. The probe
suite and its exact parameters are released so that other groups
can report velocity interfaces in the same terms. Future work
will extend the reference model to hybrid, mode-switching
dynamics and add an external motion-capture reference.
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