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ABSTRACT

Heterogeneous legged robot fleets combine platforms that differ in body length, payload, locomotion mode, and sensor mounting, and these
differences normally force each embodiment onto its own local planner. This fragmentation duplicates code, complicates validation, and
allows planning behavior to drift between robots that share a mission. This paper extends the configuration-driven planning idea of AgniNav
from a single robot to the fleet level. The proposed abstraction has three parts: a compact, typed configuration schema that separates collision
geometry, kinematic and payload limits, locomotion class, and sensor rig; a configuration registry service that validates descriptors, issues
content-addressed handles, and caches derived planning quantities; and a planner interface that accepts configuration handles instead of
compiled-in robot parameters. One bit-identical planning binary was evaluated on a simulated fleet of four morphologies, namely Go2-class
and B2-class quadrupeds, a 1.4 m humanoid, and a four-wheel-drive rover, each with a distinct sensor rig, across 15 mixed-fleet scenarios
with 5 seeds each. Compared with four separate per-embodiment code paths, the shared planner raised shared module reuse from 83.2 to
87.2 percent, lowered configuration load latency from 1.9 to 1.8 ms and 95th-percentile replanning latency from 38 to 34 ms, and raised
plan quality parity from 81.2 to 96.4 percent, whereas a shared planner driven by ad hoc configuration flags reached 88.2 percent. Ablations
attribute the largest share of the gain to the sensor-rig abstraction. The remaining failures involve differential-drive behavior on steep slopes
and registry cold starts under concurrent load.
INDEX TERMS heterogeneous robot fleets, legged robots, cross-embodiment navigation, local planning, configuration management, robot software architecture

KAGG NOTE A single local planner can serve physically different robots when every embodiment-dependent quantity enters through a validated, versioned configuration handle

rather than through code paths or loosely typed flags.

01 Introduction
Operators of legged robots increasingly deploy mixed fleets
rather than a single platform. A facility inspection team may
combine compact quadrupeds that pass through narrow corri-
dors, larger quadrupeds that carry heavier sensor payloads, hu-
manoids that can operate in spaces designed for people, and
wheeled rovers that cover long, flat distances efficiently. Each
platform is attractive precisely because it is physically differ-
ent, yet the same differences make it hard to share navigation
software. Body length and width determine which gaps are
traversable; payload mass changes attainable speed and brak-
ing distance; locomotion class determines whether lateral mo-
tion is available; and the sensor rig determines what part of the
surroundings is observed at all.
In practice, these differences are usually absorbed by forking

the local planner. Each embodiment receives its own code path,
its own compiled-in constants, and its own sensor preprocess-
ing. This works for one or two robots, but it scales poorly. Bug
fixes must be ported across forks, parameter tuning diverges,
and validation evidence collected on one robot does not transfer
to another. A common intermediate solution is a single plan-
ner controlled by configuration flags and per-robot parameter
files. That approach removes some duplicated code, but loosely
typed flags provide no guarantee that a parameter set is inter-

nally consistent, that it matches the hardware actually present,
or that it is current.
Configuration-driven cross-embodiment planning offers a

more principled route. AgniNav [1] showed that a single local
planning stack can be configured for different robots through
an abstract robot description consisting of collision geometry,
sensor parameters, and velocity limits, so that the planner
does not need to be rewritten when the embodiment changes.
AgniNav, however, addresses one robot at a time. A fleet adds
requirements that a single-robot configuration file does not
address: many descriptors must coexist at run time, descriptors
must be distributed to robots and planners consistently, sen-
sor rigs vary in number, type, and placement rather than only
in mounting height, and a descriptor can become stale when
hardware is changed in the field.
This paper develops a fleet-level configuration abstraction

for local planning and evaluates whether it allows one un-
changed planning binary to serve physically different robots
without loss of plan quality. The specific gap addressed here is
the absence of a run-time contract between fleet configuration
and planning: existing configuration-driven planners define
what an embodiment descriptor contains, but not how descrip-
tors are validated, versioned, resolved, and kept consistent
across a heterogeneous fleet.
The contributions are as follows.
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1. A compact, typed configuration schema for heterogeneous
fleets that separates collision geometry, kinematic and pay-
load limits, locomotion class, and the sensor rig, and that
generalizes the four-parameter envelope of AgniNav to
polygonal footprints and multi-sensor rigs (Section 4.1).

2. A configuration registry service that validates descriptors
against static and cross-field constraints, issues immutable
content-addressed handles, detects stale descriptors at run
time, and caches derived planning quantities (Section 4.5).

3. A handle-based planner interface and a sampling-based
local planner whose embodiment dependence enters only
through derived quantities, so the same binary is executed
for every morphology (Sections 4.3–4.4).

4. A simulation study with four morphologies, 15 mixed-fleet
scenarios, and 5 seeds, measuring shared module reuse, con-
figuration load latency, plan quality parity, and replanning
latency against per-embodiment and flag-based baselines,
together with an ablation and an analysis of recorded fail-
ure cases (Section 5).

02 Related Work

2.1 Configuration-driven and geometric cross-embodiment
planning

The most direct predecessor of this work is AgniNav [1], a
configuration-driven local planner for cross-embodiment robot
navigation. AgniNav represents the robot through an abstract
configuration that includes body geometry, sensor parameters,
and velocity limits. Its central idea is that perception and plan-
ning should consume this configuration explicitly: a collision-
relevant height conditions the conversion of monocular obser-
vations into a scan-like representation, and the body envelope,
described by front length, rear length, and half width, config-
ures collision checking inside the local planner. As a result,
one planning stack can run on robots of different sizes with-
out retraining or code changes. The present work adopts this
principle without modification and builds on it in three direc-
tions. First, it replaces the rectangular envelope with a polygo-
nal footprint and a circle cover, which is needed for humanoids
and rovers whose outlines are poorly approximated by a single
box. Second, it treats the sensor rig as a set of heterogeneous
sensors with explicit extrinsics rather than a single camera with
a configured height. Third, and most importantly, it adds the
fleet-level machinery that AgniNav does not target: a registry,
immutable handles, validation, staleness detection, and caching.
In short, AgniNav defines how a planner should use a configu-
ration, whereas this paper addresses how many configurations
are managed and served to one planner binary at run time.
CeRLP [2] pursues a related geometric strategy for visual

navigation. It converts heterogeneous camera observations into
a unified geometric representation, including scale-corrected
depth and a height-adaptive scan abstraction, before local plan-
ning. CeRLP and AgniNav share the view that an explicit ge-
ometric interface between perception and control makes cross-
embodiment behavior easier to diagnose than end-to-end map-
pings. The sensor-rig abstraction in Section 4.3 follows the
same view but fuses multiple sensors per robot into a shared el-
evation representation, and it lets the descriptor, rather than the
perception module, determine which height band is collision-
relevant.

2.2 Learned cross-embodiment navigation
A large body ofwork treats embodiment diversity as a data prob-
lem. GNM [3] trains a single goal-conditioned navigation pol-
icy on trajectories from several robots by using a normalized
action space and temporal context. ViNT [4] scales this ap-
proach to a Transformer foundation model that can be adapted
to new tasks, and NoMaD [5] unifies goal-directed navigation
and exploration with a diffusion policy. These models demon-
strate substantial transfer of visual priors across platforms, but
body geometry enters only implicitly through the data distribu-
tion. RING [6] randomizes body size, rotation pivot, and cam-
era placement in simulation to obtain a policy that generalizes
across indoor robots, and NavFoM [7] trains a navigation foun-
dation model across quadrupeds, drones, wheeled robots, and
vehicles with embodiment and camera identifiers. EA-Nav [8]
adds embodiment geometry as conditioning tokens and trains
risk-aware corrections to reduce observation-action ambiguity.
In manipulation and navigation more broadly, Yang et al. [9]
and CrossFormer [10] train single policies over many embod-
iments, building on large multi-robot datasets such as Open
X-Embodiment [11] and generalist policies such as Octo [12].
BADGR [13] shows that navigation affordances can be learned
from a robot’s own experience.
These approaches are complementary to the present work.

Learned policies can supply goals, subgoals, or traversability
priors, but their embodiment conditioning is either implicit
or represented by learned tokens whose physical meaning is
not checked at deployment. The configuration abstraction
proposed here operates at the layer where physical dimensions
determine hard feasibility, and its descriptor could serve as the
conditioning signal for such policies, with the benefit that the
signal is validated and versioned.

2.3 Local planning and terrain representation for legged
robots

Sampling-based model predictive control, in particular model
predictive path integral (MPPI) control [14], evaluates many
stochastic control sequences under a motion model and com-
bines them by exponentiated cost. It is attractive for heteroge-
neous fleets because the motion model and cost can be swapped
without changing the optimizer. Gradient-based local planners
such as EGO-Planner [15] achieve low latency for aerial robots
by avoiding a full distance field. Nav2 [16] provides a widely
used plugin architecture for planners and controllers on ROS 2,
but robot geometry and kinematics are still supplied as per-
robot parameters to individual plugins rather than through a
common validated descriptor.
For legged platforms, terrain representation is as important

as the optimizer. GPU-based elevation mapping [17] fuses
range data from multiple sensors into a robot-centric 2.5D map,
and Wild Visual Navigation [18] learns traversability online
from self-supervision. STEP [19] propagates traversability
uncertainty into risk-aware planning for off-road robots. Per-
ceptive nonlinear MPC [20] couples terrain perception with
whole-body locomotion, and end-to-end methods learn loco-
motion and local navigation jointly [21, 22]. Adaptive safety
margins for visual navigation [23] learn context-dependent
clearance budgets instead of fixed inflation. The planner in
Section 4.4 uses a deliberately conventional MPPI formulation
on a fused elevation grid, because the focus of this paper is the
configuration layer that feeds it rather than a new optimizer.
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2.4 Multi-embodiment locomotion control
Learned locomotion controllers have made legged robots
robust on rough terrain [24, 25, 26], enabled by massively
parallel simulation [27, 28]. Rapid motor adaptation [29]
estimates environment and robot parameters online from pro-
prioception. Several works train a single locomotion controller
for several bodies: GenLoco [30] randomizes morphology
across quadrupeds, ManyQuadrupeds [31] learns one policy
for diverse quadrupeds, and Bohlinger et al. [32] extend multi-
embodiment locomotion to robots with different numbers of
legs. Learned humanoid locomotion has also been demon-
strated in the real world [33]. This line of work shows that
low-level control can be shared across bodies. The present
paper addresses the layer above it: it assumes each robot has a
velocity-tracking controller and asks how a single local planner
can command all of them consistently.

2.5 Software abstractions for robot configuration
ROS 2 [34] provides typedmessages, parameters, and lifecycle-
managed nodes, which give a foundation for run-time configu-
ration but leave the semantics of robot parameters to each pack-
age. MoveIt [35] demonstrates how a robot description and a
semantic description can make a complex planning framework
reusable across manipulators, and behavior trees [36] provide
modular task composition used in Nav2. The registry proposed
here is in the spirit of these abstractions but targets the specific
problem of serving many embodiment descriptors to a naviga-
tion planner: it provides schema validation, content address-
ing, staleness detection, and derived-quantity caching, which
are not part of standard parameter servers.

2.6 Simulation and evaluation
Embodied AI simulators such as Habitat [37] and Gibson [38]
enable large-scale evaluation, but simulation rankings do not
always predict real-world rankings [39]. Standard navigation
metrics such as success weighted by path length [40] and suc-
cess weighted by completion time [41] compare agents on a
common task. The plan quality parity metric used here is nar-
rower by design: it asks whether a shared planner reproduces
the quality of a morphology-specific reference on the same re-
planning problem, which isolates the effect of the configuration
layer from task-level navigation performance.

03 Problem Formulation

3.1 Fleet, embodiments, and planning problem
Consider a fleet R = {r1, . . . , rN} of mobile robots. At re-
planning step k, robot ri has planar state x = (px, py, ψ) ∈
SE(2), previous command u−, local goal g ∈ R2, and a robot-
centric local map E built from its sensors. A local planner re-
turns a control sequence U = (u0, . . . , uH−1) over a horizon
of H steps of duration ∆t, with commands u = (vx, vy, ω)
expressed in the body frame. The first command is passed to
an embodiment-specific velocity-tracking controller.
Definition 1 (Embodiment descriptor). An embodiment

descriptor is a tuple

d = (G, K, ℓ, S, P, ν) ∈ D, (1)

where G is collision geometry, K is the set of kinematic limits,
ℓ is the locomotion class, S is the sensor rig, P is the payload
state, and ν is version metadata. D is the set of descriptors
admitted by the schema of Section 4.1.

Definition 2 (Configuration handle). A handle is an
opaque identifier h = η(d) produced by the registry, where η
is injective on admitted descriptors with overwhelming prob-
ability. A handle refers to exactly one immutable descriptor;
changing any field yields a new handle.
Definition 3 (Descriptor-parameterized planner). A plan-

ner is a single program π that computes

U = π
(
x, u−, g, E ; h

)
, (2)

in which all embodiment dependence enters through the handle
h. In particular, the program text of π is the same for every
robot.

3.2 Quality and reuse criteria
Let π⋆

i denote a morphology-specific reference planner for
robot ri that uses the full model of that morphology and an
unrestricted computation budget, and let Ji(U) be the evalu-
ation cost defined in Section 5.3. For a set of M replanning
problems indexed bym, the plan quality parity of a planner π
is

PQP(π) =
1

M

M∑
m=1

1
[
feasm(Um) ∧

Jm(Um) ≤ (1 + ϵ) Jm(U⋆
m)

]
,

(3)

where Um and U⋆
m are the outputs of π and of the reference

for the robot in problem m, feasm indicates that the plan is
collision-free and respects the kinematic limits of that robot,
and ϵ > 0 is a fixed relative tolerance shared by all methods.
Shared module reuse measures how much of the planning

stack is common to all morphologies:

SMR =

∑
q∈M∩

LOC(q)∑
q∈M LOC(q)

, (4)

whereM is the set of source modules in the planning stack,
from sensor adapters to the command interface,M∩ ⊆ M
contains the modules that are linked and executed for all four
morphologies, and LOC counts logical source lines.

3.3 Requirements
The fleet abstraction must satisfy three requirements. (R1) Bi-
nary invariance: the planner executable is bit-identical across
morphologies. (R2) Latency: resolving a handle into planning-
ready quantities must fit a configuration load budget of 5 ms,
and a full replanning cycle must complete within the replan-
ning period. (R3) Integrity: an invalid or stale descriptor must
never be used silently; it must either be rejected at registration
or detected at run time and replaced by a conservative fallback.

04 Method
The system consists of three components, summarized in the
architecture note below: the configuration schema, the registry
service, and the handle-based planner. Robots register descrip-
tors with the registry, receive handles, and pass the handle
together with their state and local map to the shared planner.
The planner resolves the handle into a set of derived quantities
through an in-process cache backed by the registry.

ARCHITECTURE SUMMARY
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Robot→ register(d)→ registry: validate V (d), compute h = η(d),
computeΦ(d), store. Robot→ plan(h, x, u, g, E)→ planner: resolve
Φ(h) from cache or registry, check epoch and sensor-rig consistency,
run MPPI, return U .

4.1 Configuration schema
The schema is intentionally compact: it contains only quantities
that change the outcome of local planning, and it is typed so that
each field has a unit, a range, and a frame.
Collision geometry. G = (F, hlo, hhi), where F ⊂ R2 is a

simple polygon describing the body footprint in the body frame,
and [hlo, hhi] is the collision-relevant height interval above the
local ground, that is, the vertical extent of the body that can
contact obstacles. The four-parameter envelope of AgniNav is
the special case

F = [−lr, lf ]× [−w, w], (5)

with rear length lr , front length lf , and half widthw. Polygonal
footprints are needed for the humanoid, whose arms and torso
form a non-rectangular outline, and for rovers with protruding
sensor masts.
Kinematic limits. K = (vmax, vlat, ωmax, amax, αmax, τ,

θmax, smax) contains maximum forward speed, maximum lat-
eral speed, maximum yaw rate, maximum linear and angular ac-
celeration, command-to-motion latency, maximum traversable
slope, and maximum step height. Schema ranges restrict these
to physically plausible values; for example, 0 < vmax ≤ 5m/s
and 0 < τ ≤ 0.2 s.
Locomotion class. ℓ ∈ {QUAD, BIPED, SKID} selects one

of three motion models that are compiled into the shared binary
(Section 4.4). The class is an enumeration rather than free-form
code, so adding a robot does not add code unless it introduces
a genuinely new class of motion.
Sensor rig. S = {sj}ns

j=1, where each sensor is

sj =
(
κj , T

b
sj , Ωj , r

max
j , fj , ϕj

)
, (6)

with modality κj (for example depth camera or LiDAR), ex-
trinsic transform T b

sj ∈ SE(3) from sensor to body frame,
field of view Ωj , maximum range rmaxj (up to roughly 100m
for LiDAR), nominal rate fj , and a frame fingerprint ϕj that
the sensor driver also attaches to its data stream.
Payload. P = (mp, m̄p,β) contains the current payload

mass, the rated maximum payload, and derating coefficients
β = (βv, βω, βa) ∈ [0, 1)3 supplied by the platform integra-
tor.
Versionmetadata. ν = (schema version, robot id, epoch e),

where the epoch is a monotonically increasing counter per
robot.

4.2 Derived planning quantities
The planner never reads raw descriptor fields during optimiza-
tion. Instead, the registry computes a set of derived quantities
Φ(d) once per descriptor, which keeps the inner loop identical
for every morphology and moves all embodiment-specific ge-
ometry processing out of the replanning path.
Payload-derated limits. Effective limits decrease linearly

with payload fraction,

v̄ = vmax

(
1− βv

mp

m̄p

)
, ω̄ = ωmax

(
1− βω

mp

m̄p

)
,

ā = amax

(
1− βa

mp

m̄p

)
,

(7)

and the lateral limit v̄lat is derated with βv . A linear model is
a conservative first-order approximation; it is chosen because
integrators can estimate its coefficients from a few speed tests
at different loads.
Stopping distance. The distance needed to stop from speed

v is

dstop(v) = v τ +
v2

2ā
, (8)

which combines latency and deceleration and is used as a speed-
dependent clearance requirement.
Circle cover. The footprint is approximated by nc circles
{(cj , ρj)} in the body frame such that

F ⊆
nc∪
j=1

B(cj , ρj) ⊆ F ⊕ B(0, εc), (9)

whereB(c, ρ) is a disk,⊕ is theMinkowski sum, and εc bounds
the over-approximation. The cover is computed greedily along
the medial axis of F until the outer bound holds. Circle covers
make collision checking a sequence of distance-field lookups,
whose cost scales with nc rather than with polygon complexity.
Height band and coverage masks. The obstacle height

band is B = [ smax, hhi + δh ], with a small vertical margin
δh, and each sensor yields a static coverage mask Cj over the
robot-centric grid computed from T b

sj , Ωj , and rmaxj . Both
depend only on the descriptor and are therefore cached.

4.3 Sensor-rig abstraction
All sensors are mapped into a common robot-centric 2.5D ele-
vation grid E with cell height z(q) and local ground estimate
zg(q) at cell q, in the manner of GPU elevation mapping [17].
A point ps measured by sensor sj is transformed into the body
frame by

pb = T b
sj p

s, (10)

and fused into E with a per-modality noise model. Given the
descriptor, a cell is an obstacle if

od(q) = 1
[
z(q)− zg(q) ∈ B ∨ σ(q) > θmax

]
, (11)

where σ(q) is the local slope estimated from a plane fit over
neighboring cells. Protrusions lower than smax are treated
as steppable, and overhangs above hhi + δh are ignored, so
the same map yields different obstacle sets for a compact
quadruped and a humanoid. A Euclidean distance transform
of od gives the clearance fieldDd(q). Cells outside

∪
j Cj , or

cells with no recent measurement, are marked unknown.
This abstraction is what allows sensor rigs to differ freely. A

robot with a single forward depth camera and a robot with a
LiDAR and two side cameras both produce the same map type,
and differences in coverage appear only as different unknown
regions, which the planner penalizes explicitly.

4.4 Handle-based sampling planner
Motion models. The planner propagates the state with

xt+1 = xt +∆t

[
R(ψt) [ vx,t, vy,t ]

⊤

ωt

]
, (12)

whereR(ψ) is the planar rotation matrix. The locomotion class
constrains the lateral channel: QUAD allows |vy| ≤ v̄lat; BIPED
allows a smaller lateral speed and adds a turn-in-place penalty
that reflects stepping constraints; and SKID enforces the non-
holonomic constraint vy = 0.
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Admissible controls. The admissible set at time t is

Ud(ut−1) =
{
u : |vx| ≤ v̄, |vy| ≤ v̄lat, |ω| ≤ ω̄,

|u− ut−1| ≤ ad ∆t
}
,

(13)

with ad = (ā, ā, αmax) and componentwise inequalities. Sam-
pled controls are projected onto Ud before rollout.
Cost. For a rolloutX = (x0, . . . , xH) generated by U , the

planning cost is

J(U) =

H−1∑
t=0

[
wg ∥pt − g∥+ wo

nc∑
j=1

φ
(
χj,t

)
+ wn 1[unkt]

+ wu ∥ut − ut−1∥2
]

+ wH ∥pH − g∥,
(14)

where pt is the position component of xt, χj,t = Dd

(
xt ⊕

cj
)
− ρj is the clearance of circle j at time t (with xt ⊕ cj de-

noting the circle center transformed to the map frame),φ(χ) =
exp(−χ/λo) is a barrier with length scale λo, unkt indicates
that the footprint overlaps unknown cells, and the w terms are
weights. The BIPED turn-in-place penalty is added to the stage
cost when ℓ = BIPED. A rollout is infeasible, and its cost set
to infinity, if

min
j
χj,t < δs + dstop(|vx,t|) γt (15)

for any t, where δs is a static safety margin and γt ∈ [0, 1] is
the cosine between the heading and the direction to the nearest
obstacle, so that the stopping-distance requirement applies only
toward obstacles ahead of the robot.
Optimization. The planner uses MPPI [14]. Given a nom-

inal sequence Ū , it samples K perturbed sequences U (k) =
projUd

(Ū+N (0,Σd)), evaluates their costs J (k), and updates

Ū ←
K∑

k=1

w(k)U (k),

w(k) =
exp

(
− (J (k) − Jmin)/λ

)∑
k′ exp

(
− (J (k′) − Jmin)/λ

) , (16)

where Jmin = mink J (k) and λ is the temperature. The sam-
pling covariance Σd is scaled by the derated limits so that the
exploration noise is proportionate to each robot’s control author-
ity. The first command of Ū is sent to the tracking controller
and Ū is shifted by one step for warm starting.
Timing. The planner runs at 10Hz, so the replanning pe-

riod is 100ms, while each robot’s tracking controller runs at
50Hz (a 20ms control period). The horizon H∆t is set from
the descriptor so that it covers at least the stopping distance at v̄,
which keeps the look-ahead proportional to each robot’s speed.
Why one binary suffices. Equations (11)–(16) contain

no morphology-specific branches other than the enumerated
locomotion class. Every quantity that differs between robots,
namely v̄, v̄lat, ω̄, ā, dstop, the circle cover, B, the coverage
masks, Σd, and H , is an element of Φ(d). The planner API
therefore exposes a single entry point, plan(h, x, u, g, E), and
the binary does not change when a robot is added.

4.5 Registry service, validation, and caching
Handles. On registration, the registry serializes the descriptor
canonically (sorted keys, fixed units, fixed numeric precision)
and computes

h = η(d) = trunc128
(
SHA-256(canon(d))

)
. (17)

Content addressing makes handles immutable and globally
comparable: two robots with identical configurations share a
handle and its cached quantities, and any field change, includ-
ing a payload update, yields a new handle and an incremented
epoch.
Schema validation. A descriptor is admitted only if

V (d) =
∧
i

ci(d) = true, (18)

where the constraints ci fall into three groups. Static constraints
check types, units, and ranges. Cross-field constraints check
consistency between fields, for example hlo < hhi,mp ≤ m̄p,
v̄ > 0 after derating, vlat = 0 when ℓ = SKID, a simple poly-
gon F , and sensor mounts that lie on or within the body en-
velope dilated by a mount tolerance. Run-time constraints are
evaluated by the planner at every cycle: the epoch of the bound
handle must equal the latest epoch for the robot, and the frame
fingerprints ϕj arriving with sensor data must match those in
S . A run-time violation marks the descriptor stale. The planner
then switches to a conservative fallback that halves v̄, doubles
δs, and treats cells observed only by mismatched sensors as un-
known until a valid descriptor is registered.
Derived-quantity cache. Φ(d) is computed once at regis-

tration and stored under h. Each planner process keeps an in-
process cache keyed by handle in front of the registry, so a
cache hit resolves a handle without a network round trip. Be-
cause handles are immutable, the cache requires no invalidation
protocol: entries are never updated, only superseded by new
handles.

4.6 Design choices
Several design choices deserve justification. Typed schema
rather than free-form parameters: typed fields with units and
ranges allow cross-field validation, which is impossible when
parameters are opaque key-value pairs. Enumerated locomo-
tion classes rather than plugins: classes keep the binary fixed
and make the set of motion models auditable, at the cost of
requiring a code change for a genuinely new motion class.
Content-addressed handles rather than robot identifiers: a
robot identifier names a robot, not a configuration, so it cannot
distinguish a robot before and after a sensor swap. Precom-
puted derived quantities: circle covers, coverage masks, and
derated limits are costly to recompute and unchanged between
descriptor updates, so computing them once keeps the replan-
ning path short and identical across robots. Conservative
fallback rather than halting: a stale descriptor is usually a
small discrepancy, and continued slow operation is safer in a
fleet than abrupt stops in shared corridors.

05 Experiments

5.1 Setup and platform
The evaluation uses a simulated heterogeneous fleet of four
morphologies with distinct sensor rigs: a Go2-class compact
quadruped, a B2-class larger quadruped, a 1.4m-tall humanoid,
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Table 1: Simulated fleet. All four morphologies are served by the same
planner binary.

Morphology Class ℓ Distinguishing descriptor content

Go2-class quadruped QUAD Compact footprint, lateral motion,
own sensor rig

B2-class quadruped QUAD Longer body, higher payload, own
sensor rig

Humanoid (1.4m tall) BIPED Tall height band, polygonal footprint,
own sensor rig

4WD rover SKID No lateral motion (vy = 0), own
sensor rig

and a four-wheel-drive rover (Table 1). The test set contains
15 mixed-fleet navigation scenarios, each run with 5 seeds,
and each scenario contains 40 replanning events. The protocol
therefore comprises 15 × 5 = 75 scenario-seed episodes and
75 × 40 = 3,000 scheduled replanning events per method.
The planner binary is bit-identical across morphologies, satis-
fying (R1). The configuration registry service runs on a 4-core
virtual machine.

5.2 Baselines
Two baselines are compared with the proposed configuration
registry. The per-embodiment planner maintains four separate
code paths, one per morphology, each with compiled-in param-
eters, its own sensor preprocessing, and its own motion model,
while sharing common libraries such as map storage and math
utilities. The shared planner with ad hoc configuration flags
uses one code path controlled by boolean and enumerated flags
and per-robot parameter files, which is a common pattern in
parameter-server-based stacks; it has no typed schema, no vali-
dation, no content-addressed handles, and no derived-quantity
cache. All methods use the same MPPI optimizer family and
the same evaluation cost, so differences reflect how embodi-
ment information reaches the planner.

5.3 Metrics
Four metrics are reported. Shared module reuse is SMR in (4).
Configuration load latency is the time from a handle (or, for
the baselines, a robot identifier) to planning-ready quantities.
Plan quality parity is PQP in (3), with the evaluation cost J
in (14) computed under each robot’s reference model and a ref-
erence planner per morphology. Replan p95 latency is the 95th-
percentile wall-clock time of one complete replanning cycle.

5.4 Main results
Table 2 reports the main comparison.
Plan quality parity. The configuration registry reaches a

parity of 96.4%, compared with 81.2% for the per-embodiment
planner and 88.2% for the flag-based shared planner, an im-
provement of 15.2 and 8.2 percentage points, respectively.
Equivalently, the fraction of replans that fail the parity crite-
rion falls from 18.8% to 3.6%. That separate, hand-specialized
code paths achieve the lowest parity may appear surprising.
A plausible explanation, consistent with the ablation below,
is that the per-embodiment paths encode sensor handling and
derived constants separately for each robot, so inconsistencies
between a path and the robot it serves are not caught, whereas
the registry derives all such quantities from one validated de-
scriptor. The data do not decompose parity by morphology,
apart from the rover slope case discussed in Section 5.6, so this
explanation remains a hypothesis.

Code reuse. Shared module reuse rises from 83.2% for the
per-embodiment planner and 83.8% for the flag-based planner
to 87.2%. The per-embodiment baseline already shares most
of its code through common libraries, so the 4.0 percentage-
point gain reflects the removal of the forked planning, prepro-
cessing, and motion-model code. Reuse does not reach 100%
for the proposed system because sensor drivers and the com-
mand translation into each robot’s tracking controller remain
morphology-specific; these modules lie outside the planner bi-
nary.
Latency. Configuration load latency is similar for all meth-

ods (1.8 to 2.0ms), which indicates that the registry’s valida-
tion and hashing do not add load-time overhead on the cached
path and that all three methods meet the 5ms configuration load
budget in steady state. The 95th-percentile replanning latency
is 34ms for the proposed system, 35ms for the flag-based plan-
ner, and 38ms for the per-embodiment planner, a reduction of
4ms (about 10.5%) relative to the latter. All three remain well
within the 100ms replanning period. Because derived quanti-
ties are precomputed, the replanning path of the proposed plan-
ner contains only map fusion, distance transform, and MPPI
rollouts.

5.5 Ablation
Table 3 removes one component of the registry at a time and
reports plan quality parity.
Removing the derived-quantity cache lowers parity by 6.3

percentage points to 90.1%. Without the cache, circle covers,
coverage masks, and derated limits must be recomputed inside
the replanning cycle, which leaves less of the cycle for MPPI
sampling; the drop is consistent with reduced optimization ef-
fort under a fixed period. Removing schema validation low-
ers parity by 9.3 points to 87.1%, which is close to the flag-
based baseline (88.2%); this suggests that much of the advan-
tage over flag-based configuration comes from rejecting incon-
sistent descriptors rather than from the handle mechanism itself.
Removing the sensor-rig abstraction, so that each robot’s pri-
mary range sensor is consumed under a fixed default mounting
assumption without extrinsic-driven fusion or coverage masks,
produces the largest drop, 12.7 points to 83.7%, close to the
per-embodiment planner (81.2%). Sensor heterogeneity, rather
than body geometry alone, therefore appears to be the dominant
obstacle to sharing a planner across this fleet.

5.6 Failure cases
Three failure cases were recorded.
Rover on steep slopes. For the rover morphology, plan qual-

ity parity dips to 88% in steep-slope scenarios, 8.4 percentage
points below the fleet-wide 96.4%. The descriptor encodes the
rover’s nonholonomic constraint (vy = 0) and a maximum
slope θmax, but the differential-drive constraint is not fully cap-
tured: on slopes, skid-steer turning depends on traction and
track slip, so yaw-rate authority varies with terrain inclination
and the constant ω̄ in (7) overstates the turning capacity. The
planner then generates turns that the reference model cannot
execute, and those replans fail the feasibility condition in (3).
A slope-dependent yaw-rate limit in the schema is the natural
remedy.
Registry cold start under concurrent load. When 40 con-

figuration loads arrived concurrently at a cold registry, the 99th-
percentile configuration load latency was 11ms, above the 5ms
budget of (R2) by a factor of 2.2. The cause is that every request
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Table 2: Main comparison on the simulated four-morphology fleet (15 scenarios× 5 seeds, 40 replans per scenario). Higher is better for reuse and
parity; lower is better for latencies.

Method Shared module reuse
(%)

Config load latency (ms) Plan quality parity (%) Replan p95 latency (ms)

Per-embodiment planner (4 separate code paths) 83.2 1.9 81.2 38

Shared planner, ad-hoc config flags 83.8 2.0 88.2 35

Ours 87.2 1.8 96.4 34

Table 3: Ablation of the configuration registry (plan quality parity).

Variant Plan quality parity (%)

Ours (configuration registry) 96.4

w/o derived-quantity cache 90.1

w/o schema validation 87.1

w/o sensor-rig abstraction 83.7

on a cold start computes or fetches Φ(d) from the 4-core reg-
istry at the samemoment. The issue was fixed by the in-process
cache described in Section 4.5, which serves repeated handles
locally; because handles are immutable, cached entries never
need invalidation. The steady-state load latencies in Table 2
reflect the cached path.
Stale descriptor after a mid-run sensor swap. In one sce-

nario with mixed lighting and a sensor swap during the run, the
robot continued to reference a descriptor whose sensor rig no
longer matched the hardware. The run-time validation layer de-
tected the frame-fingerprint mismatch in 41ms, less than half
of one 100ms replanning period, and switched the planner to
the conservative fallback. This case illustrates why run-time
constraints are part of V (d): a descriptor that was valid at reg-
istration can become wrong later, and only a check against live
sensor metadata reveals it.

06 Limitations
The study has several limitations. First, all results come from
simulation; the fleet has not been evaluated on physical robots,
and simulation results may not predict real-world behavior [39].
Second, the fleet contains four morphologies, which is enough
to exercise the abstraction but not to show how it scales to tens
of distinct configurations or to articulated bodies whose foot-
print changes during motion. Third, the descriptor is static be-
tween registrations. The rover failure shows that some embod-
iment properties, such as turning authority on slopes, depend
on terrain and cannot be represented by constants; a terrain-
conditioned descriptor or online estimation in the spirit of rapid
motor adaptation [29] would be needed. Fourth, the plan qual-
ity parity metric compares against morphology-specific refer-
ence planners and a fixed tolerance, so it measures fidelity to
a reference rather than task-level navigation success, and it is
not reported per morphology except for the rover slope case.
Fifth, the payload derating model in (7) is linear and relies on
integrator-supplied coefficients. Finally, the registry was eval-
uated on a single 4-core virtual machine, and the cold-start re-
sult indicates that its behavior under fleet-scale concurrency de-
pends on local caching; replication and failover were not stud-
ied.

07 Conclusion
This paper extended configuration-driven local planning from
individual robots to heterogeneous fleets. A typed configura-

tion schema, a registry that validates descriptors, issues content-
addressed handles, and caches derived quantities, and a planner
interface that accepts handles together allowed one bit-identical
planning binary to serve a Go2-class quadruped, a B2-class
quadruped, a 1.4m humanoid, and a four-wheel-drive rover
in simulation. Relative to four separate per-embodiment code
paths, the abstraction raised shared module reuse from 83.2%
to 87.2%, reduced configuration load latency from 1.9ms to
1.8ms and 95th-percentile replanning latency from 38ms to
34ms, and raised plan quality parity from 81.2% to 96.4%. The
ablation indicates that the sensor-rig abstraction and schema
validation contribute most of this gain. The recorded failures
point to the next steps: terrain-dependent descriptor fields for
differential-drive platforms, registry designs that remain within
budget on cold starts, and validation against physical fleets.
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