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ABSTRACT

Legged navigation in building interiors needs more than a floor map but much less than a dense volumetric forecast. Two-dimensional floor
projections discard the step heights and overhead clearances that decide whether a quadruped must crawl, walk normally, or raise its body,
whereas full three-dimensional future-range prediction spends most of its output on elevations that no motion mode queries. This paper
introduces range-plane abstractions: a small set of control-aligned planes, namely floor, low-obstacle, and headroom, each carrying its own
future-range map along the directions the robot is predicted to execute. The height bands of the planes are anchored to the body envelope of
the active motion mode (crawl, standard, or raised), and the local planner selects the plane set together with the mode, so that each feasibility
query reduces to a first-hit range and an extremal height within one band. In Isaac Lab apartment suites (8 floor plans, 5 seeds, 30 trials
each) and on a 900 m four-floor office-building course traversed by an ANYmal, the abstraction reduces predictor output dimensionality by
61.4 percent relative to a dense reference, against 56.6 percent for full three-dimensional future-range prediction. It also lowers p95 query
latency from 9.2 to 8.9 ms, uses 842k instead of 931k predictor parameters, and raises task success from 85.9 to 90.2 percent. Ablations
attribute the largest share of the gain to the low-obstacle plane; recorded failures, including a late mode switch at a 12 cm step, are analyzed.
INDEX TERMS legged robot navigation, future range prediction, range-plane abstraction, motion modes, quadrupedal robots, indoor navigation

KAGG NOTE Interior navigation geometry that matters to a legged robot lives in a few body-anchored height bands; predicting future range per band rather than per elevation

keeps the queries the planner needs and discards the rest.

01 Introduction
Quadrupedal robots are increasingly deployed inside buildings
for inspection, monitoring, and delivery. Interiors are geometri-
cally benign in one sense, since most of the traversable surface
is a flat floor, but they are hostile in another: kitchens, plant
rooms, and service corridors contain counters, chair legs, door
thresholds, isolated steps, pipe racks, and low ceilings. For a
legged robot, these obstacles do not all mean the same thing. A
threshold can be stepped over, a table can be passed underneath
by lowering the body, and a short step may require a slower,
more careful gait. Learned locomotion controllers already ex-
pose such behaviors as discrete or continuous motion modes
[5, 11, 10]; the perception module must tell the planner which
mode makes a given direction passable.
Two representation choices dominate current practice. The

first projects geometry onto the floor, producing a two-
dimensional cost, elevation, or free-space map [15, 16, 17].
Floor projections are compact and fast, but they collapse the
vertical axis: an overhang at 0.6 m and a box at 0.2 m can
map to the same occupied cell, and a step edge is reduced to a
cost value without the signed height that determines whether
a gait can negotiate it. The second choice predicts range or
occupancy densely in three dimensions [24, 20, 21]. Recent
work on control-aligned future range, in particular FutureRay
[1], shows that predicting free range along the robot’s own
predicted control-aligned directions makes obstacle queries

consistent with what the controller can execute. Extending
such a predictor to a full elevation fan, however, multiplies its
output by the number of elevation bins, even though a planner
choosing among a handful of motion modes only ever asks a
few questions about the vertical axis: is the floor continuous,
is there something the legs cannot clear, and is there something
the body cannot pass under?
This paper takes that observation literally. We introduce

range-plane abstractions: a small set of control-aligned planes
(floor, low-obstacle, and headroom), each carrying its own
future-range map in the FutureRay sense. The height bands
of the planes are anchored to the body envelope of the active
motion mode, and the local planner selects the plane configura-
tion together with the mode (crawl, standard, raised). Under a
stated envelope assumption, the free-range query of the active
mode is recovered exactly from the planes, while extremal
heights stored per plane let the planner propose mode switches
without evaluating every elevation.
The contributions are as follows.

1. A formulation of navigation-relevant vertical queries for
multi-mode legged robots, and the range-plane abstraction
that answers them with three control-aligned future-range
maps whose height bands are anchored to the active mode’s
body envelope.

2. A query-sufficiency result (Proposition 1 in Section 4) stat-
ing conditions under which the active-mode free range com-
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puted from range planes equals the one computed from a full
three-dimensional future-range field, together with a con-
servative extension to alternative modes based on extremal
heights and gated additional layers.

3. A mode-aware sampling-based local planner that queries
the planes, enforces stopping-distance constraints, and
switches between crawl, standard, and raised modes with
verification and hysteresis.

4. An evaluation in Isaac Lab apartment suites and on a 900 m
four-floor office-building course with an ANYmal, report-
ing predictor output dimensionality, query latency, param-
eter count, and task success against full three-dimensional
prediction, floor projection, and present-range baselines, to-
gether with ablations and an analysis of recorded failures.

02 Related Work

2.1 Control-aligned future range
FutureRay [1] is the direct starting point of this work. Rather
than predicting a map in a fixed world or body frame, Futur-
eRay predicts the future free range along the directions that the
robot itself is predicted to follow under candidate controls. Ob-
stacle queries are therefore expressed in the same coordinates
as the decision the controller faces: how far it can travel along
an executable motion before contact. This alignment avoids
the mismatch that arises when a planner must convert a generic
map into constraints on commands, and it gives the predictor
a learning target that discounts geometry the robot will never
approach. FutureRay was developed for agile quadruped navi-
gation, where the main difficulty is speed and anticipation. The
present work keeps its control-aligned future-range target un-
changed but asks a different question: how much vertical struc-
ture must such a predictor carry when the robot can change its
body configuration? Range planes can be read as a structured
factorization of a FutureRay-style output along the height axis,
chosen so that each factor corresponds to a constraint of a mo-
tion mode. Where FutureRay treats the robot as a single body
moving through free range, our formulation treats the body en-
velope as a mode-dependent variable and keeps only the height
bands that enter its constraints.

2.2 Learned perceptive locomotion and local navigation
Reinforcement learning has made robust legged locomotion
practical. Hwangbo et al. [2] trained ANYmal policies in
simulation with a learned actuator model, Lee et al. [3] ob-
tained blind but robust locomotion over challenging terrain via
teacher-student training, and Miki et al. [4] fused exteroception
with proprioception through a belief encoder so that the policy
can discount unreliable height samples. Massively parallel sim-
ulation [5, 39] reduced training time to minutes, and adaptation
modules such as RMA [6] handle changes in dynamics online.
Egocentric-vision policies [7, 21] and parkour controllers [8, 9]
extend these skills to stairs, gaps, and climbing. These works
define the low-level capabilities that our planner relies on;
they consume terrain observations local to the feet and do not
address which vertical structure a navigation-level predictor
must expose.
Closer to our setting, several works learn navigation on top of

or jointly with locomotion. Rudin et al. [11] learn locomotion
and local navigation end-to-end, and ANYmal Parkour [10]
combines a perception module, a navigation module, and a set

of locomotion skills, including crouching under obstacles, with
a high-level selector. Hoeller et al. [12] learn a compact state
representation for navigation among clutter and moving obsta-
cles, and Zhang et al. [13] train a navigation policy that remains
functional when perception is compromised. Fu et al. [22] and
ViNL [23] couple vision and proprioception for legged naviga-
tion over obstacles, and Lee et al. [14] demonstrate long-range
autonomy for wheeled-legged robots. Skill-selection architec-
tures such as ANYmal Parkour are the closest in spirit to our
mode selection; they rely on a learned latent or a height-scan
observation, whereas we expose an explicit, geometrically in-
terpretable query interface whose dimensionality is set by the
number of modes rather than by the sensor resolution.

2.3 Maps and volumetric representations for planning
Classical legged navigation stacks maintain robot-centric el-
evation maps [15] and plan over them with reachability or
traversability models [16, 17], while model-based controllers
optimize footholds and base motion against the same maps
[18, 19]. Elevation maps store one height per cell and therefore
cannot represent overhangs, which is precisely the case of a
table, a pipe rack, or a low ceiling; the floor-projection baseline
in Section 5 is representative of this family. Volumetric alter-
natives such as signed distance fields [24] and learned neural
scene representations [20, 21] preserve full three-dimensional
structure, and aerial planners operate directly on such fields
[25]. Their cost is output size and query time. Our full three-
dimensional future-range baseline represents this end of the
spectrum in control-aligned coordinates. Sampling-based
model predictive control, notably MPPI [26], provides the tem-
plate for our planner: candidate command sequences are rolled
out and scored, and the perception interface must answer many
such queries per cycle, which is why output dimensionality and
query latency matter.

2.4 Factorized planar representations of 3D scenes
Outside robotics, factorizing three-dimensional fields into
planes is an established strategy for reducing memory while
preserving query accuracy. Bird’s-eye-view perception lifts
images to a ground plane [27, 28]; tri-perspective view [29]
adds two orthogonal planes to recover height information that
a single bird’s-eye-view plane loses, and occupancy networks
[30] predict dense voxels at higher cost. In generative mod-
eling and neural rendering, tri-planes [31] and K-Planes [32]
represent volumes as products or sums of planar feature grids.
Range planes share the motivation of these factorizations but
differ in two respects: the planes are horizontal bands defined
by the robot’s body envelope rather than orthogonal coordinate
planes, and each plane carries a control-aligned future-range
target rather than features or occupancy. The factorization is
thus task-derived: it keeps exactly the height partitions that the
planner’s constraints distinguish.

2.5 Navigation systems, simulation, and transfer
Field systems such as Autonomous Spot [36] and CERBERUS
[37] demonstrate legged autonomy in subterranean and indus-
trial settings and highlight the importance of conservative local
planning under perception uncertainty. Learning-based navi-
gation systems trained from experience [33] or from heteroge-
neous multi-robot data [34, 35] learn goal-directed behavior at
a higher level of abstraction and typically assume a fixed body.
Our experiments use Isaac Lab, the successor of Orbit [38] built
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on GPU-parallel physics [39]; policies of the kind we deploy
are typically trained with PPO [40]. Truong et al. [41] show
that navigation-level sim-to-real transfer can benefit from ab-
stracting away low-level simulation detail, an argument that
also favors compact, geometry-level interfaces such as range
planes.

03 Problem Formulation

3.1 Robot, motion modes, and commands
The robot operates in a gravity-aligned local frame attached to
its base. At planning step t it receives an exteroceptive observa-
tion ot (a fused point cloud) and a goal gt expressed in the local
frame. Its locomotion controller accepts a base twist command
u = (vx, vy, ω) ∈ Um together with a motion mode

m ∈ M = {CR, ST,RA}, (1)

for crawl, standard, and raised. Eachmode has a body envelope

Em = (cm, τm, wm, sm), (2)

where cm is the obstacle height the legs can clear in that mode,
τm is the height of the top of the body and its sensors above
the floor, wm is the half-width of the swept footprint, and sm
is the largest step height (up or down) the mode can negotiate.
Lowering the body reduces τm and typically cm; raising it in-
creases both. The admissible command set Um is mode depen-
dent, with smaller speed limits in crawl and raised modes than
in standard mode.

3.2 Control-aligned future range
Following FutureRay [1], the planner evaluates K can-
didate command sequences U (k) = (u

(k)
0 , . . . , u

(k)
H−1),

k = 1, . . . ,K , over H steps of duration ∆t. Integrating
the base kinematics gives predicted poses

ξ
(k)
h+1 = ξ

(k)
h ⊕

(
∆t u

(k)
h

)
, ξ

(k)
0 = ξt, (3)

where ⊕ denotes composition in SE(2). Let γ(k)
h (σ) be the

path obtained by continuing the motion of U (k) from ξ
(k)
h for

arc length σ ≥ 0, and let C(k)
h (σ;w) be the planar corridor of

half-widthw swept along this path. For a set of obstacle points
Pt ⊂ R3 with heights z(p)measured relative to the local floor,
and a height set B ⊂ R, the first-hit range is

ρ
(k)
h (B;w) = min

(
rmax, inf

{
σ : ∃ p ∈ Pt,

pxy ∈ C(k)
h (σ;w), z(p) ∈ B

})
, (4)

with rmax the range cap of the local predictor. A full three-
dimensional future-range predictor estimates ρ(k)h (Be;w) for
E elevation binsB1, . . . , BE that tile the vertical extent of in-
terest; its output dimensionality isD3D = KHE.

3.3 Navigation-relevant queries
The planner needs, for each candidate k, horizon step h, and
modem, the free range

r
m,(k)
h = min

(
ρ
(k)
h

(
(cm, τm + δ]; wm

)
, ϕ

(k)
h (sm; wm)

)
,

(5)
where δ > 0 is a clearance margin and ϕ(k)

h (s;w) is the range
to the first floor discontinuity whose magnitude exceeds s (a

step up, a step down, or a drop-off). Equation (5) encodes
an envelope assumption, stated formally below. It also needs
two mode-switch queries: whether the first obstacle blocking
modem could be stepped over by a mode with larger cm′ , and
whether it could be passed underneath by a mode with smaller
τm′ .

ASSUMPTION A1 (ENVELOPE)

For modem, a motion along γ(k)
h up to arc length σ is collision free

and dynamically negotiable if and only if no obstacle point inside
C(k)
h (σ;wm) has height in (cm, τm+ δ] and no floor discontinuity

larger than sm lies on the corridor.

A1 abstracts the robot as a vertical slab that swings legs over
anything below cm; it ignores leg placement detail, which is
delegated to the locomotion controller [4, 11].

3.4 Objective
Given ot and gt, the goal is a predictor fθ and a planner that
select (mt, Ut) such that the robot reaches the goal without col-
lision, while (i) the predictor output dimensionalityD is small
relative to a dense referenceDref, (ii) the p95 latency of answer-
ing the queries of one planning cycle is small comparedwith the
planning period, and (iii) the free-range query (5) for the active
mode is preserved. We report the relative reduction

η = 1−D/Dref, (6)

whereD counts the values emitted to the planner per cycle, av-
eraged over an episode, andDref is a common dense reference
shared by all compared predictors.

04 Method

4.1 Range planes
For the active modem, we partition the vertical axis into three
bands anchored to Em:

Fm = [−z̄s, cm],

Lm = (cm, λm], (7)
Hm = (λm, τ̄ ],

where z̄s bounds the depth of step-downs considered, λm ∈
(cm, τm + δ) is the split height between low obstacles and
overhangs (we use the underside of the trunk in modem), and
τ̄ = maxm′ τm′ + δ is the highest clearance any mode can re-
quire, so that the headroom band always covers the raisedmode.
Each band carries one control-aligned future-range map:

• Floor planeF : the rangeRF
k,h = ϕ

(k)
h (sm;wm) to the first

support discontinuity exceeding sm, and its signed height
Sk,h (positive for steps up).

• Low-obstacle plane L: the range RL
k,h = ρ

(k)
h (Lm;wm)

and the maximum height ZL
k,h of the obstacle at the first hit.

• Headroom plane H: the range RH
k,h = ρ

(k)
h (Hm ∩

(cm, τ̄ ];wm) and the minimum underside height ZH
k,h

of the obstacle at the first hit.
Each plane therefore has C = 2 channels per entry, giving
6KH values per cycle in the single-layer case. The extremal-
height channels are what distinguishes range planes from a
single slab: they encode, for the first obstacle in each band,
whether a different envelope would clear it.
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4.2 Query sufficiency

PROPOSITION 1 (ACTIVE-MODE SUFFICIENCY)

Under A1, and for bands defined by (7) with λm < τm + δ ≤ τ̄ ,
the active-mode free range satisfies

r
m,(k)
h = min

(
RF

k,h, R
L
k,h, ρ

(k)
h ((λm, τm+δ];wm)

)
,

and the last term equalsRH
k,h whenever ZH

k,h ≤ τm + δ.

Proof sketch. By A1 the blocking height set for mode m is
(cm, τm+ δ] = Lm∪ (λm, τm+ δ]. The first-hit operator (4)
is a minimum over points, so the first hit of a union of disjoint
height sets is the minimum of their first hits. The floor term
is defined identically in (5) and in F . For the headroom band,
the first hit in (λm, τ̄ ] coincides with the first hit in (λm, τm +
δ] when its underside lies at or below τm + δ; otherwise the
obstacle is above the body and does not block. □
When ZH

k,h > τm + δ, the first headroom hit is passable
and the true blocking range may lie farther away. The single-
layer planes then provide only the lower bound r

m,(k)
h ≥

min(RF , RL, RH), which the planner uses as a conservative
value. The same reasoning applies to an alternative mode m′:
a first hit whose extremal height clears Em′ (that is, ZL ≤ cm′

or ZH > τm′ + δ) may hide a blocking obstacle behind it.
Two mechanisms address this.

Gated layers. The low-obstacle and headroom planes may
emit up toΛ layers, where layer j stores the range and extremal
height of the j-th distinct hit in the band along the corridor. A
gate ĝp,j,k,h ∈ [0, 1] indicates whether layer j exists, and an
entry is emitted to the planner only if ĝ > 0.5. The emitted
dimensionality is then

DRP =
∑

p∈{F,L,H}

Λp∑
j=1

C ·
∣∣{(k, h) : ĝp,j,k,h > 0.5}

∣∣, (8)

with ΛF = 1 and the first layer of each plane always emit-
ted. In open rooms, DRP stays close to 6KH ; in clutter, more
layers activate and DRP grows. This makes the reduction η in
(6) scene dependent, as observed in Section 5.5. With Λ layers,
Proposition 1 extends to every mode for which at most Λ − 1
passable hits precede the first blocking hit in each band.

Verification before switching. Amode switch proposed from
extremal heights is committed only after the predictor has been
evaluated with the band geometry of the proposed mode, so
that Proposition 1 holds for the mode actually executed (Sec-
tion 4.5).

4.3 Predictor
The predictor fθ maps the observation, the candidate set, and
the mode to the plane outputs,

{Rp
j,k,h, Z

p
j,k,h, ĝp,j,k,h} = fθ

(
ot, {U (k)}Kk=1, m

)
. (9)

It has three parts. A pillar-style encoder discretizes the gravity-
aligned point cloud into vertical columns on a robot-centric grid
and produces a bird’s-eye-view feature map; unlike a pure floor
projection, each pillar feature is computed from the heights of
its points, so vertical structure is retained in the features even
though the grid is planar. A mode embedding modulates the

encoder output through feature-wise affine transformation, so
that the same trunk serves all three band geometries. A query
decoder samples features along each predicted corridor C(k)

h ,
adds an encoding of (k, h) and of the commanded velocity, and
applies one small multilayer perceptron per plane. Ranges are
parameterized as R = rmax sigmoid(·) and heights relative to
the band limits, which keeps outputs bounded and band con-
sistent. Because the plane heads replace an E-way elevation
head, the parameter count is lower than that of the full three-
dimensional variant built on the same trunk (842k against 931k
in Table 1).

4.4 Training
Supervision is generated in simulation by evaluating (4) with
privileged scene geometry for the band geometry of each mode,
which yields targets Rp,∗, Zp,∗, and layer existence labels g∗.
The loss is

L(θ) =
∑

p,j,k,h

g∗p,j,k,h

[
βz

∣∣Ẑp
j,k,h − Zp,∗

j,k,h

∣∣
+ ℓκ

(
log(1+R̂p

j,k,h)− log(1+Rp,∗
j,k,h)

)]
+ βg BCE(ĝ, g∗), (10)

where ℓκ is the Huber loss with threshold κ, the logarithm em-
phasizes accuracy at short range where collisions occur, and
βz, βg > 0 weight the height and gate terms. Height errors
are only penalized where a hit exists. Modes are sampled uni-
formly during training so that the shared trunk learns all three
band geometries.

4.5 Mode-aware local planner
The planner runs at a period Tp = 50 ms and sends twist com-
mands and the mode to a learned locomotion policy that tracks
them at 50Hz, in the style of [5, 11]. At each cycle it samplesK
command sequences around the previous solution, as in MPPI
[26], rolls them out with (3), queries the planes of the active
mode, and scores each candidate with

J(k,m) = wg

∥∥gt − ξ
(k)
H

∥∥
+ wc

H−1∑
h=0

exp
(
−

r̂
m,(k)
h − σ

(k)
h

σc

)
+ wu

∑
h

∥∥u(k)
h − u

(k)
h−1

∥∥2 + ws ⊮[m ̸= mt−1], (11)

where r̂m,(k)
h is the predicted free range from Proposition 1 (or

its conservative lower bound), σ(k)
h is the arc length the candi-

date travels between steps h and h+ 1, σc sets the softness of
the clearance term, and thew terms are nonnegative weights. A
candidate is admissible only if it can stop within the predicted
free range,

r̂
m,(k)
h ≥ σ

(k)
h +

∥v(k)h ∥2

2am
+ dsafe ∀h, (12)

with am the braking deceleration available in modem and dsafe
a fixedmargin. The executed command is the cost-weighted av-
erage of admissible candidates; if none is admissible, the robot
stops.

Mode switching. A switch to m′ is proposed when the best
admissible candidate in mode m is blocked by an obstacle
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that Em′ would clear according to the extremal heights, that
is, ZH > τm′ + δ (crawl under), ZL ≤ cm′ (raise over), or
a floor discontinuity |S| ≤ sm′ (careful step). The predictor
is then also evaluated with the band geometry of m′, and the
switch is committed if

min
k

J(k,m′) < min
k

J(k,m)−∆J (13)

holds for Nh consecutive cycles. The hysteresis margin ∆J

and the countNh suppress chattering between modes near band
boundaries, at the price of a reaction delay of at leastNhTp af-
ter a switch first becomes favorable. Speed limits are mode de-
pendent: standard mode permits up to 1.0 m/s forward, while
crawl and raised modes are limited to lower speeds because the
reduced leg workspace leaves less margin for disturbance rejec-
tion.

4.6 Why three planes
The number of planes equals the number of distinct vertical con-
straints in A1 for the given mode set: floor continuity (sm),
leg clearance (cm), and body clearance (τm). Adding a plane
would only help if the planner had a fourth constraint type, for
example a mode that ducks under an obstacle and simultane-
ously steps over another, which would require the joint distri-
bution of low and high hits. Removing a plane merges two
constraints, and the ablation in Section 5.4 quantifies the cost.

05 Experiments

5.1 Setup and platform
Simulated evaluation uses an Isaac Lab apartment suite consist-
ing of 8 floor plans that include kitchens, stairwells, low-ceiling
corridors, and step thresholds. Each floor plan is evaluated with
5 seeds and 30 trials per seed, that is, 1,200 simulated trials per
method. Real-world evaluation uses an ANYmal on a 900 m
course through a four-floor office building, which includes a
corridor with 1.9 m headroom and a 12 cm step. The robot uses
the three motion modes crawl, standard, and raised throughout.

5.2 Baselines and metrics
All methods share the planner of Section 4.5 and differ in the
perception interface:
• Full 3D future-range prediction: a FutureRay-style predic-
tor [1] that outputs future range for a fan of elevation bins;
feasibility follows from (5) by taking the minimum over the
bins in the blocking set.

• 2D floor projection only: future range computed on a floor
projection of the obstacles inside a fixed height window
above the floor, as in two-dimensional costmaps, without
band structure or extremal heights.

• Present range only: range measured from the current pose,
without prediction along future control-aligned directions.

• Ours: range planes with mode-anchored bands, gated layers,
and verified mode switching.

We report the reduction η of predictor output dimensionality (6)
relative to the common dense reference, the p95 latency of a
planning-cycle query, the number of predictor parameters, and
task success, defined as reaching the goal without collision.

5.3 Main results
Table 1 summarizes the comparison.

Dimensionality. Range planes reach a 61.4% reduction rel-
ative to the dense reference, 4.8 percentage points more than
full three-dimensional future-range prediction (56.6%) and 4.4
points more than the present-range baseline (57.0%). The floor-
projection baseline has the smallest reduction (54.1%), which
indicates that dropping the vertical axis does not by itself pro-
duce the most compact interface under our accounting.

Latency and size. The p95 query latency is 8.9 ms, against
9.2 ms for full 3D prediction, 9.4 ms for present range, and
9.9 ms for floor projection. All values lie well below the 50 ms
planning period, so the latency differences of 0.3 to 1.0 ms are
not decisive on their own. The predictor has 842k parameters,
89k (about 9.6%) fewer than the full 3D variant and 73k fewer
than the present-range variant.

Task success. Task success is 90.2%, an improvement of 4.3
percentage points over full 3D prediction (85.9%), 8.3 points
over present range (81.9%), and 8.8 points over floor projection
(81.4%). The gain over full 3D prediction is notable because
that baseline has access to strictly more vertical information.
A plausible explanation, consistent with Proposition 1, is that
the plane outputs place the predictor’s capacity on exactly the
quantities the feasibility test consumes, whereas errors in any
of the E elevation bins of the full 3D predictor can propagate
through the minimum in (5); the present data do not isolate this
mechanism. The compiled results report a single success rate
per method; they do not break success down by floor plan or
separate simulated from real trials, so per-scene conclusions are
not drawn here.

5.4 Ablation
Table 2 removes planes from the abstraction.
Removing the low-obstacle plane costs 6.7 percentage points

(90.2% to 83.5%), the largest single-plane effect. Without it, ob-
stacles between the leg-clearance height and the trunk are either
merged into the floor band, where they appear as discontinuities
without the height needed to decide whether the raised mode
clears them, or into the headroom band, where they are treated
as overhangs. Removing the headroom plane costs 2.3 points
(87.9%). The smaller effect is consistent with overhangs being
rarer than low clutter in the evaluated scenes, but where they oc-
cur they are safety critical, as the first failure case below shows.
Keeping only the floor plane reduces success to 76.8%, 13.4
points below the full abstraction and 4.6 points below the 2D
floor-projection baseline (81.4%) in Table 1. The single-plane
variant is thus not a substitute for the vertical information that
the low-obstacle and headroom planes provide.

5.5 Failure cases
Low-ceiling corridor (floor plan 6). In a low-ceiling corridor
of floor plan 6, the 2D floor-projection baseline collides with a
pipe rack in 9 of 30 trials (30%). The pipe rack is an overhang;
the collisions are consistent with it lying outside the height win-
dow that the projection keeps, so that its footprint does not ap-
pear in the projected map. The headroom plane of our method
detects the rack as a first hit in Hm with an underside below
τm + δ, and the planner either avoids it or proposes the crawl
mode.

12 cm step on the real course. On the real course, the
standard-mode plane set misclassified the 12 cm step as a
step-down, that is, the predicted signed height S had the wrong
sign. The switch to the crawl mode happened 0.8 s late. No
collision occurred, and the minimum clearance was 5 cm. This
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Table 1: Main comparison. Output dimensionality reduction is relative to a common dense reference (higher is better); latency is the p95 query latency;
success is the task success rate.

Method Output dim. reduction (%) Query latency p95 (ms) Predictor parameters (k) Task success (%)

Full 3D future-range prediction 56.6 9.2 931 85.9

2D floor projection only 54.1 9.9 962 81.4

Present range only 57.0 9.4 915 81.9

Ours (range planes) 61.4 8.9 842 90.2

Table 2: Ablation of the range-plane set (task success).

Variant Task success (%)

Ours (range-plane abstraction) 90.2
w/o low-obstacle plane 83.5
w/o headroom plane 87.9
single plane (floor only) 76.8

case exposes two weaknesses. First, the signed step channel
is the most sensitive output of the floor plane, because a sign
error does not change the range RF but changes which mode
the planner proposes. Second, the verification and hysteresis
of (13) trade switching stability for reaction time; the logs do
not separate how much of the 0.8 s delay is due to the sign error
and how much to the hysteresis window.

Cluttered kitchen counters. In the kitchen scene with clut-
tered counters, the output dimensionality reduction drops to
54%, because more low obstacles activate additional layers of
the low-obstacle plane in (8). This is the expected behavior
of the gated layers: dimensionality grows where the scene re-
quires it. The run logs record that the configuration still corre-
sponds to a 4.1×memory saving. We note that a 54% reduction
in output dimensionality alone would correspond to a factor of
about 2.2 (1/0.46); the 4.1× figure is therefore a separately
logged memory measurement that includes more than the emit-
ted output values, and the logs do not decompose it further. We
report it as recorded.

06 Limitations
The abstraction rests on Assumption A1, which models the
body as a vertical slab with a mode-dependent leg-clearance
height. Obstacles whose blocking effect depends on their shape
rather than on their height interval, such as slanted surfaces or
narrow gaps that only some leg placements can use, are outside
this model. The single-layer planes encode only the first hit per
band; gated layers mitigate this but make the output size scene
dependent, as the kitchen case shows, so memory budgets
must be planned for the cluttered case rather than the average
case. The signed step channel was the source of the real-world
misclassification, and its reliability on unusual step geometry
has not been characterized beyond the recorded course. The
verified, hysteretic mode switch adds reaction delay, which
was 0.8 s in the recorded step case. Finally, the evaluation
covers interiors with three motion modes and a single robot.
The compiled results report aggregate success rates and do not
provide per-scene or per-domain breakdowns or confidence
intervals, so differences of a few percentage points should
be interpreted with corresponding caution. Extending the ab-
straction to outdoor terrain, where the floor itself is not planar,
would require replacing the floor band with a terrain-relative
band.

07 Conclusion
Range-plane abstractions replace a full elevation fan of control-
aligned future range with three planes whose height bands are
tied to the body envelope of the active motion mode. Under a
stated envelope assumption, the active-mode free-range query
is preserved exactly, and extremal heights per plane support
mode-switch proposals that are verified before commitment.
In simulated apartment suites and on a real office-building
course with an ANYmal, the abstraction achieved a 61.4%
output dimensionality reduction relative to a dense reference,
a p95 query latency of 8.9 ms, 842k predictor parameters,
and 90.2% task success, compared with 56.6%, 9.2 ms, 931k,
and 85.9% for full three-dimensional future-range prediction.
The ablations indicate that the low-obstacle plane carries the
largest share of the benefit, and the recorded failures point to
the signed step channel and the switching delay as the next
components to improve.
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