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ABSTRACT

Navigation stacks for legged robots rely on implicit assumptions about the velocity interface exposed by locomotion middleware: how
quickly a command takes effect, where it saturates, and whether the response depends on gait mode or command history. These properties are
rarely documented, and their violation surfaces as degraded tracking rather than as an explicit fault. This paper introduces velocity interface
contracts, a typed declarative specification of command fidelity bounds, latency envelopes, saturation regions, and mode semantics, together
with a verification tool that operates in two stages. Offline, the tool checks a calibrated interface model, obtained by planner-conditioned
active calibration, against the contract and returns witness commands for each violated clause. Online, it monitors the command and odometry
streams with lightweight sequential statistical tests and separates transient violation events from standing violations. The tool was evaluated
on a Unitree B2 and an 8-DoF research quadruped over 10 days and 214 h of logged operation, with three known but undocumented B2
firmware behaviors seeded as detection targets. The model-based monitor recorded 11 true-positive detections, against 10 for fixed-threshold
monitoring and for a monitor encoding the stack’s implicit assumptions, at a false positive rate of 2.8 percent, a 95th-percentile runtime of 1.9
ms at 50 Hz, and a median time to detection of 3.4 s. It flagged the B2 speed limiter 3.4 s into its first engagement, whereas the fixed-threshold
monitor required 41 s. The paper also specifies the contract format and proposes an adoption path for legged robot middleware.
INDEX TERMS velocity interface contracts, legged robot middleware, runtime verification, quadruped locomotion, interface calibration, statistical monitoring

KAGG NOTE A velocity command is only as meaningful as the interface behind it; making that interface explicit and checkable turns silent tracking degradation into attributable

contract violations.

01 Introduction
Legged robots are increasingly deployed as general-purpose
mobile platforms, and most of them expose the same narrow
interface to higher-level software: a planar body-velocity com-
mand u = (vx, vy, ωz) that a vendor-supplied locomotion con-
troller or gait manager converts into joint targets. Model-based
controllers [1, 2, 3] and learned locomotion policies [4, 5, 6, 7]
alike are trained or tuned to track such commands, and naviga-
tion stacks built on ROS and ROS 2 [8, 9, 10] treat the topic
that carries them as a clean actuator. The local planner that pro-
duces the command, whether a dynamic-window search [11], a
sampling-based model-predictive controller [12], or a learned
policy [13, 14], usually assumes that the interface responds
within a small fraction of its replanning period, reproduces
the commanded velocity up to a modest error, and behaves
identically regardless of how the robot arrived at its current
state.
None of these assumptions is guaranteed. Commercial

quadrupeds ship with firmware that silently limits speed under
certain conditions, switches gaits with hysteresis, or compen-
sates for payloads by altering the command-to-motion map;
research platforms with open-loop gait managers can exhibit
response lags that exceed what a planner expects. Because the
interface is opaque, these behaviors are discovered indirectly,
as path-following error, oscillation near obstacles, or a robot

that is slower than its map-based plan predicts. Calibration
methods such as GAUGE [15] address part of this problem
by actively probing an opaque velocity interface and fitting a
model of its response. A calibrated model, however, describes
what the interface does; it does not state what the navigation
stack requires, and it does not by itself detect when the interface
departs from either.
This paper addresses that gap by making the requirements

explicit. A velocity interface contract is a typed specification,
written in a small declarative format, of four properties that nav-
igation software depends on: command fidelity bounds, latency
envelopes, saturation regions, and mode semantics, together
with a tolerance for slow drift of the operating point. Con-
tracts follow the assume-guarantee tradition of contract-based
design [16, 17, 18], and their checking draws on runtime ver-
ification [19, 20, 21] and sequential change detection [22, 23,
24]. The resulting tool checks contracts in two places: offline,
against a calibrated interface model, and online, on the middle-
ware bus, against the live command and odometry streams.
The contributions of this paper are as follows:

1. A formal definition of velocity interface contracts for
legged robots, covering fidelity, latency, saturation, mode
semantics, and drift, and a declarative format (version
0.3) in which they can be written and versioned alongside
firmware.
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2. An offline verification procedure that checks a calibrated,
uncertainty-annotated interface model of the kind produced
by GAUGE [15] against a contract, returning a three-valued
verdict and witness commands for each clause.

3. A runtimemonitor composed of lightweight sequential tests,
one per clause type, with an explicit distinction between
transient violation events and standing violations, designed
to run within one tick of a 50 Hz middleware bus.

4. An evaluation on a Unitree B2 and an 8-DoF research
quadruped over 214 h of logged operation, including de-
tection of an undocumented speed limiter in the B2 gait
manager, ablations of the monitor components, and an
analysis of the recorded failure cases.

5. A proposed adoption path for legged robot middleware,
from vendor-published contracts to planner-side consump-
tion of contract parameters.

02 Related Work

2.1 Velocity interfaces in legged locomotion
The velocity command is the de facto boundary between loco-
motion and navigation. ANYmal [25] and the MIT Cheetah
3 [1] expose body-velocity references to model-based con-
trollers that solve convex or nonlinear motion optimization
problems online [1, 2]; perceptive nonlinear MPC [3] extends
this to rough terrain while retaining a reference-tracking inter-
face. Learned controllers inherit the same boundary: policies
trained with actuator networks [4], teacher-student distilla-
tion [5, 6], massively parallel simulation [7], or online adapta-
tion modules [26] are conditioned on a commanded velocity
sampled from a training distribution. Margolis et al. show that
the command space can be extended with gait parameters to
produce a multiplicity of behaviors [27], and that aggressive
velocity tracking can be learned for small quadrupeds [28].
Sim-to-real studies of locomotion [29, 30] document that the
realized response depends on latency, actuator dynamics, and
randomized physical parameters. These works establish that
the command-to-motion map is shaped by training ranges, con-
troller structure, and hardware; they do not specify that map to
downstream consumers. The present work takes the controller
as given and specifies the properties of its interface rather than
modifying the controller.

2.2 Navigation stacks and middleware
ROS [8] andROS 2 [9] provide the publish-subscribe infrastruc-
ture on whichmost legged navigation stacks run, and Nav2 [10]
provides a layered navigation systemwith planners, controllers,
and behavior trees above a velocity topic. Navigation systems
for legged robots add terrain representations, including prob-
abilistic elevation maps [31], GPU-accelerated elevation map-
ping [32], and self-supervised traversability [33], and plan over
themwith sampling-based planners [34] or learned policies [35,
36, 37]. Local controllers such as the dynamic window ap-
proach [11] and MPPI [12] encode velocity and acceleration
limits explicitly, but they take the limits as fixed parameters
and assume the actuator realizes them. Cross-embodiment nav-
igation models such as GNM and ViNT [13, 14] standardize
the action space across robots, and configuration-driven local
planners such as CeRLP [38] and AgniNav [39] parameterize
planning by embodiment descriptors. These efforts make the
navigation side more portable, which increases the importance

of knowing what the velocity interface on each body actually
delivers. A velocity interface contract can be read as the miss-
ing interface half of such an embodiment descriptor: it states, in
checkable form, the response that a configuration-driven plan-
ner presumes.

2.3 Calibration and identification of opaque interfaces
GAUGE [15] is the work most closely related to this paper. It
treats the quadruped velocity controller as an opaque interface
and calibrates it actively: probe commands are selected condi-
tioned on the planner that will later use the interface, so that
calibration effort concentrates on the region of command space
the planner actually visits, and a model of command-to-motion
response is fitted online from the realized motion. GAUGE
answers the question of what the interface does, in the parts
of command space that matter to a given planner. The present
work is complementary and depends on it. It assumes a cal-
ibrated model in the GAUGE style as input, adds a separate
specification of what the interface is required to do, and pro-
vides the machinery to compare the two offline and to detect,
online, when the live interface leaves the calibrated regime.
The contract is deliberately independent of any particular cal-
ibration method, but the offline checker exploits two features
that planner-conditioned calibration provides: parameter un-
certainty, which is needed for a sound three-valued verdict,
and coverage of the planner’s operating region, which bounds
where fidelity clauses must hold. Classical system identifi-
cation [40] supplies the model structures and the uncertainty
quantification on which both steps rest.

2.4 Contracts and runtime verification
Design by contract [16] attaches preconditions, postconditions,
and invariants to software components; its extension to cyber-
physical systems [18, 17] formalizes assume-guarantee con-
tracts over continuous behavior and supports refinement and
composition. Velocity interface contracts are assume-guarantee
contracts in this sense: the assumption is that commands stay
within a declared nominal region and the current mode, and
the guarantee bounds fidelity, latency, and saturation behav-
ior. Runtime verification [19] checks properties on executions
rather than on models. Signal temporal logic monitoring [20]
and its quantitative robustness semantics [21] are the natural
formal basis for real-valued signals, and the offline robustness
margins used here follow that semantics. ROSRV [41] brings
runtime monitoring to ROS by interposing on message traffic
to enforce safety and security properties. The present monitor
differs from these approaches in that the observed signals are
noisy realizations of a dynamical response rather than exact
values, so purely logical monitors either alarm constantly or re-
quire margins large enough to hide the behaviors of interest; it
therefore replaces Boolean predicates with sequential statistical
tests whose alarms carry known false-alarm properties.

2.5 Change detection, fault diagnosis, and safety filters
The online tests are drawn from the change detection literature.
Page’s cumulative sum scheme [22] andWald’s sequential prob-
ability ratio test [23] detect shifts in the mean of a residual with
bounded detection delay for a given false-alarm rate, and Bas-
seville and Nikiforov [24] develop these tests for residuals of
dynamical models. Model-based fault diagnosis [42] uses the
same residual-generation principle to isolate actuator and sen-
sor faults. In this vocabulary, an undocumented interface be-
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havior is a fault relative to the contract rather than relative to
the hardware’s own design, which changes what counts as a
nominal model. Safety filters based on control barrier func-
tions [43] and the broader safe-learning literature [44] constrain
actions so that a safe set remains invariant; their guarantees pre-
sume that the commanded action is realized by the plant within
a known model. Contract monitoring is a precondition for such
guarantees rather than a substitute for them: it detects when the
assumed actuator model no longer holds.

03 Problem Formulation

3.1 Velocity interfaces
Let k ∈ N index ticks of the middleware bus with period ∆t.
The navigation stack issues a command uk ∈ U ⊂ R3, with
components (vx, vy, ωz) expressed in the body frame, and the
state estimator reports a realized body velocity yk ∈ R3 in the
same frame. A velocity interface is the causal, possibly stateful
map

yk = I (u0:k, ξ0:k) , (1)

where ξk collects exogenous factors not visible to the naviga-
tion stack, such as terrain, payload, battery state, and estimator
noise. The interface is opaque: its internal structure, including
any gait manager modes mk ∈ M and their switching logic,
is not exposed.

3.2 Calibrated interface models
Following the calibration setting of GAUGE [15], the interface
is approximated by a mode-indexed model with a static map, a
dead time, and first-order dynamics per axis:

xk+1 = Amxk + (I −Am) gm(uk−dm
) ,

yk = xk + ηk, ηk ∼ N (0,Σm),
(2)

where xk ∈ R3 is the filtered body velocity, Am =
diag(am,1, am,2, am,3) with 0 ≤ am,i < 1 is the per-axis
discrete pole in mode m, dm ∈ N is the dead time in ticks,
Σm is the measurement noise covariance, and gm : U → R3

is the steady-state map. The steady-state map is modeled as an
affine gain followed by projection onto a feasible set,

gm(u) = ΠFm
(Kmu+ cm) , (3)

with gain matrixKm ∈ R3×3, offset cm ∈ R3, and convex
feasible set Fm; ΠF denotes Euclidean projection. The per-
axis time constant and the effective response time, defined as
the time to reach 1− e−1 of a step, are

τm,i = − ∆t

ln am,i
, Tm,i = dm∆t+ τm,i. (4)

The calibration returns a parameter estimate θ̂, collecting
(Km, cm,Fm, Am, dm,Σm) for all identified modes, to-
gether with a covariance P , which defines the confidence
set

Θα =
{
θ : (θ − θ̂)⊤P−1(θ − θ̂) ≤ χ2

p, 1−α

}
, (5)

where p is the number of continuous parameters and χ2
p,1−α

is the (1 − α) quantile of the chi-squared distribution. Dead
times and the set of modes are treated as discrete and are enu-
merated rather than included in Θα.

3.3 Velocity interface contracts
Definition 1 (velocity interface contract). A velocity inter-
face contract is a tuple

C = ⟨Unom, ΦF , ΦL, ΦS , ΦM , ΦD⟩ , (6)

where Unom ⊆ U is the nominal command region (the as-
sumption), and the remaining components are clauses (the guar-
antee), defined as follows.
Fidelity ΦF bounds the steady-state tracking error per axis

with absolute and relative tolerances εabsi , εreli ≥ 0:

|[gm(u)− u]i| ≤ εi(u) := εabsi + εreli |ui|
∀ u ∈ Unom \

∪
j Sj , m ∈ M, i ∈ {1, 2, 3},

(7)

LatencyΦL bounds dead time and effective response time by
dmax and τmax: dm∆t ≤ dmax and Tm,i ≤ τmax for all modes
and axes.
Saturation ΦS is a finite list of declared regions Sj =

{u : Hju ≤ hj}, each with a declared behavior βj ∈
{clip, scale, hold, reject}. Outside the declared regions the
interface must not saturate, which is expressed through the
saturation defect

sm(u) = ∥gm(u)− (Kmu+ cm)∥∞ ≤ εS

∀ u ∈ Unom \
∪

j Sj .
(8)

Inside Sj , the realized response must match βj ; for example,
clip requires gm(u) = ΠF (u) up to the fidelity tolerance for a
declared box F .
Mode semantics ΦM is a declared automaton A with mode

setM, initial modem0, a transition function δ(m, u) guarded
by command predicates, and declared hysteresis widths w, to-
gether with a statefulness flag stating whether the response may
depend on command history beyond the current mode. An un-
declared mode, an undeclared transition, or a hysteresis width
outside its declared value violates ΦM .
Drift tolerance ΦD bounds slow changes of the operating

point, such as those caused by payload or battery state, by a
magnitude µmax and a rate rmax. Drift within these bounds is
absorbed; drift outside them is a violation.
Table 1 summarizes the clause types, themodel quantity each

constrains, and the corresponding runtime evidence.

3.4 Verification problems
Two problems are posed. Offline verification: given C and a
calibratedmodel (θ̂, P ), decide for each clause whether it holds
for all θ ∈ Θα, fails for all θ ∈ Θα, or neither, and in case of
failure return a witness command. Runtime monitoring: given
the streams u0:k and y0:k, raise an alarm attributed to a clause as
soon as the evidence that the live interface violates it exceeds a
threshold chosen for a target false-alarm rate, and classify each
violation as a transient event or a standing condition.

04 Method

4.1 System architecture
The navigation stack considered here has the usual layered
structure. A global planner computes a path on a terrain map;
a local controller, for example a dynamic-window or MPPI
controller [11, 12], produces uk at its own rate; and the ven-
dor locomotion stack converts uk into joint commands. The
verification tool is a passive subscriber on the middleware bus.
It reads the command topic and the state-estimator odometry,
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Table 1: Clause types of a velocity interface contract (format v0.3).

Clause Model quantity Offline check Runtime evidence

Fidelity ΦF Steady-state map gm on Unom Grid robustness margin with Lipschitz correc-
tion

Two-sided CUSUM on normalized residual

Latency ΦL Dead time dm , response time Tm,i Interval bound over Θα Windowed response-time estimate with bino-
mial exceedance test

Saturation ΦS Feasible set Fm , defect sm Witness search outside declared regions One-sided sequential test on projected shortfall

Mode ΦM Mode set, switching logic, hysteresis Up-down ramp simulation through guards Shadow automaton versus likelihood-inferred
mode

Drift ΦD Slow change of cm Not checked offline EWMA offset with Page-Hinkley test

runs the runtime monitor at 50 Hz (∆t = 20 ms), and pub-
lishes clause-attributed alarms and standing-violation reports
on a diagnostics channel. It never modifies commands. This
choice keeps the tool outside the control loop, so that a monitor
fault cannot destabilize locomotion, and it allows the same tool
to run on platforms whose locomotion stack cannot be mod-
ified. The offline checker runs before deployment and after
each firmware or calibration update, consuming the contract
file and the calibrated model.

4.2 Contract format
Contracts are written in a small YAML-based declarative for-
mat, currently at version 0.3. A contract names the interface
and the frame, declares the command components and units,
and lists one section per clause type. The format is typed: each
field has a declared unit and a declared shape, the parser re-
jects contracts whose saturation regions are not polyhedra in
command space or whose mode guards reference undeclared
quantities, and every contract carries the firmware version it
was written for. Figure 1 shows an illustrative excerpt. The
format deliberately excludes arbitrary expressions; guards are
restricted to linear inequalities and norm bounds on the com-
mand, so that the offline checker can enumerate guard bound-
aries exactly.

4.3 Offline verification against a calibrated model
For each clause, the offline checker computes a robustness mar-
gin ρ(θ) that is positive when the clause holds for parameter θ
and negative when it fails, in the spirit of quantitative temporal-
logic semantics [21]. The three-valued verdict is

verdict =


satisfied if minθ∈Θα ρ(θ) > 0,

violated if maxθ∈Θα ρ(θ) < 0,

inconclusive otherwise.
(9)

An inconclusive verdict indicates that the calibration is not
precise enough to decide the clause and is reported as a request
for additional probing, which a planner-conditioned calibrator
such as GAUGE [15] can target at the relevant command re-
gion.
Fidelity. The margin ρF (θ) is the minimum of εi(u) −

|[gm(u) − u]i| over modes m, axes i, and commands u ∈
Unom \

∪
j Sj . It is evaluated on a grid G with covering ra-

dius h in the infinity norm, including the vertices of Unom and
points on each guard boundary. If gm is Lg-Lipschitz in the in-
finity norm, the integrand is Lipschitz with constant Lg + 1 +
maxi εreli , which gives the sound lower bound

ρF (θ) ≥ min
u∈G,m,i

(εi(u)− |[gm(u)− u]i|)

−
(
Lg + 1 + max

i
εreli

)
h.

(10)

contract: research_quadruped/cmd_vel
format: 0.3
firmware: gait-manager <version>
frame: base_link
command: [vx, vy, wz] # m/s, m/s, rad/s
nominal_region:
box: {vx: [-0.5, 1.0], vy: [-0.3, 0.3],

wz: [-1.0, 1.0]}
fidelity:
abs: [0.05, 0.05, 0.10]
rel: [0.10, 0.10, 0.10]

latency:
dead_time_max: 0.04 # s
response_time_max: 0.08 # s

saturation:
- region: {vx: [1.0, inf]}
behavior: clip

modes:
states: [stand, walk]
initial: stand
transitions:
- {from: stand, to: walk,
guard: ”norm(u) > 0.05”}

- {from: walk, to: stand,
guard: ”norm(u) < 0.02”}

stateful: false
drift:
max_offset: [0.10, 0.10, 0.15]
max_rate: 0.02 # per minute

Figure 1: Illustrative excerpt of a contract in format v0.3. Apart from the
80 ms response-time bound used for the research quadruped in Section
5, the numeric values are placeholders and are not the deployed
contract parameters.

For the affine-then-projection map of the calibrated model,
Euclidean projection onto a convex set is nonexpansive in the
Euclidean norm, and the Euclidean and infinity norms on R3

differ by at most a factor
√
3, so Lg ≤

√
3 ∥Km∥∞; the

checker uses this constant. The minimum over Θα is approxi-
mated by evaluating the margin at θ̂ and at the endpoints of the
principal axes of the ellipsoid, and the witness command is the
grid point that attains the minimum.
Latency. Because Tm,i is monotone in am,i, the extreme

values over the ellipsoid are attained at âm,i±
√
χ2
p,1−αPam,i

,
where Pam,i

is the marginal variance, which gives the interval
bound ρL = τmax − maxθ∈Θα

Tm,i in closed form, evaluated
separately for every mode, axis, and enumerated dead time.
Saturation. The checker searches for witnesses u ∈ Unom \∪
j Sj with sm(u) > εS . Since sm is zero on the interior of

{u : Kmu+cm ∈ Fm}, the search reduces to intersecting the
preimage of the boundary of Fm with the undeclared part of
the nominal region, which for polyhedral Fm is a set of linear
feasibility problems. For declared regions, the checker evalu-

KAGG:2608.00010 KAGG Preprint Style v1.0 4 / 9



K
A
G
G
LE

Y
E
s
A
C
A
D
E
M
Y
•E

-P
R
IN
T
R
E
G
IS
TR

Y
•K

A
G
G
:2
60

8.
00

01
0

KAGGLEYEs ACADEMY E-PRINT REGISTRY Velocity Interface Contracts

ates whether the model behavior matches the declared βj on
the vertices and on a grid of the region.
Mode semantics. The checker simulates the calibrated model

along up-down ramps through each declared guard, at the com-
mand rates the planner is configured to produce, and records the
switch points. A recorded hysteresis width that differs from the
declared width by more than its tolerance, a mode identified in
calibration that is absent from the contract, or a switch that oc-
curs away from any declared guard yields a violation with the
ramp as witness.

4.4 Runtime monitoring
Online, the monitor propagates the calibrated model in the
mode predicted by the contract automaton to obtain a one-step
prediction ŷk and forms the normalized residual

ek = Σ−1/2
m (yk − ŷk − µk) , (11)

where µk is the current drift estimate described below. Un-
der the contract and the calibrated model, ek is approximately
zero-mean with identity covariance. Each clause has its own
test statistic and alarm rule, summarized in Table 2.
Fidelity: two-sided CUSUM. For each axis i, Page’s cumula-

tive sum [22] accumulates evidence of a mean shift of at least
δF standard deviations:

S+
k,i = max

(
0, S+

k−1,i + ek,i − κ
)
,

S−
k,i = max

(
0, S−

k−1,i − ek,i − κ
)
,

(12)

with reference value κ = δF /2, and an alarm is raised when
max(S+

k,i, S
−
k,i) > hF . The residual alarm is attributed to

ΦF only if the corresponding steady-state error also exceeds
εi(uk); otherwise it indicates departure from the calibrated
model while the contract still holds, and it is logged as a recali-
bration request rather than as a violation. The threshold hF is
set for a target in-control average run length using the standard
approximations for Gaussian residuals [24].
Saturation: projected shortfall test. Saturation shows up as

a shortfall of the realized velocity along the commanded direc-
tion. For commands in the undeclared part of the nominal re-
gion with ∥uk∥ > umin, the monitor computes

qk =
u⊤k

(
ŷlink − yk

)
∥uk∥

,

Λk = max
(
0, Λk−1 +

δS
σ2
q

(
qk − εS − δS

2

))
,

(13)

where ŷlink is the model prediction with the projection in Eq.
(3) removed, σ2

q is the residual variance along the command di-
rection, and δS is the smallest shortfall of interest beyond εS .
Λk is the log-likelihood ratio of Wald’s test [23] for a Gaus-
sian mean shift, in its repeated (CUSUM) form, and an alarm is
raised whenΛk > ln((1−β)/αS) for nominal error probabil-
ities αS and β. Because the test is directional, it distinguishes
a speed limiter, which produces a persistent positive shortfall at
high commanded speed, from symmetric tracking noise. Inside
a declared region Sj , the same statistic is computed against the
declared behavior βj instead of against the linear prediction.
Latency: windowed response-time test. Over a sliding

window of W ticks with sufficient command excitation,
the monitor re-estimates the response time on each axis

i with the model structure of Eq. (2). For each candi-
date dead time ℓ ∈ {0, . . . , L}, it forms the deviations
ỹj,i(ℓ) = yj,i − [gm(uj−ℓ)]i and fits the pole by least
squares,

âk,i(ℓ) =

∑k−1
j=k−W+1 ỹj+1,i(ℓ) ỹj,i(ℓ)∑k−1

j=k−W+1 ỹj,i(ℓ)
2

,

T̂k,i = ℓ̂k,i ∆t− ∆t

ln âk,i(ℓ̂k,i)
,

(14)

where ℓ̂k,i is the candidate with the smallest one-step pre-
diction error and â is clipped to [0, 1). Let zLk = ⊮[T̂k,i >
τmax]. Under the contract, exceedances occur with a probabil-
ity at most p0, determined from calibration data so that it also
absorbs the estimator’s bias and variance; an alarm is raised
when the number of exceedances in the lastNL evaluated win-
dows exceeds the (1−αL) quantile of the binomial distribution
Bin(NL, p0). Because measurement noise in ỹj,i biases â to-
ward zero, the estimate tends to understate the response time
in poorly excited windows; skipping such windows and cali-
brating p0 empirically keep the test usable, at the cost of some
sensitivity.
Mode semantics: shadow automaton. The monitor runs the

declared automaton A on the command stream to obtain the
contractmodemC

k , and in parallel infers themost likely realized
mode from the mode-indexed calibrated models,

m̂k = arg max
m∈M

k∑
j=k−WM+1

logN
(
yj ; ŷ

(m)
j , Σm

)
. (15)

A violation of ΦM is raised when m̂k ̸= mC
k for NM con-

secutive ticks, or when no mode model explains the window
better than a likelihood floor, which indicates an undeclared
mode. Hysteresis that the contract does not declare appears as
a run of ticks after a guard crossing in which the inferred mode
lags the shadow mode.
Drift: EWMA with Page-Hinkley confirmation. Slow

changes of the operating point are tracked with an exponen-
tially weighted moving average of the unnormalized residual,
µk = (1 − λ)µk−1 + λ(yk − ŷk), with forgetting factor
λ ∈ (0, 1). A Page-Hinkley test [24] on ∥µk∥ confirms that a
drift has occurred. A confirmed drift with |µk,i| ≤ µmax

i and
rate below rmax is absorbed into the operating point: µk enters
the residual in Eq. (11), so that the other tests are re-centered.
A drift outside these bounds is reported as a violation of ΦD .
Re-centering is what prevents a legitimate change, such as
a new payload, from producing repeated fidelity alarms; its
cost is that alarms raised before the drift is confirmed are false
positives, a trade-off examined in Section 5.

4.5 Events and standing violations
A violation that is present for most of the operating time is qual-
itatively different from one that appears intermittently. Repeat-
ing alarms for the former floods the diagnostics channel and
trains operators to ignore it. For each clause, the monitor there-
fore maintains a long-window violation fraction

z̄k =
1

Ws

k∑
j=k−Ws+1

zj , (16)
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Table 2: Runtime tests used by the monitor, one per clause type.

Clause Statistic Alarm rule Output

Fidelity Two-sided CUSUM S±
k,i on ek max(S+, S−) > hF and error exceeds

εi

Event, or recalibration request

Saturation Projected shortfall qk , log-likelihood ratio Λk Λk > ln((1 − β)/αS) Event with command witness

Latency Windowed estimate T̂k,i Binomial exceedance count over NL win-
dows

Event or standing violation

Mode Shadow mode mC
k versus inferred m̂k Mismatch for NM ticks or likelihood floor Event with guard crossing

Drift EWMA offset µk , Page-Hinkley statistic Confirmed drift outside ΦD Absorb, or violation

where zj is the clause’s per-tick or per-window violation in-
dicator. When z̄k ≥ ρs, the clause is promoted to a standing vi-
olation: it is reported once, together with summary statistics of
the violating quantity, and event alarms for that clause are sup-
pressed until z̄k falls below a lower release threshold. Standing
violations indicate that the contract and the platform disagree by
design, and their resolution is a contract revision or a platform
change rather than an operational response.

4.6 Computational cost and design choices
With a three-dimensional command, the per-tick cost of the
residual, CUSUM, shortfall, drift, and shadow-automaton
updates is constant and small. The response-time estimate
and mode likelihoods require sums over windows, which are
maintained incrementally; the search over L + 1 candidate
dead times in the response-time estimate is the dominant
term. The design favors tests with closed-form updates over
learned anomaly detectors for three reasons: alarms must be at-
tributable to a specific clause, thresholds must be interpretable
in terms of false-alarm rates, and the monitor must fit within
a fraction of the 20 ms tick on the robot’s onboard computer
without a GPU. The choice of a first-order-plus-dead-time
model per axis is a compromise; it is the simplest structure in
which latency and saturation clauses are well defined, and the
residual tests detect when it is inadequate.

05 Experiments

5.1 Platforms and protocol
The study used two platforms: a Unitree B2 quadruped and a re-
search quadruped with 8 degrees of freedom and an open-loop
gait manager. Both ran in the laboratory for 10 days of con-
tinuous operation, yielding 214 h of logged operation. Con-
tracts were written in format v0.3, and the verification tool ran
at 50 Hz on the middleware bus. For detection validation, three
known but undocumented behaviors of the B2 firmware were
seeded as ground-truth targets: a speed limiter, gait hysteresis,
and payload compensation. These behaviors are absent from
the vendor interface documentation and, by construction, ab-
sent from the B2 contract, so any engagement of them is a con-
tract violation that the monitor should detect.

5.2 Baselines and metrics
Two baselines were compared with the model-based monitor.
No contract (implicit assumptions) encodes the assumptions a
navigation stack makes when no contract exists, namely unit
gain, negligible lag, and no saturation or mode dependence
within the planner’s velocity limits, and checks the live in-
terface against them. Fixed-threshold monitoring (no model)
raises an alarm when the per-axis difference between com-
manded and realized velocity exceeds a fixed threshold for a
fixed duration, without an interface model or statistical tests.

Four metrics are reported. Contract violation detection is the
number of true-positive detections, that is, alarms matched to
ground-truth violation episodes. The false positive rate is the
percentage of contract-satisfying evaluation windows in which
an alarm was raised. Monitor runtime is the 95th percentile of
per-tick processing time. Time to detection is the median, over
detected episodes, of the time from episode onset to the first
alarm.

5.3 Main results
Table 3 reports the main comparison. Themodel-basedmonitor
recorded 11 true-positive detections, compared with 10 for each
baseline, and had the lowest false positive rate, 2.8% against
3.0% for both baselines. Its 95th-percentile runtime of 1.9 ms
corresponds to 9.5% of the 20 ms tick at 50 Hz; the baselines
required 2.2 ms and 2.0 ms. Its median time to detection was
3.4 s, which is 0.2 s shorter than the no-contract monitor (3.6 s)
and 0.5 s shorter than the fixed-threshold monitor (3.9 s).
These differences are modest and should be read with care.

The campaign is a single deployment, the counts are small, and
the evaluation records no repeated trials fromwhich confidence
intervals could be computed; a difference of one detection, or
of 0.2 percentage points in false positive rate, is not by itself ev-
idence of a systematic advantage. The aggregate medians also
hide the case that most clearly separates the methods, discussed
in Section 5.5: on the first engagement of the B2 speed lim-
iter, the model-based monitor detected the violation after 3.4 s
and the fixed-thresholdmonitor after 41 s, roughly twelve times
longer. What the results do support is that a monitor with an ex-
plicit contract and a calibrated model is at least as sensitive as
the two simpler alternatives, does not raise more false alarms,
and fits well within the real-time budget of the bus.

5.4 Ablation
Table 4 removes one component of the monitor at a time. Re-
moving the saturation region check or the mode semantics each
reduced true-positive detections from 11 to 9, and removing
the statistical drift test reduced them to 10. The saturation and
mode components therefore account for the largest share of de-
tections in this campaign, which is consistent with two of the
three seeded behaviors, the speed limiter and gait hysteresis, be-
ing saturation and mode phenomena. The drift test contributes
one detection; its main role, discussed below, is to absorb legit-
imate operating-point changes.

5.5 Failure cases and recorded behaviors
Speed limiter on the B2. The undocumented speed limiter in the
B2 gait manager was caught 3.4 s into its first engagement. The
fixed-threshold monitor needed 41 s to flag the same engage-
ment, and it never detected the gait hysteresis. The difference
follows from the structure of the tests. A speed limiter produces
a shortfall that grows with commanded speed but can remain
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Table 3: Main comparison over 214 h of logged operation on both platforms.

Method Contract violation detection
(true positives)

False positive rate (%) Monitor runtime p95
(ms)

Time-to-detection p50
(s)

No contract (implicit assumptions) 10 3.0 2.2 3.6

Fixed-threshold monitoring (no model) 10 3.0 2.0 3.9

Ours 11 2.8 1.9 3.4

Table 4: Ablation of monitor components (true-positive detections).

Variant Contract violation detec-
tion (true positives)

Ours (model-based monitor) 11

w/o saturation region check 9

w/o mode semantics 9

w/o statistical drift test 10

below a fixed per-axis threshold at moderate speeds, so a fixed-
threshold monitor must wait for a large command to cross its
threshold for its full duration; the directional shortfall test ac-
cumulates evidence from every tick in which the command lies
in the declared-unsaturated region. Gait hysteresis, in turn, pro-
duces no persistent tracking error at all, only a delayed mode
change after a guard crossing, which a monitor without mode
semantics cannot represent.
Payload compensation on the B2. The payload compensa-

tion behavior produced 6 false positives in the first 24 h of op-
eration, before the drift test learned the new operating point.
This is the expected cost of the design described in Section 4.4:
until the Page-Hinkley test confirms a drift, the shifted residual
is indistinguishable from a fidelity violation, and the CUSUM
raises alarms. After the drift was absorbed, the remaining tests
were re-centered. A faster drift estimator would reduce these
false positives at the price of absorbing genuine slow violations
more readily; the contract’s drift bounds µmax and rmax are the
parameters that make this trade-off explicit.
Standing latency violation on the research quadruped. The

research quadruped’s open-loop gait manager violated the la-
tency contract continuously, with a measured lag of 120 to 160
ms against the 80 ms bound, that is, 40 to 80 ms above the
bound, or 1.5 to 2 times the bound. Because the violation frac-
tion z̄k remained above the promotion threshold, the tool re-
ported it as a standing violation rather than as a stream of events.
This is the intended behavior: the violation is not an operational
anomaly but a mismatch between what the navigation stack as-
sumes and what the platform delivers by design, and it calls for
either a revised contract with a larger τmax and corresponding
latency compensation in the local controller, or a change to the
gait manager.

06 Toward Adoption in Legged Robot Middleware
The contract format is intended to be adopted incrementally.
The following path is proposed, with each stage useful on its
own.

1. Declaration. Platform vendors and integrators publish a
contract file alongside each firmware release, versioned
with it. Even without verification, a declared nominal
region, latency bound, and list of saturation regions and
modes replaces implicit assumptions with reviewable ones.

2. Offline conformance. After each firmware update, a cali-
bration in the style of GAUGE [15] is run and the offline

checker is applied. A violated or inconclusive clause blocks
deployment of the update or of the contract, analogous to a
failing test in continuous integration.

3. Runtime monitoring. Themonitor runs as a node on the mid-
dleware bus; in ROS 2 [9], the contract can be distributed
as a parameter of the velocity driver and published on a
topic with transient-local durability, and violations can be
reported through the standard diagnostics interface so that
existing tooling displays them.

4. Planner consumption. Navigation frameworks such as
Nav2 [10] and configuration-driven planners [38, 39] read
velocity limits, latency bounds, and saturation regions from
the contract rather than from separately maintained config-
uration, so that the planner’s model of the actuator and the
verified contract cannot diverge.

These stages suggest three conformance levels for a platform:
declared, offline-verified, and runtime-monitored. The format
itself is at version 0.3, and stabilizing it would require agree-
ment on units, frames, and mode vocabularies across vendors,
which is beyond what a single laboratory study can establish.

07 Limitations
The evaluation covers two platforms in a laboratory setting.
The detection targets on the B2 were three known behaviors,
seeded for validation; the study therefore measures the de-
tection of behaviors whose existence was known in advance,
not the rate at which previously unknown behaviors would be
discovered in the field. The reported counts are from a single
campaign without repeated trials, so the differences in Table 3
cannot be assigned confidence intervals, and the total number
of ground-truth episodes is not reported, which precludes a re-
call estimate. The offline checker is described and used in the
workflow but is not separately quantified here. The interface
model is first-order per axis with a dead time and a static map;
platforms with strongly coupled or higher-order dynamics may
produce residual alarms that reflect model inadequacy rather
than contract violation, and the recalibration-request path miti-
gates but does not eliminate this. The drift test trades early false
positives for robustness to legitimate operating-point changes,
as the payload case shows. Finally, the monitor is passive; it
detects violations but does not enforce contracts or adapt the
planner.

08 Conclusion
Velocity interfaces on legged robots carry assumptions about
fidelity, latency, saturation, and mode behavior that navigation
stacks depend on and that middleware rarely documents. This
paper defined velocity interface contracts that state these as-
sumptions in a typed declarative format, an offline checker that
compares a calibrated interface model against a contract with a
three-valued verdict, and a runtime monitor built from sequen-
tial statistical tests that distinguishes events from standing vio-
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lations. On a Unitree B2 and an 8-DoF research quadruped over
214 h of operation, the monitor recorded 11 true-positive detec-
tions at a 2.8% false positive rate and a 95th-percentile runtime
of 1.9 ms, caught the B2 speed limiter 3.4 s into its first engage-
ment where a fixed-thresholdmonitor needed 41 s, and reported
the research quadruped’s 120 to 160 ms lag against an 80 ms
bound as a standing violation. The margins over simpler mon-
itors in aggregate metrics are small, and broader evaluation is
needed; the clearer benefit is that violations become attributable
to specific, reviewable clauses. A staged adoption path, from
declared contracts to planner consumption of verified param-
eters, offers a route by which legged robot middleware could
make the velocity interface an explicit, checkable boundary.
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