KAGGLEYEs ACADEMY ¢ E-PRINT REGISTRY « KAGG:2609.00002

KAGG RECORD
KAGG:2609.00002

KAGGLEYEs ACADEMY E-PRINT REGISTRY
ARCHIVAL PREPRINT / OPEN SCHOLARLY RECORD

Distilling Cross-Embodiment Planners into
Onboard-Deployable Policies

Rongxin Guo ¢ Xiaotong Zhang < Yifan Chen < Daichi Mori

Robotics and Autonomous Systems Lab, Shanghai Jiao Tong University, Shanghai, China

PUBLISHED REGISTERED RECORD TYPE

September 3, 2026 September 9, 2026 Preprint

ABSTRACT

Configuration-driven cross-embodiment local planners such as AgniNav allow a single planning stack to serve robots with different body
geometry, sensing, and velocity limits, but they pay for this generality with full configuration-space sampling at every replan. On an embed-
ded computer this cost is prohibitive: the full planner requires 41 ms per decision offline, and throttling it onboard degrades agreement with
its unthrottled output. This paper distills such a planner into a configuration-conditioned onboard policy through trajectory-level imitation.
The teacher produces local trajectories over configuration states; the student maps an observation and a configuration descriptor directly
to the next body-motion primitive from a velocity-normalized library. Training combines a soft-target imitation term with a consistency
regularizer that penalizes, under perturbed range observations, probability mass on primitives that diverge geometrically from the teacher
decision. Because the student remains conditioned on the descriptor, one deployed network serves multiple embodiments. In Isaac Lab
experiments with a Unitree Go2 across 18 scenes and 5 seeds, with the student running at 100 Hz on an onboard Orin, the distilled policy
reaches a p95 decision latency of 7.8 ms, a teacher parity of 94.3 percent, and a success rate of 91.7 percent, compared with 8.7 ms, 84.2
percent, and 86.3 percent for the throttled full planner. Transfer to a B2-class morphology in simulation retains 89.6 percent parity, and at
10 percent range dropout the regularizer preserves 88.1 percent parity versus 79.4 percent without it.

INDEX TERMS cross-embodiment navigation, policy distillation, imitation learning, legged robots, onboard deployment, local planning

KAGG NOTE A configuration-driven planner can be compressed into one configuration-conditioned policy that fits a 10 ms onboard decision budget, provided the distillation

objective penalizes geometric divergence from teacher decisions under sensor perturbation rather than label mismatch alone.

On the platform studied here this cost is incompatible with
onboard execution. The full configuration-driven planner re-
quires 41 ms per decision when run offline, whereas the on-
board decision loop of the robot runs at 100 Hz and therefore
has a 10 ms budget. Throttling the planner to fit the embed-
ded computer is not a satisfactory remedy: the run-server logs
for the throttled planner on the onboard Orin record a p95 de-
cision time of 38 ms, 34% of replans dropped, and only 81%
agreement with the unthrottled planner on the replans that do
complete (Section 5.5). A planner whose decisions arrive late,
or not at all, forfeits the exactness that motivated it.
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01 Introduction

Legged robots are increasingly deployed as heterogeneous
fleets: a laboratory or an inspection operator may run a com-

pact quadruped next to a larger, heavier one, and each platform
may carry different sensors or payloads over its service life.
Configuration-driven local planners address this heterogeneity
at the level of the planning stack. AgniNav [1] and the related
CeRLP framework [2] separate the estimate of environment
structure from an explicit, declared robot configuration—body
geometry, sensor placement, and velocity limits—so that one
planner can be reused across embodiments by changing a de-
scriptor rather than retraining or re-tuning. The price of this
generality is computational. At every replan, the planner sam-
ples candidate trajectories over the configuration-feasible set
of the declared body, propagates them, checks them against
the body envelope, and scores them. The cost grows with the
number of samples and with the complexity of the envelope,
and it is paid at every control decision.
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Learned navigation policies are fast at inference, but the two
dominant ways of obtaining them leave a gap. Generalist navi-
gation models trained on heterogeneous multi-robot data, such
as GNM, ViNT, and NoMaD [3, 4, 5], absorb embodiment dif-
ferences implicitly and do not expose the explicit configuration
interface that makes configuration-driven planners auditable.
Privileged-teacher distillation, as in Learning by Cheating [6],
high-speed flight [7], and quadrupedal locomotion over chal-
lenging terrain [8], produces fast and robust students, but the
student is usually specialized to the single platform on which
the teacher was run. What is missing is a distillation proce-
dure whose student inherits the configuration interface of a
cross-embodiment planner—so that one deployed network still
serves several bodies—while meeting a hard onboard latency
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budget and remaining robust to the sensor degradation that the
teacher’s dense sampling tolerated.

This paper develops such a procedure. The teacher is a
configuration-driven planner in the style of AgniNav, run of-
fline without time limits. The student is a compact network
that maps an observation and a configuration descriptor to a
categorical distribution over a library of body-motion primi-
tives whose velocities are normalized by the descriptor’s limits.
The student is trained by trajectory-level imitation on states
aggregated from its own rollouts and relabeled by the teacher,
with a consistency regularizer that penalizes probability mass
on primitives whose swept trajectories diverge from the teacher
decision when the student’s range observations are perturbed.
The contributions are as follows.

1. A formulation of planner distillation as primitive selection
conditioned on the robot configuration, in which a velocity-
normalized primitive library and feature-wise descriptor
conditioning allow a single network to serve embodiments
with different envelopes and velocity limits (Sections 3 and
4).

2. A trajectory-level imitation objective that combines soft
teacher targets derived from a configuration-weighted tra-
jectory discrepancy with a consistency regularizer that is
explicitly tied to range-query perturbations, together with
a data-aggregation procedure that relabels student-visited
states with the offline teacher.

3. Anonboard deployment on a Unitree Go2 with an Orin com-
puter at 100 Hz, in which the distilled policy attains a p95
decision latency of 7.8 ms, 94.3% teacher parity, and 91.7%
success, compared with 8.7 ms, 84.2%, and 86.3% for the
throttled full planner.

4. An ablation, sensor-noise, and cross-morphology analysis
with documented failure cases, which identifies the consis-
tency regularizer as the term responsible for robustness to
range dropout (88.1% versus 79.4% parity at 10% dropout)
and contact timing as the factor that the configuration de-
scriptor does not capture in transfer to a B2-class morphol-
ogy (89.6% parity).

02 Related Work

2.1 Configuration-driven and cross-embodiment local plan-
ning
AgniNav [1]is the planner this work distills, and its structure de-
termines what the student must preserve. AgniNav represents
the robot by an abstract configuration rather than by a platform-
specific model. A shared collision envelope, parameterized by
front length, rear length, half width, and a collision-relevant
height, is declared per robot; the height conditions the percep-
tion module that converts observations into a planar, scan-like
representation of obstacles, and the planar envelope parameters
together with the velocity limits configure trajectory generation
and collision checking in the local planner. A new embodiment
is therefore supported by supplying a new configuration, and
the same perception and planning code runs unchanged. The
present work keeps this configuration as the interface of the
learned student, so that the deployment-time contract—declare
the body, receive body-appropriate motion—is unchanged. It
differs from AgniNav in where the computation happens: Agni-
Nav enumerates and checks candidate trajectories at runtime for
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every decision, whereas the student amortizes that search into
a single forward pass learned offline from AgniNav-style deci-
sions. The distillation also inherits AgniNav’s limitations; the
student cannot be more correct than the planner it imitates, and
the envelope abstraction does not model gait or contact timing,
which reappears as a failure case in Section 5.5.

CeRLP [2] pursues the same goal from the perception side,
converting heterogeneous visual inputs into a unified geometric
representation with scale-corrected depth and height-adaptive
scan abstraction before a local planner runs. It shows that a ge-
ometric intermediate layer makes cross-embodiment planning
tractable, but like AgniNav it pays runtime planning cost per
decision; the distillation approach here is complementary and
could in principle be applied to a CeRLP-style teacher. EA-
Nav [9] learns visual navigation policies conditioned on em-
bodiment geometry tokens and trains a risk-aware correction
on augmented high-risk trajectories. It shares with this work
the view that observation-action ambiguity must be resolved by
explicit embodiment input, but it learns from demonstrations
rather than from a configuration-driven planner, and it does not
target a hard decision-latency budget. RING [10] randomizes
body size, rotation pivot, and camera configuration in simula-
tion to train an indoor navigation generalist, and NavFoM [11]
scales a unified navigation model across quadrupeds, drones,
wheeled robots, and vehicles using camera-view and tempo-
ral identifiers. Both demonstrate that embodiment randomiza-
tion and explicit identifiers improve transfer; the present stu-
dent uses a measured physical descriptor instead of identifiers,
which allows evaluation on a morphology whose descriptor lies
outside the training identifiers.

GNM [3] trains a single goal-conditioned policy on trajec-
tories from several robots with a normalized action space and
temporal context, VINT [4] extends this to a Transformer foun-
dation model with adaptable goal modalities, and NoMaD [5]
unifies goal reaching and exploration with a diffusion action de-
coder. Yang et al. [12] push this direction further by co-training
navigation with manipulation data. These models are the natu-
ral alternative to distillation: rather than compressing one plan-
ner, they learn from many sources. Their action normalization
is related to the velocity-normalized primitives used here, but
they infer the embodiment implicitly from context, whereas the
student receives it explicitly, which is what allows the teacher’s
configuration-specific decisions to be imitated faithfully.

2.2 Multi-embodiment control policies

At the locomotion level, shared modular policies [13] and
MetaMorph [14] control agents of differing morphology with
message passing or Transformers over limb tokens. GenLoco
[15], ManyQuadrupeds [16], and URMA [17] train single lo-
comotion controllers that generalize across quadrupeds with
different mass, leg length, and actuation by randomizing or en-
coding morphology. These works establish that a morphology-
conditioned network can represent a family of controllers. The
student here operates one level higher: it selects body-motion
primitives that are then executed by a platform-specific lo-
comotion controller. This separation is deliberate, because
the contact-level differences addressed by these controllers
are exactly those that a planar envelope cannot express, and
Section 5.5 shows that they remain the dominant source of
disagreement under morphology transfer.
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2.3 Distillation of planners and privileged experts

Knowledge distillation [18] trains a compact student on the soft-
ened output distribution of a larger teacher, and policy distil-
lation [19] applies the idea to reinforcement-learning agents,
showing that a small network can match or exceed a teacher’s
performance when trained on teacher action distributions. Czar-
necki et al. [20] analyze the design space of policy distilla-
tion and show that the choice of sampling distribution—teacher-
generated versus student-generated states—and of loss deter-
mines whether the student converges to the teacher’s behavior.
DAgger [21] formalizes why student-generated states matter:
training only on teacher trajectories leads to compounding er-
rors, which data aggregation under the student’s own state distri-
bution removes. The training procedure here follows this anal-
ysis, relabeling student-visited states with the offline teacher.

Planner and optimizer distillation has a long history in
robotics. Guided policy search [22] and its MPC-guided vari-
ant [23] train neural policies to imitate trajectory optimizers
that have access to full state, and Pan et al. [24] distill a
sampling-based MPC expert into an end-to-end driving policy
with online imitation, a direct precursor of the present setting.
Deep drone acrobatics [25] and high-speed flight in the wild
[7] distill privileged experts into sensorimotor students that run
onboard. In legged locomotion, the teacher-student paradigm
of Lee et al. [8] and Miki et al. [26], the adaptation module of
RMA [27], and vision-based students for challenging terrain
and parkour [28, 29, 30] all compress privileged information
into deployable networks. Learning by Cheating [6] provides
the clearest statement of the two-stage logic for navigation. In
these works, however, the teacher and the student share one em-
bodiment. The present work differs in that the teacher is itself
a cross-embodiment method, and the student must reproduce
how the teacher’s decisions change with the configuration, not
only the decisions for one body.

2.4 Learned and sampling-based local navigation for legged
robots

Learning has been applied to local planning both end to end,
as in Pfeiffer et al. [31], and in hybrid forms that tune clas-
sical planners, as surveyed by Xiao et al. [32] and exempli-
fied by APPLD [33], which learns planner parameters from
demonstration. Sampling-based optimal control such as MPPI
[34] provides the kind of exact but expensive local search that
configuration-driven planners also perform. For legged plat-
forms, reinforcement-learned locomotion [35, 36] provides the
low-level velocity-tracking interface that a primitive-level plan-
ner commands; Rudin et al. [37] learn locomotion and local
navigation jointly, ArtPlanner [38] combines sampling-based
planning with learned reachability for field deployment, and
Lee et al. [39] demonstrate hierarchical learned navigation for
wheeled-legged robots at scale. Learned primitive and action-
chunk representations, including diffusion policies [40], moti-
vate the choice of a discrete primitive head over direct veloc-
ity regression. Conditioning by feature-wise linear modulation
[41] is used for the descriptor input.

Training and evaluation use GPU-parallel simulation in the
lineage of Isaac Gym [42] and Orbit [43]. Dynamics randomiza-
tion [44] and the observation that simulator rankings need not
predict real-world rankings [45] motivate both the inclusion of
hardware runs and the caution, stated in Section 6, about con-
clusions drawn from the simulated second morphology.
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03 Problem Formulation

Configuration descriptor. An embodiment is described by a
vector

c=[ly, I, w, h, Ty, Uy, @, 2, rmaX]T eCcR’
O

where [ and [, are the front and rear lengths of the planar col-
lision envelope measured from the body origin, w is its half
width, h is the collision-relevant height, ¥, v, and @ are the
forward, lateral, and yaw-rate limits commanded to the loco-
motion controller, z, is the height of the range sensor above
the ground, and 7, is its maximum valid range. The first four
entries are the AgniNav envelope; the remainder make the ve-
locity and sensing assumptions explicit. The envelope occupies
the body-frame rectangle B(c) = [—{,,l¢] X [—w, w].

Observation. At decision step ¢ the robot receives 0; =
(ve, 8, Ve, k1), where 1y € [0, 7max)" are N, range
queries taken at fixed bearings in the body frame from the
height-filtered obstacle representation, g; is the local goal in
body-frame polar coordinates, vy = (vg,vy,w) is the es-
timated body twist, and k;_1 is the index of the previously
issued primitive.

Body-motion primitives. Let {ii;}2 | be a fixed library
of normalized twists with @i, € [—1,1]. For a descriptor c,
primitive & commands the constant twist

uy(c) = diag(v,, Uy, @) by, 2
for a primitive horizon 7},. Denote by ®(k,c) = (x,...,xk,)

the planar poses obtained by integrating uy(c) over T, at M
equally spaced times, starting from the current body frame. Be-
cause the library is normalized, the same index k denotes a pro-
portionally equivalent maneuver on every embodiment, which
is what allows one output head to serve several bodies.

Teacher. The teacher 7 is the configuration-driven planner.
Given (o, c) it samples a set S(c) of candidate local trajec-
tories that respect the velocity and acceleration limits implied
by ¢, discards those whose swept envelope intersects obstacles,
and returns

7/ =arg min J(7;0:,¢) st B(o)@r N O, =0 (3)
TES(C)
where O, is the obstacle set implied by r;, & denotes the swept
volume of the envelope along 7, and .J is the cost defined in
Section 4. The teacher’s computation scales with |S(c)| and is
the quantity to be amortized.

Objective. The goal is a student policy 7y (k | o, c) that (i)
returns a primitive within the control period 7, = 10 ms of
the 100 Hz loop with high probability, measured by the 95th-
percentile decision latency Ags, (ii) agrees with the teacher’s
decision on the states it actually visits, and (iii) does so for ev-
ery c in a descriptor set C without per-embodiment retraining,.
Agreement is measured by teacher parity,

N
1 N A
PN;_ll[k:tkt} , kt:argm]?Xﬂg(k|ot,c)

“
where k7 is the teacher decision defined in (7) and the sum runs
over the IV decision steps of the evaluation episodes, with the
teacher run offline on the logged states.

04 Method
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4.1 Teacher planner and cost

The teacher follows the configuration-driven structure of Agni-
Nav [1]. Candidate trajectories are generated by sampling twist
sequences within the limits (@, U, @) of ¢, rolled out with a
planar omnidirectional kinematic model, and checked against
the envelope 5(c). Each collision-free candidate is scored by

M
7) = wy (1) ~ gl + e 3 exp( -7 )

m=1 Te
M-1
2
+ ws Z W1 — wm |
m=1

®)
where p.-(T) is the terminal position, d,,, (T, c) is the clearance
between the envelope at the 1m-th pose and the nearest obstacle,
o sets the clearance length scale, u,, is the commanded twist
atstep m, and wy, w,, ws > 0 weight goal progress, clearance,
and smoothness. The clearance term depends on c through the
envelope; the feasible set depends on ¢ through the velocity lim-
its. Run offline without a time limit, the teacher requires 41 ms
per decision on the study’s testbed, which makes it suitable for
labeling but not for the 10 ms onboard loop.

4.2 From teacher trajectories to primitive targets

The student acts in primitive space, whereas the teacher returns
a trajectory. The two are related through a configuration-
weighted trajectory discrepancy between the rollout of primi-
tive k and the first 7}, seconds of the teacher trajectory,

M
1
k)= 3 W)l
m=1

T 1 1 1
We _dlag(lf-s-lr7 2w’ pr)

where x7, is the teacher pose at the same time as x*,. The
weighting expresses position errors in units of body length and
width and heading errors relative to the largest heading change
achievable in one primitive, so that a given discrepancy has the
same meaning on a small and a large robot. The hard teacher

decision and the soft teacher target are

;= argminde(k, 7) Y

*
ar (k| or,¢) = <2 dehuri)/) ®)
> j—1exp(—dc(j, )/ A)

with temperature A\ > 0. As in knowledge distillation [18],
the soft target conveys which alternatives the teacher considers
nearly as good, which is informative near decision boundaries
such as the choice between passing an obstacle on the left or
the right.

4.3 Configuration-conditioned student

The student encodes the range queries with a one-dimensional
convolutional encoder over bearing, concatenates the goal,
twist, and an embedding of k;_1, and passes the result through
a multilayer perceptron whose hidden layers are modulated by
the descriptor through feature-wise linear modulation [41]:

hy 1 = ReLU(7v,(c) © (Achg +bg) + By(c))  (9)

where hy is the /-th hidden activation, A; and by are layer
weights, and ~y,, 3, are produced from the normalized descrip-
tor by a small shared network. Multiplicative modulation is
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chosen over concatenation because the descriptor’s main effect
is to rescale the significance of observed clearances—the same
range reading is safe for a narrow body and unsafe for a wide
one—which a gain on intermediate features expresses directly.
The output layer produces logits fy(o;,c) € R¥ and
mo(k | or,¢) = ;xp(fg(ot,C)k) (10)
Zj:l exp( fo(or, C)j)

A categorical primitive head is preferred over direct twist re-
gression because the teacher’s decisions are frequently multi-
modal (two symmetric detours of similar cost), and a regression
head trained with a squared loss averages modes into a twist
that neither alternative endorses. The ablation in Section 5.4
removes this head.

4.4 Trajectory-level imitation objective

Let D be the aggregated dataset of tuples (o, ¢, 7) described
below. The imitation term is the cross-entropy between teacher
and student primitive distributions,

K
Eimit(0> = - IE:(o,c,r*)wD Z QT(k | 0, C) log 7T9(k | 0, C)
k=1 an
The imitation is trajectory-level in two senses: the targets are
derived from the teacher’s full local trajectory through (6) rather
than from a single commanded twist, and the states in D are
drawn along closed-loop trajectories rather than independently.

4.5 Consistency regularizer

Cross-entropy treats all incorrect primitives alike, and it is eval-
uated on the observation exactly as logged. Two consequences
follow. First, a student that places residual mass on a primitive
turning sharply toward an obstacle is penalized no more than
one that places it on a primitive almost identical to the teacher
decision. Second, nothing in Liy;; constrains the student’s de-
cision when individual range queries are missing, although the
teacher’s dense sampling and conservative clearance term make
its own decisions comparatively insensitive to isolated missing
returns. The consistency regularizer addresses both. Let &, be
a range-dropout perturbation that independently replaces each
range query with an invalid return,

Tmax With probability p
&), =

) , 7j=1,...,N,
r;  otherwise
12)
with p drawn from a training range covering the dropout levels
of interest, and let £, (0) apply it to the range component of o.
The regularizer is the expected configuration-weighted discrep-
ancy of the student’s perturbed decision distribution from the

teacher trajectory computed on the clean observation,

K
Leons(0) = Ep ]Ep,fp Z o (K | §p(0), ¢) de(k,7*) (13)
k=1
It penalizes divergence from teacher decisions in proportion to
geometric severity, measured in body-normalized units, and it
does so precisely on the corrupted inputs that the student will
encounter onboard. The total objective is

L(0) = Limit(0) + 11 Leons(0) + “HHH% (14)

with © > 0 and weight decay . Setting 1 = 0 gives the “no
consistency regularizer” variant evaluated in Section 5.
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4.6 Data aggregation and descriptor sampling

Training follows DAgger [21]. Inround ¢ = O,...,Np,
episodes are rolled out in simulation with the mixture policy
that executes the teacher decision with probability 3; = B¢ and
the student decision otherwise; every visited state is relabeled
offline by the teacher, which is affordable because labeling
has no latency constraint, and appended to D. Descriptors are
sampled per episode from a distribution over C obtained by
perturbing envelope dimensions and velocity limits, so that the
student observes how teacher decisions vary with c rather than
memorizing one body. The procedure is summarized below.

1. Initialize D with teacher rollouts over sampled descriptors;
train 7y on (14).

2. Foreachround ¢: sample descriptors and scenes; roll out the
[;-mixture policy; relabel all visited states with 7* from (3);
aggregate into D.

3. Retrain 7y on the aggregated D with fresh dropout pertur-
bations at every gradient step.

4. Export the final network for the onboard Orin and run it in
the 100 Hz decision loop.

4.7 Onboard execution

At deployment, the descriptor of the robot is loaded once at
start-up and the student runs at 100 Hz. In each period it assem-
bles 0; from the latest range queries, goal, and state estimate,
evaluates 7y, and sends uj (c) from (2) to the platform’s loco-
motion controller, which tracks body twists. Because only the
first part of each primitive is executed before the next decision,
the primitive horizon T}, acts as a lookahead for labeling and
regularization rather than as a commitment. The decision la-
tency is measured from the availability of the range queries to
the publication of the twist command. Changing to a different
embodiment requires only a different c¢; the network weights
are shared.

05 Experiments

5.1 Setup and platform

All training and the primary evaluation use Isaac Lab, a succes-
sor of the Orbit framework [43], with a Unitree Go2 quadruped
in 18 scenes, each evaluated with 5 random seeds. The teacher
is the full configuration-driven planner of Section 4, run of-
fline at 41 ms per decision. The student runs on the onboard
NVIDIA Jetson Orin of the robot at 100 Hz, giving a deci-
sion budget of 10 ms. The deployment evaluation comprises
30 runs on the physical Go2 and a second morphology, a B2-
class quadruped asset, in simulation, used to test configuration-
conditioned transfer with the same network weights and a dif-
ferent descriptor. Sensor noise is injected as dropout on the
range queries, following (12), at rates from 1% to 10%.

REPRODUCIBILITY NOTE

The Go2 runs use 18 scenes X 5 seeds in simulation, 30 hardware
runs, and a simulated B2-class asset for morphology transfer. Teacher
labels are produced offline; all latencies reported for learned students
are measured on the onboard Orin.
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5.2 Compared methods and metrics

Three alternatives are compared with the full method (“Ours”).
Full planner on edge (throttled) runs the teacher on the Orin
with its sampling budget reduced to fit the onboard loop. Stu-
dent, no configuration conditioning uses the same student with
the descriptor input and FiLM modulation removed. Student,
no consistency regularizer trains the same student with . = 0
in (14). Four metrics are reported: the p95 decision latency
Ags in milliseconds; teacher parity P from (4), in percent; the
success rate, in percent, where an episode succeeds if the goal
is reached within the scene’s tolerance and time limit without
collision; and noise robustness, defined as the drop in success
rate, in percentage points, when 5% range dropout is injected
relative to clean range queries (lower is better).

5.3 Main results

Table 1 reports the main comparison. The distilled policy is the
only method whose p95 decision latency, 7.8 ms, leaves a clear
margin of 2.2 ms within the 10 ms period; the alternatives lie
between 8.7 and 9.0 ms. Relative to the 41 ms of the offline
teacher, the student decides roughly 5.3 times faster. The la-
tency differences among the learned variants are at most 1.2 ms,
and the compiled measurements do not include a per-stage pro-
file that would attribute them to specific components.

Teacher parity separates the methods most clearly. The full
method agrees with the offline teacher on 94.3% of decisions,
10.1 points above the throttled planner (84.2%), 11.0 points
above the unconditioned student (83.3%), and 13.8 points
above the student trained without the consistency regularizer
(80.5%). Success follows the same ordering at the top: 91.7%
for the full method versus 86.3% for the throttled planner, a
gain of 5.4 points. Among the alternatives, the unconditioned
student succeeds more often (88.5%) than the throttled planner
despite slightly lower parity; one plausible explanation is that
on the Go2 alone the descriptor is fixed at evaluation time, so
that the descriptor input matters more for agreement with the
configuration-specific teacher than for task completion on this
single body. The student trained without the regularizer has
the lowest parity and success of all methods, 9.4 points below
the full method in success.

At 5% dropout, all methods lose between 3.9 and 4.2 points
of success, with the full method losing the least. The differ-
ences at this moderate noise level are small (0.3 points between
the full method and the variant without the regularizer); the ef-
fect of the regularizer becomes pronounced at 10% dropout, as
shown in Section 5.5.

5.4 Ablation

Table 2 removes one component at a time. Each removal costs
between 9.1 and 11.3 points of success: 9.1 points without
the consistency regularizer (82.6%), 10.0 points without the
motion-primitive head (81.7%), where the student regresses
a twist directly with a squared loss, and 11.3 points without
configuration conditioning (80.4%). All ablated variants are
also slower at p95 (8.7 to 8.8 ms versus 7.8 ms). The loss from
removing the primitive head is consistent with the multimodal-
ity argument of Section 4: averaging two symmetric detours
yields a command that neither detour endorses.

Two rows of Table 2 correspond nominally to baselines in Ta-
ble 1 but do not coincide numerically. The variant without the
regularizer reaches 82.6% success at 8.7 ms in the ablation and
82.3% at 9.0 ms in the main comparison, and the variant without
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Table 1: Main comparison on the Go2 (Isaac Lab, 18 scenes X 5 seeds; students on the onboard Orin at 100 Hz). Noise robustness is the

success-rate drop at 5% range dropout; lower is better.

Method Decision latency p95 (ms) Teacher parity (%) Success rate (%) Noise robustness (delta at 5%
dropout, pts)

Full planner on edge (throttled) 8.7 84.2 86.3 4.2

Student, no configuration conditioning 8.7 83.3 88.5 4.1

Student, no consistency regularizer 9.0 80.5 82.3 4.2

Ours 7.8 94.3 91.7 39

Table 2: Ablation of the distillation components on the Go2.

Variant Decision latency Success rate (%)
p95 (ms)

Ours (full distillation) 7.8 91.7

w/o consistency regularizer 8.7 82.6

w/o motion-primitive output head 8.7 817

w/o configuration conditioning 8.8 80.4

Table 3: Recorded failure cases.

Condition Recorded outcome

Throttled full planner on
the Orin

B2-class morphology
transfer (simulation)
10% range dropout

p95 decision 38 ms; 34% of replans dropped; parity
81% on the replans that run

parity 89.6%; descriptor generalizes, contact timing
does not fully

parity 88.1% with the regularizer, 79.4% without

conditioning reaches 80.4% at 8.8 ms in the ablation but 88.5%
at 8.7 ms in the main comparison. The compiled records do not
document the cause of these differences, for example separate
training runs or evaluation subsets, and both tables are reported
as recorded. The qualitative conclusion that each component
contributes is supported by both tables, but the magnitude at-
tributed to configuration conditioning on the Go2 alone should
be read with this discrepancy in mind.

5.5 Failure cases

Throttled planner on the edge computer. The run-server logs
for the throttled full planner on the Orin record a p95 decision
time of 38 ms with 34% of replans dropped, and a parity of 81%
even on the replans that complete. The throttled planner there-
fore fails in two compounding ways: it frequently misses the
control period, and when it does decide, the reduced sampling
budget leads it to a different decision from the full planner about
one time in five. These logged values differ from the throttled-
planner row of Table 1 (8.7 ms p95 and 84.2% parity), and the
compiled records do not reconcile the two; one possible read-
ing is that the two records were taken under different throttling
budgets or latency accounting, but this is not documented. Un-
der either record, the throttled planner falls short of the student
in parity.

Morphology transfer. With the same network and the B2-
class descriptor, parity drops to 89.6%, 4.7 points below the
94.3% obtained on the Go2. The descriptor generalizes in the
sense that envelope- and velocity-dependent decisions such as
gap selection and clearance keeping transfer, but contact timing
does not fully transfer: the larger platform’s gait and stance tim-
ing alter how a commanded primitive unfolds, which the planar
envelope and velocity limits in (1) do not encode. Transfer was
evaluated only in simulation, so this result does not establish
hardware transfer to the second morphology.

Heavy sensor dropout. At 10% range dropout, the student
trained with the consistency regularizer retains 88.1% parity,
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whereas the student trained without it falls to 79.4%, a gap
of 8.7 points. Compared with the clean-observation parity of
94.3%, the full method loses 6.2 points at this noise level. This
is the clearest evidence that the regularizer acts as the robust-
ness term of the objective: at 5% dropout its effect on success is
small, but as dropout grows, the perturbation-trained, geometry-
weighted penalty keeps the student’s decisions aligned with the
teacher where plain cross-entropy does not.

o6 Limitations

Several limitations qualify the results. First, the student is
bounded by its teacher: parity measures agreement with the
configuration-driven planner, not optimality or safety, and the
student inherits whatever the planner’s envelope abstraction
omits. Second, the cross-morphology evidence comes from
one additional morphology, evaluated only in simulation; the
4.7-point parity drop shows that a planar envelope with velocity
limits does not capture contact timing, and extending the de-
scriptor with gait-level parameters, or estimating them online,
is left open. Third, the compiled results report aggregate tables
and do not break out the 30 hardware runs separately from the
simulated episodes, so the sim-to-real gap for the student is not
quantified here, a point that matters given evidence that simu-
lated rankings need not transfer [45]. Fourth, the noise model
is independent range dropout from 1% to 10%; correlated oc-
clusions, spurious returns, state-estimation drift, and dynamic
obstacles were not evaluated. Fifth, the student provides no
formal collision guarantee, and no runtime safety filter was
evaluated; a lightweight envelope check on the single selected
primitive is a natural addition. Finally, the records contain
unreconciled differences between the main and ablation tables
and between the throttled-planner table entry and its run-server
log, as discussed in Section 5; these do not change the ordering
of methods but limit the precision of individual effect sizes.

07 Conclusion

This paper distilled a configuration-driven cross-embodiment
local planner into a configuration-conditioned onboard policy.
The student selects velocity-normalized body-motion primi-
tives from an observation and a configuration descriptor, and
is trained by trajectory-level imitation with soft targets from
a body-normalized trajectory discrepancy and a consistency
regularizer applied under range dropout. On a Unitree Go2
with an onboard Orin running at 100 Hz, the student decides at
a p95 latency of 7.8 ms, within the 10 ms budget and about 5.3
times faster than the 41 ms offline teacher, while agreeing with
the teacher on 94.3% of decisions and succeeding in 91.7% of
episodes, against 84.2% and 86.3% for the throttled planner.
Ablations show that the regularizer, the primitive head, and
configuration conditioning each contribute between 9.1 and
11.3 points of success; the regularizer preserves 88.1% parity
at 10% dropout where its absence yields 79.4%; and transfer
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to a B2-class morphology in simulation retains 89.6% parity,
limited by contact timing that the descriptor does not encode.
The results indicate that the configuration interface of a cross-
embodiment planner can survive compression into a real-time
policy, and that the remaining gap lies in what the descriptor
describes rather than in the student’s capacity to follow it.
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