KAGGLEYEs ACADEMY ¢ E-PRINT REGISTRY * KAGG:2609.00003

KAGG RECORD
KAGGLEYEs ACADEMY E-PRINT REGISTRY KAGG:2609.00003

ARCHIVAL PREPRINT / OPEN SCHOLARLY RECORD

Closed-Loop Field Calibration of Quadruped Velocity
Interfaces

Wei Xu ¢ Arjun Mehta < Ethan Cole

Autonomous Robotics Center, Carnegie Mellon University, Pittsburgh, PA, USA

PUBLISHED REGISTERED RECORD TYPE

September 5, 2026 September 9, 2026 Preprint

ABSTRACT

Quadruped navigation stacks usually command a locomotion controller through a velocity interface whose command-to-motion response
must be calibrated before the planner’s predictions can be trusted. Open-loop active calibration, such as planner-conditioned probing with
GAUGE, yields an accurate model at calibration time, but the response drifts as payload, battery state, temperature, and wear change during
deployment. This paper closes the calibration loop. The calibrated interface model is embedded in the local planner, and the prediction
errors it incurs during normal operation are treated as passive observations that update a Gaussian posterior over the interface parameters.
Active probes are issued only when the planner-relevant predictive uncertainty crosses a threshold, and a residual-decomposition damping
rule separates genuine parameter change from structural model mismatch so that the estimator does not chatter when the operating point
leaves the model class. The analysis gives conditions under which the posterior covariance and the parameter error remain bounded under
bounded mismatch. The estimator was evaluated on an ANYmal B during a three-day field campaign with 18 h of operation, payloads of 0,
6, and 12 kg, battery levels from 100 to 30 percent, and 2.1 M observations logged at 50 Hz. At the same probe frequency of 0.4 probes per
hour, navigation success was 90.1 percent, compared with 84.1 percent for recalibration every 4 h and 80.5 percent for a static day-0 model,

while the improvement in interface drift was small (2.9 versus 3.0 and 3.4 percent per day).

INDEX TERMS quadruped robots, velocity interface calibration, closed-loop system identification, Bayesian parameter estimation, active probing, model mismatch, field robotics

KAGG NOTE Routine navigation is itself a calibration experiment: when its prediction errors are gated, damped against structural mismatch, and supplemented by probes only

where the planner is uncertain, the velocity-interface model stays useful across payload and battery changes without a fixed recalibration schedule.

01 Introduction

Navigation stacks for quadrupedal robots such as ANYmal [2]
are almost always layered. A perception and mapping layer
builds a local terrain representation, a planner selects a body-
frame velocity command, and a locomotion controller, increas-
ingly a learned policy [3, 4, 5, 6], converts that command into
joint torques. The velocity interface between planner and con-
troller is where the planner’s internal model of the robot meets
the physical robot. Realized and commanded body twists differ
in systematic ways: steady-state gains below unity, coupling
between lateral and yaw channels, offsets, a response lag of
several control periods, and saturation at the platform’s speed
caps. Any planner that rolls out candidate commands, whether
a sampling-based model predictive controller [29] or a dynamic-
window method [30], implicitly assumes a model of this re-
sponse. When the model is wrong, predicted and executed tra-
jectories separate, and the clearance margins that the planner
believes it is keeping are no longer the margins the robot actu-
ally keeps.

GAUGE [1] addresses the identification of this response di-
rectly. It treats the velocity controller as an opaque interface,
issues probe commands conditioned on the distribution of com-
mands that the planner will actually use, and fits a calibrated
command-to-motion model online during the probing session.
The resulting model is accurate at the time it is fitted. In field de-
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ployments, however, the interface is not stationary. A payload
change shifts the mass and inertia that the controller must reg-
ulate; battery depletion reduces available actuator power and
can cause the platform firmware to lower its speed cap; actuator
temperature and mechanical wear alter tracking behavior over
hours and days. The calibration produced by a probing session
is therefore a snapshot, and the usual remedy, recalibrating on a
fixed schedule, spends probing time when nothing has changed
and reacts late when a change occurs between sessions.

The navigation stack already produces a continuous stream
of potential calibration data: every command the planner issues
and every twist that the state estimator subsequently measures.
The difficulty is that these passive data are poor experiments.
They are weakly exciting, because a robot on a mission mostly
walks forward near cruise speed; they are corrupted by slips,
contact events, and estimator transients; and some of the predic-
tion errors they reveal are not caused by changed parameters at
all but by structural mismatch, for example a shift of the speed
cap that moves the operating point outside the region where the
model class is valid. Feeding such data directly into a recur-
sive estimator produces either slow adaptation, when the esti-
mator is tuned conservatively, or parameter chattering, when it
is tuned aggressively. The gap addressed in this paper is how
to use passive operational data safely for interface calibration,
and how to decide when they must be supplemented by active
probes.
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The proposed approach closes the calibration loop. The
GAUGE-style interface model is embedded in the local plan-
ner, and its one-step prediction errors during normal operation
are treated as gated observations that update a Gaussian pos-
terior over the interface parameters. Active probes are issued
only when the predictive uncertainty evaluated on the planner’s
own upcoming command set crosses a threshold. A damping
rule decomposes recent innovations into a part that a parameter
update can explain and an unexplained remainder; the former
triggers faster adaptation, while the latter inflates the effec-
tive measurement noise so that structural mismatch does not
drive the parameters back and forth. The contributions are as
follows.

1. A closed-loop calibration architecture in which a linear-
in-parameters velocity-interface model is shared by a
sampling-based local planner and a random-walk Kalman
posterior, with gated passive observations drawn from
normal navigation (Sections 3 and 4).

2. An uncertainty-triggered probing rule that measures rela-
tive predictive uncertainty on the planner’s upcoming com-
mand set and selects probes from a GAUGE-style library by
planner-weighted information gain, with a covariance back-
stop and a rate limit.

3. A model-mismatch damping rule based on a windowed de-
composition of normalized innovations into explained and
unexplained components.

4. An analysis that gives sufficient conditions for bounded pos-
terior covariance and ultimately bounded parameter error
under bounded mismatch, and shows that damping scales
down mismatch-driven parameter excursions.

5. A three-day field validation on an ANYmal B with rotating
payloads and battery depletion, compared against open-loop
GAUGE probing, recalibration every 4 h, and a static day-0
model, together with an ablation study and an analysis of
recorded failure cases (Section 5).

02 Related Work

2.1 Locomotion controllers and the velocity interface

ANYmal [2] established a torque-controllable quadruped with
series-elastic actuators whose locomotion controller accepts
body-frame velocity commands, and this interface has become
the standard contract between navigation and locomotion on the
platform. Hwangbo et al. [3] trained a velocity-tracking policy
in simulation using a learned actuator network and transferred
it to ANYmal; Lee et al. [4] used a teacher-student scheme to
obtain a proprioceptive policy that follows velocity commands
over rough natural terrain; and Miki et al. [5] added exterocep-
tion through a belief encoder that fuses height samples with
proprioception. Rudin et al. [6] showed that massively parallel
simulation trains such command-tracking policies within min-
utes. Margolis et al. pushed the commanded speed envelope
on a smaller quadruped [7] and exposed additional behavior
parameters, such as gait frequency and body height, alongside
the velocity command [8]. Hoeller et al. [9] combined a naviga-
tion module with a set of learned skills, again communicating
through commanded motions. A recent survey [10] documents
how widespread this command interface has become. All of
these controllers are trained with a command-tracking reward,
so their response is close to identity inside the training distribu-
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tion. The present work does not modify the controller. It starts
from the observation that deployment conditions such as pay-
load, battery state, and wear lie partly outside that distribution,
and that the residual response is what the planner experiences.

2.2 Calibration of command-to-motion models

GAUGE [1] is the direct predecessor of this work. It models
the velocity controller as an opaque system and identifies a
compact command-to-motion model, including per-axis gains,
cross-coupling, offsets, lag, and saturation, from short probe
maneuvers. Its key idea is planner conditioning: probes are
drawn from, and weighted by, the distribution of commands
that the downstream planner is expected to issue, so that iden-
tification effort is spent where prediction accuracy matters for
planning rather than uniformly over the command space. Cali-
bration proceeds online during a probing session, and the fitted
model is then handed to the planner. The present work adopts
the GAUGE model class and its probe library but changes what
happens after the session. Instead of freezing the model, it
keeps the posterior alive during navigation, assimilates passive
prediction errors, and reuses planner conditioning in a different
role, namely as the statistic that decides when a further probe is
needed. In this sense the method is a closed-loop extension of
GAUGE rather than a replacement for it.

Outside legged robotics, Seegmiller et al. [11] identified
wheeled-vehicle models by minimizing integrated prediction
error over trajectories logged during normal driving, which is
the closest precedent for passive calibration from operational
data. That work assumes a wheeled vehicle with a physically
structured slip model and does not address when to excite the
system actively or how to react to structural mismatch. Ostafew
et al. [12] learned residual path-tracking dynamics with Gaus-
sian processes during repeated traversals and used them in a ro-
bust nonlinear MPC; the learning benefits from repetition along
a taught path, whereas a calibration posterior over a small para-
metric model generalizes across paths. The broader system-
identification literature [13] and, specifically, the identification-
for-control viewpoint surveyed by Gevers [14] argue that exper-
iments should be designed to be informative in the directions
that matter for the eventual controller. The planner-weighted
probe selection used here is a direct instance of that principle.

2.3 Online adaptation in legged locomotion

A large body of work adapts the locomotion controller itself.
Dynamics randomization [16] and careful actuator modeling
[17] make policies robust to parameter variation. RMA [15]
trains an adaptation module that infers a latent encoding of envi-
ronment and body parameters from proprioceptive history and
conditions the base policy on it. Nagabandi et al. [18] meta-
learn a dynamics model that adapts online from recent transi-
tions. Model-based approaches such as adaptive force-based
control [19] compensate unknown payloads within the whole-
body controller. These methods reduce, but do not remove, the
change in the closed-loop command-to-motion response that a
planner sees: an adaptive controller with a heavier payload may
still accelerate more slowly or saturate earlier. The method pro-
posed here is complementary. It sits above the controller, treats
it as opaque, and is therefore applicable whether or not the con-
troller adapts internally.
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2.4 Recursive estimation, consistency, and robustness

The posterior update is a Kalman filter [20] on a random-walk
parameter model. Mehra [21] showed how innovation statistics
can be used to estimate noise covariances online; the damping
rule proposed here is an innovation-based noise adaptation in
this tradition, but restricted to the part of the innovation that no
parameter update can explain. Normalized innovation squared
tests, as described by Bar-Shalom et al. [23], provide the con-
sistency reference against which damping is triggered. Huber’s
M-estimation [24] supplies the per-sample down-weighting
used to suppress slips. Kulhavy and Zarrop [25] analyzed for-
getting as a mechanism for tracking time-varying parameters
and its failure mode, covariance windup in unexcited direc-
tions, which the probe backstop addresses. Reif et al. [22]
established stochastic boundedness of the extended Kalman
filter under bounded covariance and observability conditions,
and Ioannou and Sun [26] gave the robust adaptive control
argument that parameter estimators can drift under unmodeled
dynamics unless the adaptation is modified. The analysis in
Section 4 follows both lines.

2.5 Triggered and active information acquisition

Trimpe and D’ Andrea [27] proposed event-based state estima-
tion in which transmissions are triggered when the estimation
variance exceeds a threshold, which makes the trigger pre-
dictable and analyzable. The probe trigger used here has the
same structure, but the triggered action is an informative ex-
periment rather than a communication, and the variance is
evaluated in the planner’s command space rather than in the
state space. Dual control, surveyed by Mesbah [28], optimizes
excitation and performance jointly; the present method instead
separates them, running the navigation task undisturbed until
the trigger fires and then executing a short probe, which is
simpler to certify and to schedule around mission constraints.

2.6 Field navigation for legged robots

Field-deployed legged navigation systems such as ArtPlanner
[33], the CERBERUS system [36], and NeBula [37] combine
GPU elevation mapping [34], legged state estimation [38, 39],
and LiDAR-inertial odometry [40] with sampling- or graph-
based planners. These systems typically assume an idealized or
fixed-gain model of command following and compensate for its
errors with conservative margins and replanning. Wild Visual
Navigation [35] adapts a traversability estimator online from
the robot’s own experience, which is the perception-side ana-
logue of the closed-loop calibration proposed here. Cautious
MPC [31] propagates learned model uncertainty into constraint
tightening, and safe model-based reinforcement learning [32]
restricts exploration to regions with certified stability; both mo-
tivate the use of the calibration posterior to inflate collision mar-
gins in the local planner.

03 Problem Formulation

3.1 Velocity interface

Time is discretized with the planner period At = 20 ms,
matching the 50 Hz rate at which observations were logged.
At step t the planner issues a body-frame command u; =
[v;t, Uyt wf]T € U C R®, comprising forward, lateral, and
yaw-rate components. The state estimator returns the realized
body twist 4; € R? in the same frame. The interface is the
unknown map
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Yer1 = F (Yo, ur—a; §) + v, 1)
where d is an integer command latency in planner periods, &;
collects unobserved conditions such as payload, battery state,
actuator temperature, terrain, and wear, and v; is measurement
and gait-induced noise. The interface is opaque: the internals
of F, including the controller’s own state, are not accessible.

3.2 Model class

Following GAUGE [1], the interface is approximated by a first-
order linear model with input saturation,

Yr+1 = Ays + B s (ug—q) + ¢, )]
where A = diag(ay,as,a3) holds per-axis lag coeffi-
cients, B € IRR3*3 holds gains and cross-coupling terms,
c € R3 is an offset, and s(-) clips each command compo-
nent to the platform’s speed cap @. The steady-state gain is
G = (I — A)~'B. Writing row i as y; ;+1 = ¢§“T9i with
(Z)tz) = [Yit, S(w—a) ", 1]T € R®and 0; = [a;, b, )] T,
the model becomes linear in the stacked parameter vector
0=[0],67,6J]" € R,

Yir1 = P 0 + vy,
3
o, :blkdiag( T §2>T,¢§3>T) errs, ©

The linear-in-parameters form is chosen deliberately. It admits
an exact Gaussian posterior update at negligible cost, it is the
model class whose probes GAUGE already provides, and its
parameters have a direct physical reading that operators can in-
spect. Effects outside this class, such as speed-dependent gains
or a changed speed cap, are not modeled and appear as mis-
match.

3.3 Drift and mismatch

The true interface is described relative to the model class by a
time-varying best-fit parameter 6; and a mismatch term J;,

Y1 = P 0F + 0+ v, 07 =07 +wy,  (4)
where w; models slow drift with E[w;w, ] < Q and & is the
part of the response that no parameter in the class can reproduce.
Abrupt events such as a payload swap appear as a large w; at
one step; operating-point changes such as a lowered speed cap
appear as a nonzero ;.

3.4 Obijectives and metrics

The calibration system maintains a posterior p(6; | D;) =
N (ét, P,) given the data D; received so far. Its goals are
(i) to keep the planner-relevant predictive uncertainty, defined
in Section 4, low; (ii) to do so with as few active probes as
possible; and (iii) to remain stable, meaning bounded covari-
ance, bounded parameter error, and bounded parameter excur-
sions, when §; # 0. These goals are evaluated through four
campaign-level metrics: the interface drift, defined as the aver-
age daily growth of the relative steady-state prediction error of
the deployed model, evaluated on probe segments before they
are assimilated and expressed in percent per day; the probe fre-
quency in probes per hour of operation; the navigation success
rate, the percentage of navigation missions that reach the goal
without collision, fall, or operator intervention; and the 95th
percentile over the campaign of the relative posterior uncer-
tainty o,e defined in (12).
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04 Method

4.1 Architecture

The navigation stack has five components. LiDAR-inertial and
leg odometry are fused to provide body pose and twist; a GPU
elevation map [34] provides the local terrain; a global graph
planner provides waypoints; a sampling-based local planner
[29] runs at 50 Hz and issues velocity commands; and the plat-
form’s locomotion controller, treated as opaque, tracks them.
The calibration estimator runs at the same 50 Hz rate in paral-
lel with the local planner and shares the interface model with
it. A probe supervisor monitors the trigger statistic and, when
a probe is warranted and safe, briefly pauses mission progress
to execute it. The per-step computation is summarized in Algo-
rithm 1 at the end of this section.

4.2 Posterior update

The random-walk model (4) with §; = 0 yields the standard
Kalman recursion. The prediction step is ét|t71 = ét_l and
P,;_1 = P;_1 + Q. Given an accepted observation, the inno-
vation and its covariance are

Tt = Yer1 — P Oyi—1,

(5)
Sy = @ Py 1@ + Ry,

and the update is

Ky = Py1®/ S, 0, = ét\tq + Kiry,

(6)
Py= (I — K@) Py,

implemented in Joseph form for numerical symmetry. The ef-
fective measurement covariance

A
Rt = — R @)
Pt

combines a nominal covariance R, identified from stationary
walking during the initial GAUGE session, with a per-sample
robust weight p; € (0,1] and the mismatch damping factor
At > 1 described below. The diagonal process covariance ()
sets the assumed drift rate per step; it is the main tuning param-
eter trading tracking speed against noise.

4.3 Passive observation channel

Every planner step produces a candidate observation (P, y¢+1),
but only a subset is informative about the interface. A sample

is accepted, g; = 1, only if the state estimator reports a healthy

solution, the contact-consistency check of the leg odometry

[38] reports no slip, the locomotion controller is in its walking

mode rather than a stand or gait transition, and no probe is in

progress. Rejected samples trigger only the prediction step.
The latency d is taken from the initial GAUGE session and is

not re-estimated online. Accepted samples are further weighted

with a Huber function [24] of the normalized innovation,

_ ka
]S{” 2

pt =min | 1,

. )

so that isolated large residuals, for example from an undetected
foot slip or a brief external contact, are down-weighted rather
than rejected. The measured twist g; also appears inside P,
which makes the regression an errors-in-variables problem; at
50 Hz the resulting bias is small relative to gait-induced noise
and is absorbed into R and the mismatch channel.
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4.4 Model-mismatch damping

A large innovation can mean two different things. If the param-
eters have changed, a parameter update explains it and adapta-
tion should be fast. If the response has left the model class, no
parameter update explains it, and adapting would only move
0 to wherever the current operating point happens to pull it.
The damping rule distinguishes the two cases on a sliding win-
dow W; of the last W accepted samples. It first computes the
window-optimal correction

* . 2 2
06; = argmin zvjv lrs — @5 08]g1 + 168] 1, (9)
sSeEW,

a 15-dimensional regularized least-squares problem, and then
the total and unexplained normalized innovation statistics

1
tot Tg-1
et = —— E reS;or
t s Ms S
SEW;

1
e = — D lre — 4867 |51
SEW;

(10

with m = 3. For a consistent filter both statistics are close
to one [23]. The damping factor follows the unexplained part
through a first-order low-pass filter,

)\t+1 = (1_6) >\t+ﬂ min (/_\7 max (]-7 15_:_ /‘6)) , (11)

where £ > 0 is a tolerance, 8 € (0,1) a smoothing con-
stant, and )\ an upper bound that keeps the filter from ignoring
data entirely. The explained part triggers a covariance boost:
if e — e > Ky, then P, «+ P, + Qs with Q; > Q.
The boost lets the filter follow an abrupt change such as a pay-
load swap; it also raises the predictive uncertainty and therefore
makes a probe more likely, which matters when the passive data
do not excite the changed parameters. The design follows the
innovation-based noise adaptation of Mehra [21], but applies it
only to the component that the model class cannot absorb.

4.5 Uncertainty-triggered active probes

The trigger statistic is evaluated in the planner’s command
space. Let U, be the set of commands in the local planner’s
current nominal sequence together with those of its highest-
weight sampled rollouts over the planning horizon. For a
command u, the predicted steady-state twist is g(u;0) =
(I — A1 (Bs(u)+c) and its linearized covariance is
Sy(u) = J,PJ) with J, = 07/ evaluated at 0,. The
relative planner-relevant uncertainty is

trX;
Ol (t) = max T2y (w)

B o [t -

’
) 'l}())

where vy prevents division by small speeds. A probe is re-
quested when either o, (t) > 7 for a hold time T}, or the
backstop condition A\pax(P;) > p holds, and it is granted only
if at least Tpi, has passed since the previous probe and the el-
evation map shows sufficient free space around the robot. The
hold time prevents single-step spikes from triggering probes;
the backstop guarantees that directions irrelevant to the current
command set cannot wind up without bound [25]; and the rate
limit bounds probing overhead.
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When a probe is granted, the supervisor selects from a
GAUGE-style library P of short step, ramp, and turn-in-place
sequences [1] the one that maximizes planner-weighted infor-
mation gain,

= argmea%tr (Wt (Pt — P;)) ,
EH T =S el (R e, Y
sem
where the regressors ®; along 7 are predicted with the current
mean model and W; = 3 . JT T/ max(||7(u; 0) ||, vo)?
weights parameter directions by their effect on the planner’s
predictions. This is an A-optimal design criterion in the
identification-for-control sense [14]. Probe magnitudes are
scaled to the range of U, so the probe excites the operating
region the planner is about to use. Probe samples pass through
the same filter as passive samples.

4.6 Integration with the local planner

The local planner is a model predictive path integral controller
[29] that samples /N; command sequences over a horizon of H
steps and propagates each through the posterior-mean interface
model,

Ukt1 = AGr + Bs(ug—q) + & xpy1 = 71 © Gr At,
(14)
where x;, € SE(2) is the planar body pose and @ denotes
pose composition. Because the optimization acts through the
calibrated model, command pre-compensation for gains, cou-
pling, and lag is implicit. The rollout cost combines progress
toward the next global waypoint, an elevation-map traversabil-
ity term, and a collision term evaluated with a footprint inflated

by

mE =mg + Km Opos,k» (15)

where oy 1, is the standard deviation of the predicted posi-
tion at step k, obtained by propagating P; through the sensi-
tivities of (14) along the nominal sequence. This uncertainty-
dependent tightening follows cautious MPC [31]: an uncertain
interface model makes the planner keep more clearance rather
than trusting an optimistic prediction. It also means that cal-
ibration quality affects navigation success through two paths,
the accuracy of the predicted trajectory and the width of the
margins.

4.7 Stability under model mismatch
The analysis concerns the parameter estimator in closed loop

with the trigger rule. The following assumptions are made.

* A1 (bounded regressors). For accepted samples, ||®|| <
¢. This holds because commands are clipped by s(-) and
twists are bounded by the platform’s speed limits.

+ A2 (bounded mismatch and noise). ||J;|| < §, and v; is
zero-mean with E[v;v, | < R, R = rinl.

+ A3 (bounded drift). E[w,w,' ] < Q with Q = 0.

* A4 (probe excitation). Every library probe satisfies

Y osen O R™1®, = ol for some a > 0; that is, each
probe alone renders all 15 parameters observable.

Lemma 1 (covariance bounds). Under Al, A3, and A4,

with1 < Ay < A\ pt € [Pmin, 1], and the trigger rule with
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backstop p and rate limit 71, there exist 0 < Pmin < Pmax <
oo such that ppind = P; < pmax] forall ¢.

Proof sketch. The lower bound follows from the information
form: each accepted sample adds at most ¢2 / (7'ninfmin) to the
information matrix, while every prediction step adds () > 0 to
the covariance, so P; cannot collapse. For the upper bound, be-
tween probes Ay (P:) can exceed p only for the time needed
for a probe to be granted, at most T1,;, plus the probe duration
T, during which it grows by at most ||Q||(Tin + T )/At
plus the bounded covariance boosts. Each probe, by A4,
yields P* =< (M\/a)I. Combining the two cases gives
Pmax = max(ﬁ, /\/Oé) + HQH(Tmm + TTI')/At + nJHQJH:
where n ; bounds the number of boosts between probes; 1 ; is
finite because each boost raises Apax (P;) toward the backstop.
(]

Proposition 1 (bounded error and bounded excursions).
Let 0, = 0r — ét. Under Al to A4 and the conclusions of
Lemma 1, (a) the mean squared error is ultimately bounded,

~ 12 -
limsupE [|0|| <c1trQ+ cp tr R+ ¢36°, (16)

t—o0

with constants c1, ¢, c3 that depend only on pin, Pmaxs é, and
A; and (b) the per-step parameter excursion driven by mismatch
satisfies

Prmax é S

At T'min

Proof sketch. The error obeys §t+1 = (I—thl)t)ét — K (6 +
v¢) +w;. With P, bounded above and below, V; = 9? Pt_lét
is a stochastic Lyapunov function for the homogeneous part, de-
creasing in expectation by a factor that depends on ppin /Dmax, in
the manner of Reif et al. [22]. The inputs w;, v, and d; enter ad-
ditively with bounded gains, so a bounded-input bounded-state
argument, as in robust adaptive control [26], gives (a). For (b),
1Ko < 1Pyl 1@l 574 < Pron/ Aemin) because
Sy = Reff,t = AgTmind. O

Two remarks qualify the result. First, damping does not re-
move the asymptotic bias caused by a persistent mismatch; the
term cg 52 remains, because no estimator in the model class can
reproduce a response outside it. What damping changes is the
bandwidth with which 6 responds to mismatch: by (17), a mis-
match that switches sign as the operating point moves in and
out of saturation produces excursions reduced by A, which is
the chattering the rule is designed to prevent. Second, damping
slows genuine adaptation by the same factor, which is why A,
tracks only the unexplained innovation and why explained in-
novations instead trigger the covariance boost. Assumption A4
is the strongest assumption; a probe that excites only a subset
of parameters gives the corresponding bounds only on that sub-
space, with the backstop eventually requesting a complemen-
tary probe.

[[ K 6| < 17)

4.8 Algorithm summary and cost

ALGORITHM 1: CLOSED-LOOP CALIBRATION CYCLE (ONE PLANNER PERIOD)

1. Predict: 0 < 0, P + P + Q.

2. If the sample passes the gate g;: compute ¢, St, p¢ from (5) and
(8); update with Refi,; from (7); append the sample to W;.
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3. Every W accepted samples: solve (9), compute (10), update A by
(11), and apply the covariance boost if the explained part exceeds
KJ.

4. Evaluate U,-el(t) by (12) on the planner’s current command set; if
the trigger or backstop holds and the probe is permitted, select 7™
by (13) and execute it.

5. Pass (é, P) to the local planner for rollouts (14) and margins (15).

The filter state is 15-dimensional with a 3-dimensional inno-
vation, so each update costs a few microseconds on an embed-
ded CPU, and the windowed problem (9) is a single 15-by-15
linear solve. The computational load is negligible compared
with the planner’s rollouts, which reuse the same model evalu-
ations.

05 Experiments

5.1 Platform and field campaign

All experiments used an ANYmal B quadruped carrying a rotat-
ing multi-beam LiDAR with a nominal range of about 100 m,
an inertial measurement unit, and onboard computers for per-
ception, planning, and calibration. The locomotion controller
supplied with the platform was used without modification and
treated as opaque. The campaign lasted three days and com-
prised 18 h of operation in three environments: an indoor lab-
oratory, outdoor campus paths, and a stair course. Payloads
of 0, 6, and 12 kg were rotated daily, and the battery level
ranged from 100% down to 30%. In total, 2.1 M command-
response observations were logged at 50 Hz, which corresponds
to roughly 11.7 h of logged locomotion within the 18 h of oper-
ation. Each configuration was initialized with the same day-0
GAUGE calibration.

REPRODUCIBILITY NOTE

All configurations share the interface model class (2), the probe li-
brary, the local planner, and the day-0 calibration; they differ only
in how and when the posterior is updated. All reported metrics are
campaign-level aggregates from the run-server logs.

5.2 Compared configurations

Four configurations were compared. Open-loop GAUGE
probes only executes GAUGE probes during operation and
refits the model from probe data, but ignores passive predic-
tion errors. Recalibrate every 4 h runs a GAUGE calibration
session on a fixed schedule, the conventional field practice.
Static model keeps the day-0 calibration throughout; probes
are still executed and logged so that its drift can be evaluated
on the same probe segments, but they are not used to update
the model. Ours is the full method of Section 4. As Table 1
shows, all four configurations ended the campaign with the
same probe frequency of 0.4 probes per hour, roughly seven
probes over the 18 h, so the comparison is at an equal probing
budget. Three ablations remove one component each: passive
observation updates (only triggered probes update the poste-
rior), uncertainty-triggered probes (only passive data update
the posterior), and model-mismatch damping (A\; = 1).
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5.3 Main results

Table 1 summarizes the comparison. The clearest effect is in
navigation success. The closed-loop estimator reached 90.1%,
which is 6.0 percentage points above recalibration every 4 h
(84.1%), 8.5 points above open-loop GAUGE probing (81.6%),
and 9.6 points above the static day-0 model (80.5%). Because
the probe frequency is identical across configurations, this dif-
ference cannot be attributed to a larger probing budget; it re-
flects how the same number of probes is combined with the
information available between them.

The differences in interface drift and in posterior uncertainty
are much smaller. Drift was 2.9%/day for the closed-loop
estimator, 3.0%/day for both GAUGE-based baselines, and
3.4%/day for the static model; the 95th-percentile relative
uncertainty was 0.22, 0.23, and 0.24, respectively. The gap
between any updating configuration and the static model (0.4
to 0.5%/day) is larger than the gap between the closed-loop
estimator and the scheduled baselines (0.1%/day). The latter is
small enough that, without per-segment variability estimates, it
should not be read as a meaningful accuracy improvement on
its own. The more defensible interpretation is that the closed-
loop estimator does not achieve a substantially lower average
error than scheduled recalibration, but reaches comparable
accuracy without waiting for a scheduled session and, as the
failure cases below show, recovers much faster after abrupt
changes. Campaign averages of drift and uncertainty dilute
such transient episodes, whereas navigation success is sensitive
to them, because missions attempted during a poorly calibrated
period are the ones that fail.

5.4 Ablation study

Table 2 isolates each component. Removing passive observa-
tion updates has the largest effect: navigation success drops
by 15.4 points to 74.7%, and drift rises to 3.4%/day, the same
value as the static model. Passive data are therefore the main
source of calibration information during operation; the trig-
gered probes alone do not keep the model current. That this
variant falls below even the static model in navigation success
(74.7% versus 80.5%) was not anticipated. One plausible
explanation, which the logged aggregates do not isolate, is
that without passive updates the posterior covariance grows
between probes under the random-walk model, which widens
the uncertainty-dependent margins (15) and makes narrow
passages and stair approaches harder to plan through. The
static configuration does not feed an updated covariance to the
planner in this way.

Removing the uncertainty trigger reduces success by 6.3
points to 83.8%, close to the recalibrate-every-4-h baseline,
and raises drift to 3.1%/day. Passive data alone thus track slow
drift but not the changes they fail to excite, as the payload-swap
case below illustrates. Removing damping costs 2.5 points of
success (87.6%) and raises drift to 3.2%/day, consistent with
the analysis in Section 4: without damping, structural mis-
match moves the parameters away from values that are correct
within the region where the model class is valid.

5.5 Failure cases

Payload swap. On day 2 the payload was changed to 12 kg.
The estimator without uncertainty-triggered probes needed
2.1 h, or 126 min, to adapt, whereas the full method issued 3
probes and re-converged in 11 min, roughly an order of magni-
tude faster. The mechanism matches the design in Section 4. A
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Table 1: Main comparison over the three-day campaign. Drift is the daily growth of the relative steady-state prediction error; uncertainty is the 95th

percentile of Tyel.

Method Interface drift over cam- Probe frequency (per Navigation success (%) Posterior uncertainty p95 (rel-
paign (%/day) hour) ative)

Open-loop GAUGE probes only 3.0 0.4 81.6 0.23

Recalibrate every 4 h 3.0 0.4 84.1 0.23

Static model (day-0 calibration) 3.4 0.4 80.5 0.24

Ours 2.9 0.4 90.1 0.22

Table 2: Ablation of the closed-loop estimator.

Variant Interface  drift Navigation suc-
over campaign cess (%)
(%l/day)

Ours (closed-loop + triggered probes) 2.9 90.1

w/o passive observation updates 3.4 74.7

w/o uncertainty-triggered probes 3.1 83.8

w/o model-mismatch damping 3.2 87.6

heavier payload changes gains and lag on all axes, but normal
forward walking excites mainly the forward channel, so the
passive data leave lateral and yaw parameters poorly deter-
mined. In the full method, the explained part of the innovation
triggers the covariance boost, o, crosses the threshold, and
the probe selection (13) targets the directions the planner needs.
These 3 probes account for a substantial share of the roughly
seven probes of the whole campaign, which illustrates that
triggered probing concentrates effort around changes rather
than spreading it uniformly in time.

Low battery and speed cap. At a battery level of 32%, the
platform’s speed cap changed. Commands near the previous
cap were then clipped by the controller but not by the model’s
saturation s(-), a mismatch of exactly the kind (4) attributes to
d¢. Because the robot moved in and out of the saturated regime
as the planner varied its commands, the sign of the residual alter-
nated. With damping, the unexplained innovation raised A; and
the estimator remained calm, with a p95 relative uncertainty
of 0.22; without damping it chattered, and the p95 uncertainty
reached 0.39, about 1.8 times higher. This episode is the clear-
est empirical counterpart of Proposition 1(b). It also exposes a
limitation: damping prevents harm but does not model the new
cap, which would require extending the model class or estimat-
ing u explicitly.

Scheduled recalibration overhead. In the recalibrate-
every-4-h baseline, 14% of the calibration time was spent
probing under static conditions in which the model was already
converged. This is the expected inefficiency of a schedule
that is blind to the posterior. Because the probe frequency
in Table 1 is the same for all configurations, this result does
not imply fewer probes for the closed-loop estimator over the
campaign; rather, it shows that a fixed schedule spends part
of its budget where it is not needed, while the triggered rule
spends it where the uncertainty is.

5.6 Discussion

Taken together, the results support a specific and limited claim.
At an equal probing budget, the closed-loop estimator pro-
duced the highest navigation success of all configurations, and
the ablation attributes most of that gain to passive observation
updates, with smaller contributions from triggered probes and
mismatch damping. The failure cases provide mechanistic
evidence for the two components whose campaign-level effect
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is modest: triggered probes shortened recovery after a payload
swap from 2.1 h to 11 min, and damping kept the uncertainty at
0.22 rather than 0.39 when the operating point moved outside
the model class. The results do not show a large reduction in
average interface drift: the 0.1%/day difference relative to the
scheduled baselines is small. The interface itself drifts with
payload, battery, and wear regardless of how it is estimated,
and an estimator can only track that drift, not prevent it.

o6 Limitations

The study has several limitations. First, the evidence comes
from a single robot, a single locomotion controller, and one
three-day campaign; the results table reports campaign aggre-
gates without per-mission counts or confidence intervals, so
small differences, in particular the 0.1%/day drift difference
and the 0.01 uncertainty differences, should not be overinter-
preted. Second, the model class (2) is first-order, linear, and
has a fixed saturation level; the low-battery episode shows that
a changed speed cap is handled only by damping, not by mod-
eling, and speed-dependent gains are likewise left to the mis-
match channel. Third, the stability analysis relies on Assump-
tion A4, that each probe excites all parameters, and on bounded
mismatch; it provides sufficient conditions and qualitative scal-
ing, not tight constants, and it does not cover the coupling be-
tween estimator and planner through the margins (15). Fourth,
the ablation without passive updates performed worse than the
static model, and the explanation offered in Section 5 remains
a hypothesis that the logged aggregates do not isolate. Fifth,
the trigger threshold, hold time, rate limit, and damping con-
stants were set by the authors for this campaign; their sensitivity
was not studied, and the coincidence of equal probe frequencies
across configurations means that the trade-off between probing
budget and navigation success was not mapped. Finally, probes
pause mission progress; in time-critical missions, the cost of
that pause would need to be weighed explicitly.

07 Conclusion

This paper presented a closed-loop extension of planner-
conditioned active calibration for quadruped velocity inter-
faces. The calibrated interface model is shared between the
local planner and a Kalman posterior; prediction errors during
normal navigation serve as gated passive observations; probes
are triggered only when the planner-relevant predictive un-
certainty is high; and a residual-decomposition damping rule
keeps the estimator from chattering under structural model
mismatch. The analysis gives conditions for bounded covari-
ance and ultimately bounded parameter error, and shows that
damping reduces mismatch-driven parameter excursions in
proportion to the damping factor. On an ANYmal B over a
three-day campaign with payload and battery changes, the
method achieved 90.1% navigation success compared with
84.1% for recalibration every 4 h, at the same probe frequency
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Table 3: Recorded failure cases and the corresponding behavior of the compared estimators.

Event Observed behavior

Interpretation

Day 2, 12 kg payload swap

Low battery (32%)

Recalibrate-every-4-h baseline

tainty 0.22 vs 0.39 undamped).

where the model was already converged.

Passive-only estimator took 2.1 h to adapt; the triggered-probe ver-
sion issued 3 probes and re-converged in 11 min.

The platform’s speed cap changed, moving the operating point; the
mismatch damped the estimator instead of chattering (p95 uncer-

14% of the calibration time was spent probing in static conditions

Passive data are weakly exciting; the covariance boost and trigger
convert an abrupt change into a short targeted experiment.

The change lies outside the model class; damping limits mismatch-
driven excursions as predicted by (17).

Fixed schedules spend probing effort independently of need.

of 0.4 per hour, with only a small change in average interface
drift. The main open directions are richer model classes that
absorb speed-cap and speed-dependent effects, multi-robot and
multi-controller validation with per-mission statistics, and a
systematic study of the trade-off between probing budget and
navigation performance.
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