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ABSTRACT

Heterogeneous robot fleets that must follow, avoid, or rendezvous with one another need more than per-robot planning: each robot must
reason about how its peers are shaped, how quickly they can stop, and how these properties change during operation. Configuration-driven
local planners such as AgniNav describe a single robot through an abstract configuration of body geometry, sensing, and velocity limits,
but they treat other robots as generic obstacles. This paper extends the configuration descriptor into a fleet-shared abstraction. Each robot
publishes a versioned configuration handle on the fleet bus, and the unchanged local planner evaluates interaction-critical derived quantities,
namely a predicted clearance envelope and a stop distance, as functions of the peer’s live configuration, with conservative inflation when a
handle is stale. The approach is evaluated in simulation on a mixed fleet of a Go2-class quadruped, a B2-class quadruped, and a wheeled
robot across 12 corridor and intersection scenarios with 5 seeds each. Relative to a configuration-blind planner that models peers as footprint
blobs, interaction success increases from 77.7 to 91.6 percent, envelope prediction error decreases from 12.2 cm to 10.8 cm, and stop-distance
error decreases from 15.3 cm to 14.3 cm, while the 95th-percentile planner overhead is 3.1 ms compared with 3.5 ms. Ablations indicate
that the stop-distance derivation, the clearance envelope, and live configuration updates each account for 9.0 to 10.1 percentage points of
interaction success. Recorded failure cases illustrate behavior under stale handles and mid-episode payload changes.

INDEX TERMS heterogeneous multi-robot navigation, cross-embodiment local planning, configuration descriptors, legged robots, inter-robot collision avoidance, fleet coordination

KAGG NOTE Inter-robot safety in a mixed fleet depends on quantities derived from the peer’s body, not only from one’s own; publishing the configuration, rather than a footprint,

lets every robot compute them.

01 Introduction

Mobile robot fleets in warehouses, campuses, and inspection
sites are increasingly heterogeneous. A single site may operate
compact quadrupeds for stairs and clutter, larger load-carrying
quadrupeds, and wheeled bases for long flat runs. Such robots
do not merely share space; they interact. One robot follows
another through a corridor, two robots negotiate an intersection,
or a robot converges on a peer for a hand-off. In each case,
the decision of one robot depends on physical properties of the
other: how wide it is, how far it extends ahead of its tracked
center, and how far it travels before it can stop.

Cross-embodiment navigation research has made sub-
stantial progress on the single-robot side of this problem.
Configuration-driven local planning, exemplified by AgniNav
[1], describes a robot through an abstract configuration of body
geometry, sensors, and velocity limits, so that one planning
stack can run across embodiments without retraining. Related
geometric pipelines such as CeRLP [2] and learned general-
ist policies such as GNM, ViNT, and NoMaD [3, 4, 5] share
the same aspiration: decouple the navigation stack from any
single body. However, these systems reason about the robot’s
own embodiment. Other robots enter the planner as generic
dynamic obstacles, typically inflated discs or occupancy blobs,
whose dimensions and dynamics are either assumed or inferred
from perception.
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This gap matters most in exactly the interactions a fleet is
built for. A disc that is large enough to cover a load-carrying
quadruped wastes corridor width when that robot turns side-
ways, and a disc that is small enough to admit passing underesti-
mates the forward reach of a long body. More importantly, a ge-
ometric footprint does not encode stopping behavior. Whether
a robot may enter an intersection ahead of a peer depends on
whether that peer can stop before the conflict zone, which de-
pends on the peer’s speed, braking capability, actuation latency,
and current payload. These quantities are known exactly by the
peer itself and are expensive and unreliable to infer from out-
side.

This paper proposes to close the gap by sharing the config-
uration itself. Each robot publishes a versioned configuration
handle that extends the AgniNav descriptor with the dynamic
parameters required for interaction. Each robot’s local plan-
ner, which is otherwise unchanged, evaluates two interaction-
critical derived quantities as explicit functions of the peer’s han-
dle: a predicted clearance envelope and a stop distance. These
quantities enter the planner as constraints and costs, govern a
simple yielding rule at conflict zones, and are inflated conser-
vatively when a handle becomes stale.

The contributions of this paper are as follows.

1. A fleet-shared configuration abstraction that extends a
single-robot configuration descriptor [1] with braking, la-
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tency, and payload parameters, together with versioning
and staleness semantics for publication on a fleet bus.

2. Closed-form derivations of two interaction-critical quanti-
ties, the peer clearance envelope and the peer stop distance,
as functions of the peer’s live configuration, and their inte-
gration into an unchanged sampling-based local planner as
hard constraints, soft costs, and a stop-distance-based yield-
ing rule.

3. A staleness-aware inflation scheme that degrades gracefully
to conservative behavior when a peer’s handle is delayed,
and a version-keyed cache that keeps per-cycle planner over-
head low.

4. A simulated evaluation on a mixed fleet of a Go2-class
quadruped, a B2-class quadruped, and a wheeled robot
across 12 corridor and intersection scenarios, with com-
parisons against configuration-blind and fixed-peer-model
baselines, an ablation of each derived quantity, and an
analysis of recorded failure cases.

02 Related Work

2.1 Configuration-driven and cross-embodiment navigation

AgniNav [1] is the closest prior work and the direct basis of this
paper. It factorizes cross-embodiment local planning around an
abstract robot configuration. The configuration contains a four-
parameter collision envelope (collision-relevant height, front
length, rear length, and half width), sensor descriptors, and
velocity limits. The height parameter conditions monocular
image-to-scan prediction so that perception reports obstacles
relevant to the declared body, while the planar envelope param-
eters configure collision checking in a sampling-based local
planner. Because embodiment enters only through this con-
figuration, a single planning stack can be deployed on robots
of different size and locomotion type by changing parameters
rather than retraining. The present work retains this factoriza-
tion and the planner unchanged, but it addresses a question
AgniNav does not pose: how a robot should use the configura-
tion of another robot. In AgniNav, peers are indistinguishable
from any other obstacle that perception reports. We extend
the descriptor with dynamic parameters (braking deceleration,
latency, payload), make it a published and versioned object,
and derive peer-dependent quantities from it. In this sense, our
method is a fleet-level generalization of AgniNav’s configura-
tion interface rather than a replacement for its planner.

CeRLP [2] pursues a related decomposition in which het-
erogeneous visual observations are converted into a unified
geometric representation, including scale-corrected depth and
a height-adaptive scan abstraction, before a shared local planner
acts on it. Like AgniNav, it makes the robot’s own body explicit
but does not represent peer embodiments. Generalist naviga-
tion policies take a data-driven route: GNM [3] trains a single
policy on trajectories from multiple robots using a normalized
action space, ViNT [4] scales this approach with a Transformer
backbone and goal-conditioned objective, and NoMaD [5]
unifies goal-reaching and exploration with a diffusion decoder.
These models learn priors that transfer across platforms, but
embodiment is implicit in data and the policies are not designed
to consume a peer’s physical parameters. RING [6] randomizes
body size and camera configuration during training, NavFoM
[7] introduces embodiment and camera identifiers into a uni-
fied navigation foundation model, and EA-Nav [8] conditions
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imitation learning on embodiment geometry tokens and adds
risk-aware correction. These methods demonstrate that explicit
embodiment inputs reduce observation-action ambiguity for
the ego robot; our work applies the same insight to the robot’s
model of its peers. Hu et al. [9] learn context-dependent
safety margins for visual navigation instead of fixed inflation.
Their observation that static margins trade collisions against
detours motivates our use of envelopes that adapt to the peer’s
configuration and speed rather than a single blob radius.

2.2 Local planning for mobile robots

The dynamic window approach [10] samples admissible ve-
locity commands within acceleration limits and scores the
resulting arcs, a structure retained by many modern planners,
including the sampling-based planner used by AgniNav. Timed
elastic bands [11] optimize a trajectory in multiple homotopy
classes under kinematic constraints, and model predictive path
integral control [12] evaluates large batches of sampled control
sequences under a stochastic optimal control objective. The
Nav2 stack [13] packages such planners as interchangeable
controller plugins over ROS 2 [14], whose publish-subscribe
middleware and quality-of-service settings also provide the
natural transport for configuration handles. Our method does
not modify the planner’s search; it adds constraints and cost
terms that depend on peer handles, so it is compatible with any
of these planner families.

2.3 Multi-robot collision avoidance

Velocity obstacles [15] characterize the set of ego velocities that
lead to collision with a moving obstacle within a time horizon.
Reciprocal velocity obstacles [16] and optimal reciprocal col-
lision avoidance (ORCA) [17] share avoidance responsibility
between agents and yield collision-free velocities under a reci-
procity assumption, and NH-ORCA [18] extends the method
to non-holonomic robots by bounding tracking error. These
methods are elegant and fast, but they typically model each
agent as a disc with known radius and assume that all agents
follow the same avoidance rule. Our envelope generalizes the
disc to an oriented, speed-dependent region whose dimensions
come from the peer’s published configuration, and our stop-
distance terms make the braking asymmetry between agents ex-
plicit rather than assuming symmetric reciprocity.

Control barrier functions [19] provide forward-invariance
guarantees for safe sets, and safety barrier certificates [20]
apply them to multi-robot collision avoidance by minimally
modifying nominal controls in a quadratic program. The barrier
constraints in these works depend on the braking capabilities
of both agents, so they presuppose exactly the peer information
that our handles supply. The responsibility-sensitive safety
model [21] formalizes safe longitudinal distances for vehicles
in terms of response time and the minimum and maximum
braking of each party; our following constraint adopts this
structure and instantiates the parameters from configuration
handles rather than from conservative population-wide bounds.

Learning-based decentralized avoidance, including CADRL
[22], the multi-robot policy of Long et al. [23], and GA3C-
CADRL [24], learns reactive policies from simulated inter-
actions and does not require communication, but it encodes
agents through observed position, velocity, and radius only.
Trajectory-level multi-agent planners such as EGO-Swarm
[25], MADER [26], and distributed model predictive control
[27] share planned trajectories among agents and check them
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for conflicts. Our approach is complementary: we share con-
figurations rather than trajectories, which are smaller, change
rarely, and remain valid when a peer replans. Conflict-based
search [28] solves multi-agent path finding optimally on graphs
and could supply the global routes on which our local interac-
tions occur.

2.4 Heterogeneous fleets and interaction-aware navigation

Early architectures for heterogeneous teams, such as AL-
LIANCE [29], and formal treatments of multi-robot task allo-
cation [30] established that robots should advertise capabilities
so that peers can reason about them. The survey of Rizk et
al. [31] documents how heterogeneity in sensing, mobility,
and size complicates coordination and identifies capability
modeling as a recurring requirement. Those works focus
on task-level capabilities, whereas we advertise motion-level
physical parameters for local planning. Research on crowd and
social navigation shows that ignoring the interacting partner’s
behavior leads to freezing or unsafe motion [32], and recent
surveys and evaluation guidelines [33, 34] call for metrics that
capture interaction quality rather than only goal success. We
follow that guidance by reporting interaction success together
with prediction errors for the quantities that govern interaction.

2.5 Legged locomotion and time-varying dynamics
Quadrupeds such as ANYmal [35] and the MIT Cheetah 3 [36]
achieve agile motion through model-based control, in which
convex model-predictive control computes ground reaction
forces under friction-cone constraints; these constraints bound
the achievable deceleration and depend on body mass. Learned
controllers [37, 38, 39] trained in massively parallel simulation
[40] produce robust locomotion over rough terrain, and rapid
motor adaptation [41] estimates environment and payload fac-
tors online from proprioceptive history. These results imply
that a legged robot’s stopping behavior is not a fixed constant:
it changes with payload and terrain, and the robot itself is
best placed to estimate it. Our live configuration handle is the
mechanism through which such onboard estimates are made
available to peers. Finally, Kadian et al. [42] show that sim-
ulation rankings do not always predict physical performance,
which bounds the conclusions that can be drawn from the
simulated study reported here.

03 Problem Formulation

Consider a fleet N' = {1,..., N} of mobile robots operat-
ing in a shared planar workspace ¥ C R2. Robot i has state
x; = (pi,0;,vi,w;), where p; € R? is the position of its
body-frame origin, 6; its heading, and v;, w; its forward and
yaw rates. The local planner runs with control period At and
plans over a horizon T' = K At.

3.1 Configuration descriptor

Following AgniNav [1], each robot is described by a configu-
ration. We write the extended configuration of robot ¢ at time ¢
as

ci(t) = (9is ki, 7, Mi, my(2)), @
gi = (hil{,g?awi), ki = (172',@1'7(_11‘,51‘),

where the geometry g; consists of the collision-relevant height
h;, the front and rear extents ¢ { and ¢} measured from the body-
frame origin, and the half width w;. The limits k; comprise
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v;, W;, @;, which bound speed, yaw rate, and forward acceler-
ation, and B,- is the maximum braking deceleration of the un-
loaded robot. The term 7; is the response latency from a stop
command to the onset of deceleration, M; is the nominal mass,
and m;(t) > 0is the current payload mass. The geometric part
g; and v;, w; are present in the original single-robot descriptor;
51-, Ti, M;, m; are the fleet extension. Only m; is expected to
change during an episode in this study, but the formulation al-
lows any field to change.

3.2 Configuration handle
A configuration handle is the published record

Hi = (7/7 Ri, tia ci)7 (2)

where x; € N is a version number that increases whenever
¢; changes and ¢; is the publication timestamp. Robot j holds
the most recent handle H; it has received; its age at time ¢ is
Q5 (t) =t— ti.

3.3 Interaction tasks and derived quantities

An interaction task couples two or more robots through a pred-
icate on their joint trajectory: follow requires robot ¢ to track
behind robot j without closing below a safe gap, avoid requires
two robots to pass in a corridor or cross at an intersection with-
out contact, and rendezvous requires two robots to converge to
a meeting configuration without overshoot into each other. An
episode is an interaction success if every robot reaches its goal
within the time limit, no collision occurs, and the interaction
predicate holds throughout.

Robot ¢ must reason about two quantities for every peer j.
The first is the clearance envelope £;(t + s) C W, the region
that peer j may occupy at a future offset s € [0, T including
the distance it would cover while stopping. The second is the
stop distance d;mp (v), the distance peer j travels from a stop
command issued at speed v until it comes to rest. The prob-
lem addressed in this paper is to compute £; and d;mp from the
peer’s handle I, to use them in robot 4’s local planner without
modifying its search procedure, and to remain safe when H is
delayed.

We evaluate the predictions against their realized values. The
envelope prediction error is the mean distance between the pre-
dicted envelope boundary and the boundary of the region ac-
tually swept by the peer over the same horizon, and the stop-
distance error is |d5* (v) — d$|, where d$ is the stopping
distance measured in simulation when a stop is commanded.

04 Method

The method has three parts: a publication protocol for configu-
ration handles, the derivation of peer quantities from handles,
and the integration of these quantities into the local planner.
The complete per-cycle procedure is summarized at the end of
this section.

4.1 Handle publication on the fleet bus

Each robot publishes H; on a fleet-wide topic in two situa-
tions: immediately when c¢; changes (event-driven, with x; in-
cremented), and periodically as a heartbeat with period T}, car-
rying the unchanged version. Event-driven publication bounds
the time between a physical change, such as a payload being
loaded, and its availability to peers by the onboard detection
latency plus transport delay. Payload mass m; is estimated on-
board; any estimator can be used, including load cells, joint-
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torque residuals, or proprioceptive adaptation modules of the
kind used in rapid motor adaptation [41]. The handle is com-
pact (a few tens of bytes), so it can be sent with reliable delivery
even on congested links. Receivers discard any handle whose
version is lower than the one they hold, which makes the proto-
col robust to reordering.

4.2 Peer stop distance

Payload reduces achievable deceleration. For a force-limited
drive, the deceleration scales inversely with total mass, and for
alegged or wheeled robot it is also bounded by the friction coef-
ficient p of the contact. We therefore use the effective braking
deceleration

_ M
b = min (g, b ), 3
! Mj +m;
where g is gravitational acceleration. The peer stop distance
from speed v is then the latency travel plus the constant-
deceleration braking distance,
stop ,U2
dj (v) =vT + ik 4
J

Equation (4) is deliberately simple. It is exact for a first-order
latency followed by constant deceleration, it is monotone in v,
7;, and m, and it is differentiable, which allows it to be used
inside gradient-based planners as well as sampling-based ones.
For illustration only, a robot with 7; = 0.1 s and b;ff =3
m/s? moving at 1.5 m/s has d;-mp =0.15+0.375 = 0.525 m;
a payload equal to 30% of M lowers b;ff to about 2.31 m/s?
and raises d;mp to about 0.64 m. A difference of this order is
comparable to the half width of a mid-sized quadruped, which
is why a fixed nominal model can misjudge interactions after
the payload changes.

4.3 Peer clearance envelope

LetZ;(t+s) = (b, éj7 ;) denote robot ¢’s prediction of peer
7’s state at offset s, obtained from onboard tracking or from
pose broadcasts by a constant-velocity, constant-yaw-rate roll-
out. In the peer’s predicted body frame, a point ¢ € R? corre-
sponds to the workspace point p = p; + R(éj) q, where R(-)
is the planar rotation. The clearance envelope is the oriented
box obtained by mapping the body-frame box B;(s) into the

workspace,

Ei(t+s)={p;+R(0;)q : q€Bj(s)},
Bj(s) = [~ 65 —6;. 4] + (1)) + ;] )
x [ —wj — &5, wj + 6],

which covers the peer’s body at the predicted pose, extended
forward by the distance it would need to stop if it began braking
at that instant. The extension is applied only in the direction of
travel, so a long robot moving slowly is not penalized laterally.
The margin J; accounts for prediction uncertainty and handle
staleness,

6;(s) = bo+0i(s)+0; [y —Thwl4 +3 a5 [a;—Tw]2, (6)

where dy is a fixed base margin, o;(s) is the standard devia-
tion of the predicted position at offset s, and [-]+ = max(-,0).
When the handle is fresh (a; < Tjy), the last two terms van-

ish. When it is stale, the margin grows with the distance the
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peer could have covered at its maximum speed and acceleration
since the last expected update. In addition, while c; > Tj, the
stop distance is evaluated with the most conservative payload
the peer class admits, m; = m7™, so that a missed payload
update cannot shorten the envelope. This rule reproduces the
intended behavior in the recorded failure case of Section 5.5: a
stale handle widens the envelope and causes a delay rather than
an unsafe maneuver.

The height h; is not used in (5). It is retained in the handle
because it determines whether peer j occludes robot ¢’s sensors
and because the original descriptor uses it to condition percep-
tion [1].

4.4 Integration into the local planner

The local planner is the unchanged per-robot sampling-based
planner: at each control cycle it samples candidate commands
u = (v,w) within the dynamic window [10] defined by robot
4’s own limits, rolls out each candidate over K steps, and selects
the minimum-cost admissible candidate. Let F;(u, s) be robot
+’s own footprint at offset s under candidate u, computed from
its own configuration as in AgniNav, and let sd(A, B) be the
signed distance between two sets (positive when disjoint). Peer
handles enter the planner in three ways.

Hard envelope constraint. A candidate is admissible only if

sd(F;(u, si), E(t+s5) >0 Vi#i, k=1,....K,
)
in addition to the existing static-obstacle constraint. Because
&; already contains the peer’s stopping region, satisfying (7)
means that robot ¢ does not plan into space that peer 7 might
still occupy if it began to stop.
Soft interaction cost. Admissible candidates are scored by

J(U) = wngoal(u) + wstmooth(u) + wOJObS(u)

K
+ wy Z Z [p - sd(]-"i(u7 sk), & (t + sk))]i,

j#i k=1
8)

where the first three terms are the planner’s existing goal,
smoothness, and static-obstacle costs and the last term penal-
izes candidates that pass within a comfort distance p of any
peer envelope. The quadratic hinge keeps the cost zero far
from peers, so the interaction term does not distort behavior in
free space.

Following and yielding. For a follow task with leader j ahead
of robot ¢ along a shared path, the gap I';; between the front
of 7 and the rear of j must satisfy the responsibility-sensitive
condition [21]

v
Dyj > di™(v;) — f + € ©

where the follower uses its own effective braking via d; *” and
the leader is assumed to brake as hard as its unloaded limit b;
allows, which is the worst case for the follower; ¢ > 0 is a
standstill margin. Constraint (9) is enforced as an upper bound
on the sampled v. At an intersection or corridor bottleneck with
conflict zone Z, let \; be the path distance from peer j’s front
to the entry of Z. Robot ¢ proceeds into Z only if the peer can
stop before entering it,

Aj = d57(05) + 65, (10)

and otherwise yields by restricting its candidates to those that
stop before Z. If both robots satisfy (10) with respect to each
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other, the tie is broken by the lower handle identifier ¢, which
makes the rule deterministic and prevents symmetric deadlock.
The rule needs no negotiation messages: each robot evaluates
the same inequality from the same handles.

4.5 Caching and computational cost

The derived parameters that depend only on the configuration,
namely b;ff, the configuration-dependent extents of 5; in (5),
and the conservative fallback values, are computed once per re-
ceived version ~; and cached. Per cycle, the planner evaluates
(4) at the predicted speeds, which is a closed-form expression,
and performs box-to-footprint signed-distance queries. The
added work therefore scales as O(|C| K (N — 1)) for |C|
candidates, and it replaces rather than adds to the disc-based
dynamic-obstacle checks of the baseline planner.

4.6 Per-cycle procedure

1. Receive handles; for each peer j with a new version &, re-
compute and cache the configuration-dependent quantities.

2. For each peer, compute the handle age ¢}, the margin ;(s)
from (6), and, if stale, the conservative payload fallback.

3. Predict peerstates & ; (t+sy, ) and construct envelopes &; (t+
sy ) from (4) and (5).

4. Apply task constraints: follow gap (9) and conflict-zone
yielding (10).

5. Sample candidates in the dynamic window, reject those vi-
olating (7), score the remainder with (8), and execute the
minimum-cost command.

6. If the robot’s own configuration has changed, increment «;
and publish H; immediately.

05 Experiments

5.1 Setup and platform

The study uses a simulated mixed fleet of three robots: two
quadrupeds, one Go2-class and one B2-class, and one wheeled
robot. The three platforms differ in footprint, mass, and brak-
ing behavior, and the B2-class robot carries a payload that can
change during an episode. The evaluation comprises 12 corri-
dor and intersection scenarios that exercise the follow, avoid,
and rendezvous interactions. Each scenario is run with 5 ran-
dom seeds and 30 episodes per scenario-seed pair, for a total
of 1,800 episodes per method. Configuration handles are pub-
lished on the fleet bus, and the interaction-critical quantities are
computed from the peer’s configuration as described in Section
4. The local planner itself is unchanged from the per-robot base-
line; all methods share the same candidate sampling, rollout,
and non-interaction cost terms.

5.2 Baselines and metrics

Three baselines isolate the contribution of peer configurations.
The configuration-blind planner represents every peer as a foot-
print blob, a disc of fixed size independent of the peer’s actual
geometry or dynamics. The per-robot planner without inter-
action terms uses the robot’s own configuration for collision
checking, as in AgniNav [1], but treats peers as generic dy-
namic obstacles without the envelope, following, or yielding
terms. The interaction-terms, fixed peer model baseline uses
the same interaction terms as our method but evaluates them
on a fixed model of each peer rather than on the live published
configuration, so payload changes and other updates are not
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reflected. We report interaction success, envelope prediction
error, stop-distance error, and the 95th percentile of per-cycle
planner overhead, as defined in Section 3.

5.3 Main results

Table 1 reports the main comparison. The fleet-shared config-
uration method achieves 91.6% interaction success, compared
with 77.7% for the configuration-blind planner, 77.9% for the
per-robot planner without interaction terms, and 88.6% for in-
teraction terms on a fixed peer model. The 13.9-point gain over
the configuration-blind planner corresponds to a reduction of
the interaction failure rate from 22.3% to 8.4%, or about 62%
in relative terms. The per-robot planner, which models its own
body accurately but not its peers, performs nearly identically to
the configuration-blind planner (77.9% versus 77.7%), which
indicates that accurate self-modeling alone does not improve
interaction outcomes. Adding interaction terms, even with a
fixed peer model, accounts for most of the improvement (10.7
points over the per-robot planner), and live configurations con-
tribute a further 3.0 points.

Envelope prediction error decreases monotonically across
the four methods, from 12.2 cm to 11.9 cm, 11.2 cm, and 10.8
cm. The total reduction of 1.4 cm, about 11% relative to the
configuration-blind planner, is modest in absolute terms, which
is consistent with the fact that all methods predict the peer’s
position with the same tracker and differ only in the shape
and extent assigned around it. Stop-distance error does not
follow the same ordering. The fixed peer model has the largest
stop-distance error (16.4 cm), larger than the configuration-
blind planner (15.3 cm) and the per-robot planner (15.8 cm).
A plausible explanation, consistent with the payload failure
case below, is that a fixed model is systematically biased once
the B2-class robot’s payload departs from its nominal value,
whereas the baselines without explicit stop-distance models
are not tied to a particular nominal value. Our method has
the lowest stop-distance error (14.3 cm), 1.0 cm below the
configuration-blind planner and 2.1 cm below the fixed peer
model.

The 95th-percentile planner overhead lies between 3.1 ms
and 3.5 ms for all methods, and our method has the lowest value
(3.1 ms). We do not interpret the ordering of these values as
significant, because the differences are at most 0.4 ms and dis-
persion statistics were not recorded. The relevant conclusion
is that evaluating peer-dependent envelopes and stop distances
does not increase the tail latency of the planner relative to disc-
based peer handling, which is consistent with the version-keyed
caching and closed-form evaluation described in Section 4.

5.4 Ablation

Table 2 removes one component at a time. Removing the stop-
distance derivation reduces interaction success from 91.6% to
81.5% (10.1 points), removing the clearance envelope reduces
it to 82.6% (9.0 points), and replacing live configurations with a
fixed peer model reduces it to 81.7% (9.9 points). Each compo-
nent is therefore individually necessary, and the stop-distance
derivation has the largest single effect. This ordering agrees
with the intuition that intersection and following interactions
are governed by whether a peer can stop in time, which a purely
geometric envelope cannot capture.

The fixed-peer-model ablation (81.7%) is lower than the
fixed-peer-model baseline in Table 1 (88.6%). The two entries
were logged as separate runs, and the recorded data do not
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Table 1: Main comparison on the mixed fleet (12 scenarios, 5 seeds, 30 episodes each). Interaction success is higher-is-better; prediction errors and

planner overhead are lower-is-better.

Interaction success

Envelope prediction error Stop-distance error Planner overhead p95

Method (%) (cm) (cm) (ms)
Configuration-blind planner (footprint blobs) 7.7 12.2 15.3 35
Per-robot planner, no interaction terms 77.9 11.9 15.8 3.2
Interaction terms, fixed peer model 88.6 11.2 16.4 33
Ours (fleet-shared configurations) 91.6 10.8 14.3 3.1

Table 2: Ablation of the fleet-shared configuration components.

Variant Interaction success (%)
Ours (fleet-shared configurations) 91.6
w/o stop-distance derivation 81.5
w/o clearance envelope 82.6
fixed peer model (no live config) 81.7

isolate the source of this 6.9-point difference. We therefore
treat the comparison in Table 1 as the conservative estimate of
the benefit of live configurations (3.0 points) and the ablation
as an upper indication (9.9 points); resolving the discrepancy
requires a controlled rerun with matched settings.

5.5 Failure cases

Stale handle at an intersection. In intersection scenario 9, the
wheeled robot’s published configuration was 1.2 s stale due to
bus backpressure. The quadruped’s planner detected the age
through «;, inflated the margin according to (6), and evalu-
ated the stop distance with the conservative payload fallback.
The resulting envelope widened conservatively; no incident oc-
curred, and the cost was a 0.4 s delay. This case illustrates the
intended degradation mode: staleness reduces efficiency rather
than safety. It also exposes a dependency on the bus quality
of service, since longer outages would cause correspondingly
longer delays.

Blob model in a corridor. The configuration-blind baseline
treats the B2-class robot as a 0.6 m blob. In corridor 5, this pro-
duced 4 near-collisions per episode. A disc of fixed diameter
does not represent the elongated body of a large quadruped or
the forward extension contributed by its stopping distance, so
passing maneuvers that appear clear under the blob model come
too close to the actual body. The oriented, speed-dependent en-
velope in (5) avoids this mismatch by construction.

Payload change under a fixed peer model. The fixed peer
model degrades when the B2-class robot’s payload changes
mid-episode: its stop-distance error reaches 26 cm, compared
with its average of 16.4 cm in Table 1. With live handles, the
payload change triggers an event-driven publication, and the
updated stop distance reaches peer planners in 41 ms. This is
the mechanism through which live configurations improve the
stop-distance error and interaction success relative to the fixed
peer model.

06 Limitations

The study has several limitations. First, all results are obtained
in simulation. Braking behavior, contact friction, and bus la-
tency in simulation may differ from physical robots, and simu-
lated rankings do not always transfer [42]; physical validation
on the same fleet is required. Second, the fleet contains three
robots of three types. Larger fleets would stress the bus and the
pairwise checks, and more diverse embodiments, such as mo-
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bile manipulators whose envelope changes with arm motion,
are not represented by the rigid box model in (5). Third, only
point estimates were recorded for each metric; without confi-
dence intervals or per-seed dispersion, small differences, such
as those in envelope error and planner overhead, should not be
over-interpreted. Fourth, the discrepancy between the fixed-
peer-model rows of Tables 1 and 2 is unresolved. Fifth, the
method trusts published handles. A faulty payload estimator
or a misconfigured robot would publish incorrect parameters,
and the current design has no mechanism to cross-check a han-
dle against observed motion. Finally, the stop-distance model
(4) assumes constant deceleration on level ground and does not
model slopes, slippery surfaces, or gait-phase effects on legged
braking.

07 Conclusion

This paper extended a configuration-driven, cross-embodiment
local planner into a fleet-shared abstraction. Each robot pub-
lishes a versioned configuration handle, and peers derive a
clearance envelope and a stop distance from it, which enter an
unchanged local planner as constraints, costs, and a determinis-
tic yielding rule, with conservative inflation when handles are
stale. In simulation on a mixed fleet of two quadrupeds and one
wheeled robot, the approach raised interaction success from
77.7% for a configuration-blind planner to 91.6%, reduced
envelope and stop-distance prediction errors to 10.8 cm and
14.3 cm, and kept 95th-percentile planner overhead at 3.1 ms.
Ablations show that the stop distance, the clearance envelope,
and live updates are each necessary. Future work will vali-
date the approach on physical robots, cross-check published
handles against observed peer motion, extend the envelope to
articulated and time-varying bodies, and characterize behavior
under prolonged bus degradation.
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