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ABSTRACT

Imitation-learned navigation policies for legged robots inherit the range representation of the data they are trained on: a policy that observes
only the present range scan tends to reproduce how a particular demonstrator reacted to that scan rather than what the robot will actually
encounter. This paper studies whether conditioning an imitation policy on a predicted, control-aligned future range field reduces this depen-
dence. A transformer policy consumes the present range scan, a short range history, and the future free range predicted by a FutureRay-style
module along the directions the robot is expected to travel under its current command. To keep the policy usable when the predictor is wrong,
training applies range-representation dropout that masks or corrupts the future input, so that the policy learns to fall back on present-range
behavior. The approach is evaluated with a simulated ANYmal quadruped in Isaac Lab, trained on 12 h of teleoperation from three oper-
ators plus 2000 simulator rollouts across 20 cluttered scenes, and tested on 10 unseen cluttered scenes. The conditioned policy reaches a
success rate of 88.4 percent, against 76.1 percent for present-range-only imitation and 74.3 percent for a rule-based reactive baseline, raises
collision-free distance from 3.8 to 4.2 km per collision, and attains an oracle-parity ratio of 0.81 relative to a policy trained on ground-truth
future range. Future conditioning without dropout yields no gain over present-range imitation. Hardware validation remains future work.

INDEX TERMS imitation learning, quadruped navigation, future range prediction, control-aligned perception, representation dropout, ANYmal, Isaac Lab

KAGG NOTE Predicted future range helps an imitation policy only when the policy is also trained to act well without it; dropout turns a fragile extra input into a usable one.

o1 Introduction on predicted future range, does it generalize better to unseen
scenes, and what happens when the prediction is wrong?

This paper answers both parts in simulation. The gap ad-
dressed is not the design of a better predictor but the interface
between a learned predictor and a learned policy. Simply con-
catenating the predicted field to the policy input does not help
in our experiments: the variant without any safeguard reaches
75.1% success, slightly below the 76.1% of present-range-only
imitation. The policy learns to trust an input that is unreli-
able precisely in the unfamiliar situations where it would be
most valuable. The proposed remedy is range-representation
dropout: during training the future input is masked, partially
masked, or corrupted while the demonstrated action is kept, so
the policy must remain competent on present range alone and
must treat the future field as evidence rather than as ground

Learning-based locomotion has made quadrupeds such as
ANYmal [2] robust walkers on rough and deformable ground
[3, 4, 5], and the navigation layer above the locomotion con-
troller is increasingly learned as well [11, 12, 13]. Imitation
learning is an attractive way to obtain this navigation layer:
human teleoperation and simulator rollouts are inexpensive to
collect, behavior cloning is stable to train, and the resulting
policy can be queried at the rate of the perception stack. The
difficulty is that a cloned navigation policy learns a mapping
from whatever range representation it observes to the demon-
strator’s commands. When that representation is a present-time
range scan, the policy must infer from a single snapshot how
the scene will look once the robot has moved; in practice it
learns the demonstrator’s habitual reactions to familiar scan

patterns, and those reactions transfer poorly to unseen clutter truth.
[29, 30]. The contributions are as follows.

Recent perception work suggests a more useful input. Fu- 1. A formulation of imitation-learned local navigation condi-
tureRay [1] predicts the free range that the robot will observe tioned on a control-aligned future range field, with a causal,
along its own predicted, control-aligned directions of travel, so label-free choice of control proposal that keeps the train-
that obstacle queries are expressed in the frame of motions the ing and deployment input distributions identical (Sections 3
controller can actually execute. A future range field of this kind and 4).

encodes exactly the information that a present-range imitation
policy has to hallucinate: how much free space remains along
the path implied by the current command. This raises a direct
question for imitation learning. If a cloned policy is conditioned

2. A transformer policy that fuses present range, range history,
predicted future range, goal, and proprioception through
typed tokens, executed at 25 Hz on top of a learned ANYmal
velocity-tracking controller (Section 4).
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3. Range-representation dropout, a training-time augmenta-
tion that masks or corrupts the future input and makes the
policy degrade toward present-range behavior when the
predictor is wrong (Section 4.4).

4. An evaluation with a simulated ANYmal in Isaac Lab on
10 unseen cluttered scenes: 88.4% success versus 76.1%
for present-range imitation and 74.3% for a rule-based reac-
tive baseline, an oracle-parity ratio of 0.81, ablations of each
component, and an analysis of the recorded failure cases, in-
cluding a demonstrator-bias effect (Section 5).

02 Related Work

2.1 Learned locomotion and navigation for legged robots

Reinforcement learning in simulation, followed by zero-shot
transfer, is now the standard route to robust quadruped locomo-
tion. Hwangbo et al. trained ANYmal locomotion policies with
a learned actuator model [3]; Lee et al. added a teacher—student
scheme in which a privileged teacher supervises a propriocep-
tive student [4]; and Miki et al. fused exteroception with propri-
oception through a belief encoder that learns when to distrust
the height map [5]. Kumar et al. showed that an adaptation mod-
ule estimating latent environment factors from history enables
rapid adaptation without explicit system identification [7], and
egocentric-vision and parkour policies extended these ideas to
stairs, gaps, and highly dynamic maneuvers [8, 9, 10]. Mas-
sively parallel GPU simulation made such training fast [6, 42],
and Orbit, the predecessor of Isaac Lab, provides the simulation
framework used here [43]. The present work does not change
the locomotion controller; it treats a learned velocity-tracking
controller of this family as the actuator for a learned navigation
layer. The belief encoder of Miki et al. is the closest conceptual
precedent to range-representation dropout, since both teach a
policy to discount an exteroceptive input when it disagrees with
other evidence; the difference is that their mechanism is learned
within RL with privileged noise models, whereas dropout here
is applied to an imitation objective and to a predicted rather than
measured representation.

Several works learn the navigation layer directly. Rudin et
al. trained locomotion and local navigation end-to-end with RL
[11], and Hoeller et al. learned a compact state representation
for navigation in cluttered and dynamic environments before
training a planner on top of it [12]; ANYmal Parkour com-
posed perception, navigation, and skill selection into an agile
system [13]. ArtPlanner instead combines learned reachability
with sampling-based planning for field deployment [14], and
Frey et al. learn traversability online from the robot’s own ex-
perience [15]. Truong et al. learned navigation skills for legged
robots with learned embodiment models [16], VINL coupled
a visual navigation policy with an obstacle-aware locomotion
policy [17], and Lee et al. demonstrated hierarchical learned
navigation and locomotion for wheeled-legged robots at urban
scale [18]. These systems are trained with RL or with plan-
ners that have access to explicit geometry. The present study
addresses the complementary setting in which the navigation
layer is obtained by imitation of human and simulated demon-
strations, where the policy cannot explore its way out of a mis-
leading representation.

2.2 Imitation learning for navigation and its failure modes

Behavior cloning for navigation dates back to end-to-end driv-
ing [27] and to learned planners for ground robots that map 2D
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range scans directly to velocity commands [21]. Pfeiffer et al.
are particularly relevant because they cloned a classical planner
from range input and observed that the cloned policy fails in sit-
uations the demonstrator never encountered [21]. Conditional
imitation learning added high-level commands to resolve ambi-
guity at intersections [28], and ChauffeurNet synthesized per-
turbations to expose the learner to recoveries [31]. Codevilla et
al. documented the limits of behavior cloning, including dataset
bias, high variance across training runs, and an inertia problem
in which the policy correlates its action with spurious cues [29];
de Haan et al. formalized this as causal confusion, where more
information in the observation can make imitation worse be-
cause the learner latches onto nuisance correlates of the expert
action [30]. DAgger addresses covariate shift by querying the
expert on learner-visited states [26], which is costly for human
teleoperation. Our negative result for naive future conditioning
(75.1% versus 76.1%) is consistent with the causal-confusion
account: an extra input that is informative on the training dis-
tribution can still hurt off-distribution.

Large cross-robot navigation models such as GNM [35],
VINT [36], and NoMaD [37] show that imitation on hetero-
geneous data yields reusable visual navigation priors, and
action-chunking and diffusion policies improve how multi-
modal demonstrations are represented [33, 34]. Mandlekar et
al. showed that the quality and the operator composition of
human demonstrations strongly affect what is learned, with
policies trained on mixed-proficiency data underperforming
[32]. This observation is directly relevant to the demonstrator-
bias finding in Section 5.5. Our policy is deliberately smaller
than these models and uses range rather than images, because
the question studied is how the choice of range representation,
not model scale, shapes generalization.

2.3 Predictive and control-aligned perception

FutureRay [1] is the representation this work builds on. It pre-
dicts, for an agile quadruped, the future free range along a set
of directions anchored on the robot’s predicted, control-aligned
trajectory, rather than along fixed sensor-frame bearings at the
current time. Obstacle queries are therefore posed in terms of
what the controller can actually execute: the ray that matters at
a given horizon is the one emanating from where the robot will
be, pointing where it will be heading. FutureRay uses this field
for agile navigation in a pipeline in which the future range is
consumed by a downstream planner or controller. The present
paper differs in three ways. First, the consumer of the field is
an imitation-learned policy, not a hand-designed or RL-trained
controller, so the field must coexist with demonstrator-specific
action labels. Second, we do not train or modify the predictor;
we use a FutureRay-style predictor as a fixed module and study
the policy side of the interface. Third, we explicitly study the
regime in which the prediction is wrong and design the policy to
fall back on present range in that case. In this sense, the work
can be read as an investigation of how to make a FutureRay-
type representation safe to consume by a learned policy.
Predicting future sensory input for control has a longer
history. Visual foresight learns an action-conditioned video
prediction model and plans through it [25], and Kahn et al.
learn action-conditioned predictions of future collision and
progress events and select actions by optimizing over them
[23, 24]. These approaches use predictions inside an explicit
planner. Here the prediction is a policy input, which avoids
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online optimization but makes the policy’s reliance on the
prediction a learned, and therefore controllable, quantity.

2.4 Privileged information and robustness to missing inputs
Learning by Cheating trains a privileged agent with access to
ground-truth state and distills it into a sensorimotor agent [38],
and teacher—student training in legged locomotion follows the
same pattern [4, 7]. Our oracle, a policy trained on ground-truth
future range, plays the role of the privileged agent, but rather
than distilling it we use it as a reference: the oracle-parity ra-
tio measures how much of the benefit of perfect future infor-
mation a policy recovers with predicted information. Range-
representation dropout is related to unit dropout [39] and, more
closely, to ModDrop [40], which drops entire input modalities
during training so that a multimodal network remains functional
when a modality is missing. We extend this from missing to
wrong inputs by adding a corruption mode, because a predic-
tor fails by producing a confident, plausible but incorrect field
rather than by producing nothing.

2.5 Reactive navigation

Artificial potential fields [19] and the dynamic window ap-
proach [20] remain strong reactive baselines in clutter because
they evaluate commands directly against present range. The dy-
namic window approach in particular scores constant-velocity
arcs over a short horizon, which is the classical analogue of the
control-aligned query used by FutureRay. Deep RL mapless
navigation from sparse range [22] showed that learned reac-
tive policies can match such controllers on small robots. The
rule-based reactive baseline in our experiments belongs to this
family and provides a reference for what can be achieved from
present range without learning.

03 Problem Formulation

The robot operates in a planar workspace with obstacle set
O. At decision step t, with control period At = 40 ms,
the navigation policy issues a body-frame velocity command
U = (Ug,t, Uy, wy) € U, where i = [-0.5,1.0] m/s X
[-0.5,0.5] m/s x [—1.0,1.0] rad/s. A learned locomo-
tion controller tracks wu;; the navigation problem therefore
treats the robot as a velocity-controlled planar body with pose
x¢ = (g4, ) € SE(2), position ¢; € R?, and heading 1;.
The observation at step ¢ is

0 = (rty Rta Ft> gt Vt)7 (1)

where 7; € [0, 7ma” is the present range scan with N =
360 angular bins and rpex = 10 m; Ry = (r4—ga, )i, is a
range history of T' = 8 earlier scans spaced A,. = 0.1 s apart;
Fy € [0, rmax) ¥ is a future range field defined below; g; =
(dt, cos 4, sin ;) encodes the goal distance d; and bearing 7;
in the body frame; and v, € RS contains the estimated body
twist and the previously executed command.

Control-aligned future range. Let { = (v,,v,,w) be a
command held constant over a horizon of H steps of length 4.
The predicted body pose after h¢ seconds follows from integrat-
ing the constant twist,

Yp =whd, h=1
hd (2)
n :/ Rot(ws) [vm] ds,
0 v
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expressed in the body frame at time ¢. The control-aligned ray
directions at horizon h are centered on the predicted direction
of travel,

G =tn+x+B, =1, K,

_ 5. 28G-1) ®)
Gi=—F+ =1

where x = atan2(v,;, v, ) is the course angle of the command
(set to 0 when ||(vz,vy)|| < 0.05 m/s), K is the number of
rays, and /3 is the half-width of the ray fan. The ground-truth
future range is the free distance along each ray from the pre-
dicted pose, measured against the obstacle geometry at the cor-
responding future time,

FYlh, j] = min {p € [0, Tmax] :
4
dn +pe(dn,;) € Ot+h6}»

with e(¢) = (cos @, sin¢) and the convention that the mini-
mum over an empty set equals 7p,,. Weuse H = 8,6 = 0.2s
(a 1.6 s look-ahead, i.e., 1.6 m at the maximum forward speed),
K = 15,and 3 = 30°. In simulation F} is available by
ray casting; on a robot it is not, and a predictor ¢ produces an
estimate Ft from onboard range data and the command, as in
FutureRay [1].

Imitation setting. A demonstration dataset D = Dy U
Dsim contains observation—command pairs (o, uf ) from hu-
man teleoperation by operators & € {1,2,3} and from simu-
lator rollouts. A policy mg(u | o) is fitted to D and evaluated
on scenes drawn from a test distribution P.s; whose layouts do
not appear in training. The objective is high success and few
collisions on P, subject to the constraint that 7 only sees
predicted future range F} at test time.

Desired degradation property. Lete; = maxj, ; \Ey[h, j]—
F[h, j]| be the predictor error and let 7g(- | of ) denote the
policy with the future input masked. We seek a policy that (i)
approaches the oracle 7*, trained and evaluated with F™*, when
¢ is small, and (i) approaches 7y(- | o7), a present-range
policy, when €; is large, rather than extrapolating from an
incorrect field.

04 Method

4.1 Control structure

The navigation stack has three layers running at different rates.
(i) The navigation policy runs at 25 Hz (At = 40 ms) and
outputs u;. (ii) A rate limiter enforces acceleration bounds on
the executed command,

u$** = u$* + clip (ut — U, —amaxAt, amaxAt), (5)

with amax = (1.5 m/s?, 1.5 m/s?, 2.0 rad/s®) applied ele-
mentwise, which keeps command changes within what the lo-
comotion controller tracks reliably. (iii) A learned velocity-
tracking locomotion policy of the type introduced in [6], trained
in Isaac Lab, maps u;**¢ and proprioception to joint position
targets at 50 Hz, which are tracked by joint-level PD control.
The navigation policy never commands joints directly; this sep-
aration lets the same locomotion controller serve all compared
navigation methods, so that differences in the results reflect the

navigation layer.
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4.2 Future range input and control proposal

The future field depends on the command used to define the
control-aligned rays in Egs. (2)—(3). A natural choice would be
the command the policy is about to issue, but that command is
the label being predicted: using the demonstrator’s own action
to compute Ft during training would leak the label into the in-
put and invite exactly the causal confusion described in [30].
We therefore define the control proposal as the previously exe-
cuted command,

F, = P (ry, R, &), (6)

.__ ,,exec
St = Up_q,

which is causal, available identically in the demonstration logs
and at deployment, and close to the command about to be issued
because At is short and Eq. (5) bounds the change. The field
answers the question “if the robot keeps doing what it is doing,
how much room will it have along its path over the next 1.6 s?”,
which is the information an imitation policy needs to decide
whether to continue, slow down, or turn. ¢ is a FutureRay-style
predictor [1]; it is trained separately on simulator data with F'*
targets and is frozen during policy training and evaluation. The
oracle policy 7* is identical to the proposed policy except that
it receives F* computed with the same proposal &;.

4.3 Policy architecture

The policy is a transformer encoder [41] over typed tokens. The
present scan is divided into S = 30 angular sectors of 12°; a
shared 1D convolutional encoder maps each sector’s 12 ranges,
in inverse-range form 1/ max(r, 0.1 m) to emphasize nearby
obstacles, to a token 2" € R? with d = 128. The range history
is encoded per sector by a temporal convolution over the 7" = 8
past scans and the present one, producing history tokens zf that
carry apparent obstacle motion relative to the robot. Each row
Ft [h,:] of the future field is embedded by a linear map to a
future token z,f . Goal and proprioception are embedded into
one token 29, and a learned action token z* collects the output.
The input sequence is

... . _R R .

Zr = [Zav 2% 2. + Mi.si Z1is T NS
] e R(2+25+H)xd
b

7

g+ Mow ()
where 7 are learned type-and-position embeddings (sector an-
gle for range and history tokens, horizon index for future to-
kens). Four encoder layers with four heads each process Z;,
and the output at the action token parameterizes a squashed
Gaussian over commands,

Up = Umax O tanh(pg (Zy) +09(Zs) ©€), e ~N(0,1),

(C))
with an asymmetric affine rescaling for the forward-velocity
range. At deployment the mean command uma © tanh(pg)
is executed. Attention over typed tokens was chosen over con-
catenation into a single vector because it allows the action token
to attend to a subset of future rows, for example only the near
horizon, and to ignore masked rows without changing the input

dimension, which the dropout scheme below relies on.

4.4 Range-representation dropout

During training each sample receives one of four dropout
modes m, namely none, full, partial, or corrupt, with probabil-
ities 0.50, 0.25, 0.15, and 0.10, respectively. Masking acts at
the token level:
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5;1: = (1 — bh) Z}Ij + by, ZmaSk,

0 m = none,
©)
bp=+<1 m = full,
Bernoulli(0.5) m = partial,
mask

where z is a learned embedding. In the corrupt mode the
field itself is perturbed before embedding,

Eylh, 5] = clip(s Fy[h, j] + naj, 0, Tmax)s

(10)
s ~U[0.5,1.5], np; ~N(0,02),

with o, = 1.0 m, while the demonstrated command is left un-
changed. The three modes have distinct purposes. Full mask-
ing trains the network to be a competent present-range policy,
so that 79 (- | of ) in the degradation property of Section 3 is a
meaningful fallback rather than an untrained input region. Par-
tial masking prevents the policy from relying on any single hori-
zon. Corruption, the mode that distinguishes this scheme from
modality dropout [40], presents a confident but wrong field to-
gether with an action that was chosen from the true scene; the
only way to fit such samples is to cross-check Ft against the
present scan and history, and to discount the future tokens when
they disagree. A scale perturbation s was included in addition
to additive noise because predictor errors in clutter are typically
systematic over- or under-estimates of free space along an en-
tire fan rather than independent per-ray noise.

4.5 Training objective and data

The policy is trained by maximum likelihood on the demonstra-
tions under the dropout distribution,

LO) =Y weE(p, up)p,. En { — log g (uf | 5§m>)}

+AE[|1o(Ze) — po(Ze-1) 3]

(11)
where 6§m) is the observation after applying mode m, c ranges
over the teleoperation and simulation sources, the weights w,
balance the two sources so that each contributes half of every
mini-batch, and the second term with A = 0.01 discourages
command chatter between consecutive steps of the same trajec-
tory. The likelihood is evaluated on the pre-squash Gaussian
with the change-of-variables correction for tanh. Teleoperation
data comprise 12 h from three operators; simulator data com-
prise 2000 rollouts in the training scenes. Because the field Ft
is a deterministic function of logged quantities and the frozen
predictor (Eq. (6)), it is recomputed offline for every logged
step.

4.6 Behavior when the predictor is wrong

At deployment nothing is masked explicitly; the policy always
receives Ft. The fallback in the degradation property arises
from training: since full-mask samples teach a present-range
solution and corrupt samples teach the policy to discount fields
inconsistent with 7; and Ry, an inconsistent field at test time
is treated similarly to a masked one. The policy thus does not
attempt to extrapolate from a field it cannot reconcile with its
present observations. This is a deliberate trade-off: the policy
cannot benefit from a correct prediction that happens to con-
tradict the present scan, for example a prediction of free space
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Table 1: Design parameters of the navigation layer.

Parameter Value

Policy period At 40 ms (25 Hz)

Locomotion controller rate 50 Hz

vy € [—0.5,1.0] mis, v, € [—0.5,0.5] m/s,
w € [—1, 1] radis

N = 360 bins, rpax = 10 m, S = 30 sectors
Range history T = 8scans, A, =0.1s

Future field H=2875§=02s K =15 08=30°

4 layers, 4 heads, d = 128

Dropout modes none / full / partial / corrupt: 0.50/0.25/0.15/0.10
Corruption s ~U[0.5,1.5], 0, =1.0m

Command bounds U/

Present scan

Transformer

behind a currently visible but moving obstacle. Section 5.5 ex-
amines how this behavior appears in the recorded trials.

05 Experiments

5.1 Platform and setup

All experiments use a simulated ANYmal quadruped in Isaac
Lab [43]. Training uses 20 cluttered scenes with 5 seeds each.
The demonstrations are 12 h of teleoperation by 3 operators and
2000 simulator rollouts. The policy is the transformer imitation
model of Section 4. Evaluation is performed on 10 unseen clut-
tered scenes whose layouts do not occur in training. No hard-
ware trials are reported in this version of the manuscript; the
platform name refers to the simulated ANYmal model through-
out.

REPORTING NOTE

All values in Tables 2—4 are the final recorded aggregates for each
method and are reproduced verbatim. Per-seed dispersion was not
recorded with these aggregates and is therefore not reported; differ-
ences of about one percentage point between methods should be read
as ties.

5.2 Compared methods and metrics

Four navigation layers are compared on top of the same loco-
motion controller. Imitation, present range only uses the archi-
tecture of Section 4 without future tokens. Imitation, present
+ future (no dropout) receives Ft but is trained without range-
representation dropout. Rule-based reactive baseline is a hand-
designed controller that maps the present scan and goal to ve-
locity commands in the tradition of [19, 20]. Ours is the full
method: future-conditioned, with range-history encoding and
range-representation dropout. The oracle 7* is used only as a
reference for the parity ratio.

Four metrics are reported. Success rate is the percentage
of evaluation episodes in which the robot reaches the goal re-
gion before the time limit. Collision-free distance is the to-
tal distance traveled divided by the number of collision events,
in km per collision; larger is better. Oracle-parity ratio com-
pares each method with the oracle trained on ground-truth fu-
ture range, using success weighted by path length (SPL) [44]:

1Y 2
PL = — v
S M ;Sl max(p;, 4;)’

(12)

parity(m) = SS;L(E:T*))’
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where S; is the success indicator, ¢; the shortest-path length,
and p; the executed path length of episode 7. Decision latency
is the 95th-percentile time from range-scan arrival to command
output, including predictor inference for the future-conditioned
variants; the budget is the 40 ms control period.

5.3 Main results

Table 2 summarizes the comparison. The full method reaches
88.4% success, 12.3 percentage points above present-range-
only imitation (76.1%), 13.3 points above future conditioning
without dropout (75.1%), and 14.1 points above the rule-based
reactive baseline (74.3%). In terms of failures, the failure
rate falls from 23.9% for present-range imitation to 11.6%, a
reduction of slightly more than half. Collision-free distance
improves from 3.8 to 4.2 km per collision, an increase of about
10.5%, or from roughly 0.26 to 0.24 collisions per km. The
gain in collision-free distance is thus considerably smaller than
the gain in success; most of the improvement comes from
episodes that previously ended without reaching the goal rather
than from fewer contacts per kilometer.

The oracle-parity ratio of 0.81 indicates that the conditioned
policy recovers 81% of the SPL of a policy given perfect future
range; it does not match the oracle, and the remaining gap of
0.19is attributable to predictor error and to the conservative fall-
back described in Section 4.6. Present-range imitation attains
0.72, and naive future conditioning attains 0.77. The latter is
notable: adding the predicted field without dropout raises par-
ity by 0.05 yet lowers success by 1.0 point and leaves collision-
free distance essentially unchanged (3.9 versus 3.8). Because
parity is SPL-based, this pattern suggests that the undefended
policy uses the field to take more efficient paths in episodes
where the prediction is accurate, while losing other episodes in
which it trusts a wrong prediction; the recorded aggregates are
consistent with this interpretation but do not isolate it.

All methods meet the 40 ms budget at the 95th percentile.
The full method has the lowest recorded p95 latency, 18.7 ms,
2.2 ms below present-range imitation, despite running the pre-
dictor. The recorded data do not include a timing breakdown,
so the source of this difference is not established here; it should
not be read as a computational advantage of future condition-
ing.

5.4 Ablation

Table 3 removes one component at a time. Removing future-
range conditioning causes the largest drop, 12.5 points to
75.9%, which is within 0.2 points of the present-range-only
baseline in Table 2 and confirms that the future field is the main
source of the improvement. Removing representation dropout
costs 7.7 points (80.7%), and removing range-history encoding
costs 4.5 points (83.9%). The history result is consistent with
the role assigned to history in Section 4.4: the corrupt-mode
samples can only be fit by cross-checking the future field
against present and recent observations, so history supports the
dropout mechanism as well as providing motion cues.

The ablation without dropout (80.7%) is markedly better than
the main-table variant “present + future (no dropout)” (75.1%).
The two are not the same configuration: the ablation removes
dropout from the full model and retains every other compo-
nent, whereas the main-table variant represents the plain future-
conditioned imitation baseline. The recorded results do not
by themselves identify which of the remaining differences ac-
counts for the 5.6-point gap; the interaction between history
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Table 2: Main comparison on 10 unseen cluttered scenes (simulated ANYmal, Isaac Lab).

Method Success rate (%) Collision-free distance (km per Oracle-parity ratio (vs ground-truth Decision latency p95
collision) future range) (ms)

Imitation, present range only 76.1 3.8 0.72 20.9

Imitation, present + future (no dropout) 75.1 3.9 0.77 21.3

Rule-based reactive baseline 74.3 3.6 0.74 20.7

Ours 88.4 4.2 0.81 18.7

Table 3: Ablation of the full method on the unseen scenes; each row
removes one component.

Variant Success rate (%)
Ours (future-conditioned + dropout) 88.4
w/o future-range conditioning 75.9
w/o representation dropout 80.7
w/o range-history encoding 83.9

encoding and dropout is the most plausible candidate, and a
factorial ablation would be required to confirm it.

5.5 Failure cases

Dense low clutter. Unseen scene 7 contains dense, low obsta-
cles. Here present-range-only imitation collides 2.1 times per
km, compared with 0.5 times per km for the full method, a fac-
tor of 4.2. In collision-free-distance terms this is roughly 0.48
versus 2.0 km per collision, both well below the aggregate fig-
ures in Table 2, so scene 7 is difficult for every method. The gap
is nevertheless the largest recorded, and it is where future con-
ditioning matters most: in dense clutter the present scan shows
many nearby returns but does not reveal which of them lie on
the robot’s path over the next second, which is exactly what the
control-aligned field encodes. Even with conditioning the pol-
icy still collides about once every 2 km in this scene, so dense
low clutter remains an open case.

Predictor errors. In 5% of trials the predictor is wrong by
more than 1.5 m. In these trials the dropout-trained policy re-
verts to present-range behavior instead of extrapolating from
the incorrect field. This is the behavior targeted by the degra-
dation property in Section 3 and is a direct consequence of the
full-mask and corrupt modes. It also bounds what the method
can deliver: in these trials the policy performs at best like a
present-range policy, so improving the predictor in the regimes
where it fails is a direct route to further gains.

Demonstrator bias. Operator 2 teleoperated with aggres-
sive turns. This style transfers worst: on that operator’s dis-
tribution the oracle-parity ratio is 0.74, against 0.83 overall in
the same per-operator breakdown. The per-operator aggregate
of 0.83 was computed separately from the unseen-scene fig-
ure of 0.81 in Table 2, and the recorded data do not recon-
cile the two aggregations; both are reported as recorded. The
qualitative conclusion does not depend on this: imitation re-
produces the demonstrator’s control style. A plausible mecha-
nism, not isolated by the recorded data, is that aggressive turn-
ing reduces the value of a field computed under the constant-
command proposal of Eq. (6), since that proposal is least ac-
curate when the command changes quickly. This mirrors the
sensitivity to demonstrator composition reported for manipula-
tion [32].

06 Limitations

KAGG:2609.00007

Simulation only. All results come from a simulated ANYmal
inIsaac Lab. No physical ANYmal trials are reported here, and
the sim-to-real behavior of both the predictor and the dropout
fallback is untested. Simulated range data lack the dropouts,
multipath returns, and vegetation of real LiDAR, which are
likely to increase the 5% rate of large predictor errors.

Statistical reporting. Results are aggregates over 5 seeds
and 10 unseen scenes without recorded dispersion, so small
differences, such as 76.1% versus 75.9% or 3.8 versus 3.9 km
per collision, cannot be distinguished from noise. The large ef-
fects (a 12.3-point success gain, a 12.5-point ablation drop) are
well beyond such differences, but confidence intervals should
accompany any future version.

Demonstrator bias. The policy inherits demonstrator style,
as the Operator 2 result shows. With only three operators,
the study cannot separate style effects from operator skill,
and weighting or filtering demonstrations by style was not
explored.

Proposal and fallback design. The constant-command pro-
posal is causal and leak-free, but it is a poor description of the
robot’s future motion during sharp maneuvers, which is plausi-
bly part of the Operator 2 effect. The fallback is conservative
by construction and forgoes correct predictions that contradict
the present scan. Finally, the predictor is frozen; joint train-
ing of predictor and policy could reduce the 0.19 parity gap but
would reintroduce the risk of the policy co-adapting to predictor
idiosyncrasies.

Scope of metrics. The evaluation covers success, collision-
free distance, SPL-based parity, and latency. It does not include
completion-time measures, dynamic obstacles, or rough terrain,
all of which are relevant for a legged platform.

07 Conclusion

This paper studied how to condition an imitation-learned
quadruped navigation policy on a predicted, control-aligned
future range field of the FutureRay type. Conditioning alone
does not help: without safeguards the policy reaches 75.1%
success, no better than present-range imitation at 76.1%. With
range-representation dropout, which masks or corrupts the
future input during training, the policy reaches 88.4% success
on unseen cluttered scenes, raises collision-free distance from
3.8 to 4.2 km per collision, attains an oracle-parity ratio of 0.81
relative to a policy trained on ground-truth future range, and
reverts to present-range behavior in the 5% of trials in which
the predictor is wrong by more than 1.5 m. The ablations
attribute the largest share of the improvement to future condi-
tioning and a substantial share to dropout. The principal open
steps are validation on physical ANYmal hardware, reporting
of dispersion across seeds, and mitigation of demonstrator bias
in the teleoperation data.
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Table 4: Recorded failure cases and their interpretation.
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Case Recorded observation

Interpretation

Unseen scene 7 (dense low clutter)

Predictor error above 1.5 m (5% of tri-

als)

Operator 2 (aggressive turns)

sions per km

of extrapolating

Present-range-only imitation: 2.1 collisions per km; ours: 0.5 colli-

Dropout-trained policy degrades to present-range behavior instead

Oracle-parity ratio 0.74 on this operator’s distribution vs 0.83 overall

The largest per-scene gap; consistent with future conditioning being
the source of the improvement
Intended fallback of Section 4.6

Demonstrator bias inherited through imitation
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