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ABSTRACT

Reported performance of quadruped navigation planners is rarely comparable across papers, because each evaluation couples the planner with
a particular velocity interface, terrain definition, and sensor rig. This paper presents a unified evaluation harness that isolates these three axes.
The interface axis spans an ideal velocity tracker, a calibrated-opaque interface identified by planner-conditioned active calibration, and two
native platform interfaces; the terrain axis comprises six standardized courses (flat, mixed, stairs, narrow, cluttered, rough); and the sensor
axis comprises LIDAR-only, LiDAR+vision, and degraded rigs. A fixed set of four planners, with a configuration-driven cross-embodiment
planner as the reference stack, is executed on Go2-class, B2-class, and ANYmal-class assets, and every run emits a standardized 214-field
results record. Across 6480 standardized runs, the harness reaches 95.7% cross-platform run parity and 100.0% record schema completeness
at 2.3 s of overhead per run and measures nine confounding factors, compared with 82.9% parity for raw-score ranking and 87.0% when
only the interface axis is held fixed, both of which measure eight. Ablations show that removing the interface, terrain, or sensor-rig axis
lowers parity to 74.5%, 80.3%, and 86.4%, respectively. A case study shows that a planner ranked first on raw scores falls to third once the
interface axis is held fixed, because its advantage stemmed from a favorable interface on one platform. Recorded failure cases, including
sanity-check quarantines and gait-mode switching delays, are reported as harness observations rather than discarded.

INDEX TERMS quadruped navigation, evaluation harness, velocity interface calibration, benchmarking, cross-embodiment local planning, reproducibility

KAGG NOTE A ranking of quadruped navigation planners is only interpretable when the velocity interface, terrain course, and sensor rig are held fixed and recorded as explicit

axes; otherwise the ranking can reflect interface luck rather than planning quality.

01 Introduction on planner-conditioned active calibration, GAUGE [8], shows
that this map can be identified online by treating the controller
as an opaque interface and probing it with commands drawn
from the planner’s own operating regime. Configuration-
driven planning, exemplified by AgniNav [9], shows that a
single local planner can be deployed across embodiments by
exposing body geometry, sensors, and velocity limits as an ab-
stract configuration. Neither line of work, however, addresses
the evaluation question directly: how should a comparison
among planners be structured so that interface, terrain, and
sensor differences are measured rather than silently absorbed
into planner scores?

This paper presents a unified evaluation harness that answers
this question by making each confounding source an explicit,
controlled axis. The harness evaluates a fixed set of planners
on three quadruped platforms, varies the velocity interface, the
terrain course, and the sensor rig independently, and writes
every run to a standardized results record whose schema is
checked automatically. Runs that fail a sanity check are quar-
antined rather than dropped, and platform-specific events such

Quadruped robots have moved from laboratory demonstrations
of robust locomotion [1, 2, 3] to field deployments in which a
navigation stack must choose where the robot goes, not only
how it places its feet [4, 5]. As the number of navigation
methods for legged platforms has grown, so has the number
of published comparisons among them. Those comparisons,
however, are difficult to interpret. One paper evaluates on
a small quadruped through the vendor’s high-level velocity
interface, another on a larger industrial platform through a
different locomotion manager, a third in simulation with an
ideal velocity tracker; the terrain is called “rough” in all three
but means different step heights and obstacle densities; and the
sensing ranges from a single LiDAR to a fused LiDAR and
camera rig. When a planner is reported to outperform another,
it is rarely possible to say whether the margin is due to the
planner, the interface, the course, or the sensors.

The velocity interface is the least visible of these factors
and arguably the most consequential. A navigation planner
emits body-frame twist commands; the locomotion controller

beneath it converts those commands into realized motion with
its own gain, latency, saturation, and gait-mode logic. Learned
locomotion controllers in particular are trained to track com-
mands only approximately [6, 7], and the resulting command-
to-motion map differs from platform to platform. Recent work
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as gait-mode switches are recorded as interface-axis observa-
tions rather than as planner failures. The contributions are as
follows:

1. A formulation of cross-platform planner comparison in
which the velocity interface, terrain course, and sensor rig
are separate axes, together with two record-level quality
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measures, cross-platform run parity and schema complete-
ness, that quantify whether a comparison is commensurable
(Section 3).

2. An evaluation harness that implements the three axes: a
parametric interface layer with ideal, calibrated-opaque
(GAUGE-identified), and native platform variants; six
standardized terrain courses; and three sensor rigs includ-
ing a degraded rig, with a 214-field results record and a
quarantine-based sanity check (Section 4).

3. A measurement of the confounding factors present on Go2-
class, B2-class, and ANYmal-class assets over 6480 stan-
dardized runs, with an ablation that attributes the loss of
comparability to each axis (Section 5).

4. A case study in which a planner ranked first on raw cross-
platform scores falls to third once the interface axis is held
fixed, together with a discussion of the recorded failure
cases (Sections 5.4 and 5.5).

The harness is not a new planner and does not claim to
improve navigation performance. Its purpose is to make
published-style comparisons reproducible and to expose when
a reported ranking depends on factors other than the planner
itself.

02 Related Work

2.1 Legged locomotion as the layer beneath navigation
Reinforcement-learned locomotion controllers now provide ro-
bust blind and perceptive walking on quadrupeds. Hwangbo et
al. [1] trained policies with learned actuator models on ANY-
mal, Lee et al. [2] extended this to challenging natural terrain
with a teacher-student scheme, and Miki et al. [3] fused exte-
roception and proprioception for robust perceptive locomotion
in the wild. Massively parallel training [6, 10] made such con-
trollers inexpensive to produce, and adaptation modules such
as RMA [11] and egocentric-vision policies [12] widened the
range of terrain they handle. Agile skills such as parkour [13,
14, 15] blur the boundary between locomotion and navigation.
Model-based alternatives, such as perceptive nonlinear model
predictive control [16], remain common on industrial platforms,
and the survey by Ha et al. [17] reviews both families. For nav-
igation evaluation, the key observation is that all of these con-
trollers expose a commanded-velocity interface whose tracking
behavior is a design outcome rather than a specification: Walk
These Ways [7] explicitly exposes gait parameters that change
how a velocity command is realized. The harness therefore
treats the locomotion controller as part of the interface axis in-
stead of as a fixed property of the robot.

2.2 Opaque velocity interfaces and their calibration

GAUGE [8] addresses the fact that a quadruped’s velocity con-
troller is usually an opaque interface: the navigation stack can
send commands and observe the resulting motion but cannot in-
spect the controller. GAUGE issues planner-conditioned probe
commands, that is, excitation drawn from the distribution of
commands the planner actually produces, and fits a calibrated
model of the command-to-motion response online. Its objective
is better closed-loop navigation on a given robot. The present
work uses the same idea for a different purpose. The calibrated-
opaque level of the interface axis is obtained with a GAUGE-
style identification, but the identified model is used to present
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every platform to the planners through a common reference re-
sponse, so that differences in interface behavior are held fixed
and can be measured separately. GAUGE thus supplies the
mechanism that makes “holding the interface fixed” operational
on platforms whose controllers cannot be modified. Classi-
cal sim-to-real work addressed related mismatches through dy-
namics randomization [18, 19] and identified actuator models
[1, 20]; those methods change the policy so that it tolerates mis-
match, whereas the harness records the mismatch as a measured
factor.

2.3 Cross-embodiment and configuration-driven local plan-
ning

AgniNav [9] is a configuration-driven local planner: rather than
retraining or re-engineering the planner for each robot, it reads
an abstract robot configuration describing body geometry, sen-
sor placement, and velocity limits, and uses that configuration
to parameterize collision checking and command generation so
that one planning stack runs on different embodiments. We
adopt AgniNav as the reference stack of the harness for exactly
this reason: because its embodiment dependence is confined to
a declared configuration, any residual cross-platform variation
in its results can be attributed to the axes the harness controls
rather than to per-platform tuning. CeRLP [21] pursues a re-
lated goal for visual navigation by converting heterogeneous
observations into a unified geometric representation before lo-
cal planning. Learned navigation approaches also address em-
bodiment: Truong et al. [22] learn navigation skills for legged
robots with learned embodiment models, Fu et al. [23] cou-
ple vision and proprioception for legged navigation, Rudin et
al. [24] learn locomotion and local navigation end-to-end, and
ArtPlanner [5] combines sampling-based planning with learned
reachability for field deployment. General navigation models
such as GNM [25], VINT [26], and NoMaD [27] train across
many robots with a normalized action space. These works aim
to transfer a method across embodiments; the harness instead
aims to evaluate methods across embodiments without letting
embodiment-specific interfaces bias the comparison. The two
goals are complementary, and the configuration abstraction of
AgniNav is what allows the reference stack to be held constant
across platforms.

2.4 Terrain and sensor representation

Legged navigation stacks typically consume a robot-centric el-
evation map [28] built from LiDAR or depth sensing, often
with LiDAR-inertial odometry such as FAST-LIO2 [29]. Self-
supervised traversability estimation [30, 31] adds a visual chan-
nel that distinguishes geometrically similar but physically dif-
ferent terrain. Field systems such as CERBERUS [4] show that
sensor degradation, from dust, darkness, or reflective surfaces,
is aregular operating condition rather than an exception. These
works motivate the sensor axis of the harness: rigs differ in
modality and in effective range, and both must be fixed and
recorded for scores to be comparable.

2.5 Benchmarks and evaluation methodology

Embodied-AI platforms such as Habitat [32] standardized
simulated navigation evaluation, and Anderson et al. [33]
proposed shared metrics such as success weighted by path
length. Yokoyama et al. [34] argued that such metrics ignore
dynamics and introduced success weighted by completion
time, a point that is sharper for legged robots whose achievable

KAGG Preprint Style v1.0 2/8



KAGGLEYEs ACADEMY ¢ E-PRINT REGISTRY « KAGG:2610.00001

KAGGLEYEs ACADEMY E-PRINT REGISTRY

speed depends on the interface. Kadian et al. [35] showed that
simulation rankings may fail to predict real-world rankings un-
less the simulator is tuned for predictivity. For ground robots,
BARN [36] provides standardized obstacle courses of graded
difficulty, and the BARN Challenge [37] documented how dif-
ferences in deployment details affected outcomes; Xiao et al.
[38] survey learned navigation more broadly. Orbit [39] and
Isaac Gym [10] supply the simulation substrate on which har-
nesses of this kind can be built. Outside robotics, Henderson
et al. [40] showed that implementation details and seeds can
dominate reported differences between reinforcement learning
methods. The present harness applies the same concern to
quadruped navigation and identifies the velocity interface as a
confound that existing benchmarks for wheeled or simulated
agents do not need to model.

03 Problem Formulation

Let P denote the set of platforms, II the fixed set of planners, Z
the set of velocity-interface levels, C the set of terrain courses,
and S the set of sensor rigs. In this study |P| = 3, |II| = 4,
IC| = 6, and |S| = 3, and Z = {tid, Lcals La, L} CONtains the
ideal, calibrated-opaque, and two native platform interfaces. A
run is indexed by the tuple

p=(mpt,c,s80) EMlXxPXIXxCxSxE (1)

where o is a seed that fixes the start pose, goal sequence,
and stochastic disturbances. During a run the planner observes
a local map M, and goal g and emits a commanded body twist
uf = (vg,vy,w,) € R3. The platform realizes a twist v;
through the interface map

vor = Py, (US:T) , )

which is a causal, possibly stochastic operator that depends
on both the platform and the interface level. Each run produces
a results record r(p) € R with F' = 214 fields, which in-
clude the outcome metrics, the axis descriptors, interface ob-
servations, and sanity flags.

Scores and rankings. For an outcome metric m, the score
of planner 7 under a condition is the mean over seeds, S(7 |
p.t.¢,s) = + > m(r(p)). A published-style raw ranking
aggregates over platforms using each platform’s native conven-
tions,

Seaw () = IP\ZS | P, 5) ®3)

peEP

where L?f“, Cp, and s,, are the interface, course definition, and

rig that happen to be used on platform p. A controlled ranking
instead holds the axes fixed and averages over the full design,

Sew (7 S (m Leal, Cy S 4
ctrl( ) |P||C||S‘Ig:s |p; caly ) ( )
A confounding factor is a variable z that differs across plat-
forms under the raw protocol and affects m; it is measured if
the record contains an observable from which its value on every
run can be recovered.
Commensurability. A comparison is meaningful only if the
records being compared describe the same experiment up to
the platform. Let ¢t = (m,¢,¢,s,0) be a matched tuple and
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X : R x R — {0, 1} a consistency predicate that checks that
two records share the course specification, goal set, rig descrip-
tor, interface normalization, and the mandatory fields. Cross-
platform run parity is

Par = Z H x (7 r(t.p"), (5)

tETp p'EP

the fraction of matched tuples whose records are pairwise
consistent across all platforms. Record schema completeness
is the mean fraction of fields that are present and valid,

Comp = Z Z J¢ [ present and valid] .~ (6)

|R‘ 7“672

The design problem is to construct ®,, ,, the course and rig
definitions, and the record so that Par and Comp are high, the
set of measured confounding factors is as large as possible, and
the per-run overhead of the harness remains small relative to
the run itself.

04 Harness Design

4.1 Architecture

The harness wraps each run in four stages. A scenario compiler
expands a tuple p into a concrete course instance, rig configura-
tion, and interface configuration, and hashes each specification.
An interface layer sits between the planner and the platform’s
locomotion controller and implements @, ,. A runner executes
the episode, with the locomotion controller and interface layer
stepping at a command period of At = 20 ms (50 Hz) and the
planner at 10 Hz with zero-order hold onto the command stream.
A recorder assembles the results record, validates it against the
schema, and applies the sanity checks. The planners never see
which interface level, course, or rig is active beyond what their
own inputs reveal, and every planner receives the same map
representation and goal sequence for a given p.

4.2 Interface axis

All interface levels are expressed through one parametric re-
sponse model with parameters § = (G, b, 7,d, 7, X):

Vi1 = Ag v + (I — Ag) saty (G uk—a + b) + i,

7
nkNN(OﬂE)v @

where wuj is the command issued to the controller at
step k, G € R3*3 is the command gain including cross-
coupling between lateral and yaw channels, b is a bias,
Ap = diag(e= 2t/ e~ At/Ty e~ AL/Tw) encodes first-order
tracking lag with per-channel time constants 7, d is an integer
command delay in steps, sat; clips each channel to the platform
limit v, and 7y, is tracking noise. The four levels differ in how
0 is obtained and how the planner’s command is mapped to .

Ideal. The ideal level sets Ay = 0,G = 1,b =0,d =
0, and ¥ = 0, so that 41 = satz(uj;). It reproduces the
assumption made by kinematic simulation and isolates planning
quality from tracking quality.

Native. The native levels ¢4 and tg pass ur = uj, directly
to the platform’s own velocity interface. ¢5 follows the con-
vention of a vendor high-level velocity API shared by the Go2-
class and B2-class assets, and ¢g follows a locomotion-manager
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convention used by the ANYmal-class asset, in which the man-
ager may switch gait modes in response to terrain or command
changes. Native levels are what most published evaluations im-
plicitly use.

Calibrated-opaque. The calibrated level first identifies ép
for each platform with a GAUGE-style procedure [8]. Probe
commands u, = uj + & superimpose small excitations &,
on commands sampled from the reference planner’s own com-
mand distribution on a calibration course, so that the identified
model is accurate where planners operate. The parameters are
fitted by regularized prediction-error minimization,

ép = argrneinz k1 — fo(vr, kad)H;fl
k (8)
+ X116 — 6o]l*,

where fy is the noise-free part of Eq. (7), €y is a nominal
prior, and A > 0 trades off fit and prior. The delay d is se-
lected by enumeration over a small integer range. The identi-
fied model is then used to present every platform through a com-
mon reference response. The planner command is first shaped
by a reference filter,

ak+1 = Ares tiy, + (I - Aref) UZ_(dmf_(ip),

©)

Tref = MAX Ty, dpet > Maxdp,
2 p

and the issued command inverts the identified static map,

Up = G;l (satpm(ﬂk) - bp) , Dot = rn;n Up.  (10)

Choosing the reference time constant and delay no smaller
than the slowest platform’s, and the reference limits no larger
than the most restrictive platform’s, makes the reference re-
sponse realizable on every platform: the inverse in Eq. (10)
only removes gain and bias, while lag and delay are padded
up rather than cancelled, which avoids the noise amplification
of a dynamic inverse. Holding the interface fixed therefore
means that all platforms respond to u* approximately as the
same first-order, delayed, saturated system. The residual

K
1
€k = Vg — V;rgef7 Ly = E E ||€lc||27 (11
k=1

between realized motion and the reference model is written
to the record as an interface-axis observation, so that imperfect
normalization is measured rather than hidden.

Gait-mode events. Interfaces such as ¢p can switch gait
modes, during which commands are not tracked. The interface
layer detects mode transitions from the controller’s status chan-
nel and records each event with its start time and duration. The
time spent in transitions is subtracted from planner-attributed
time and logged as an interface-axis observation; this is the
ninth confounding factor in Table 1.

4.3 Terrain axis

Each course ¢ € C is specified by a parameter vector ¢, =
(Le, We, he, pe, 0c): route length L., minimum corridor width
w,, maximum step height h,., obstacle density p., and surface
roughness amplitude o.. The six courses are flat (baseline ge-
ometry with sparse static obstacles), mixed (segments of the
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other classes in a fixed order), stairs (ascending and descend-
ing flights), narrow (corridors close to the body width), clut-
tered (dense static obstacles requiring repeated replanning), and
rough (heightfield terrain without discrete obstacles). Because
the same course should challenge platforms of different size
comparably, geometric parameters are expressed relative to the
body: the corridor clearance is reported as

ne(p) = = (12)

where W, is body width including the swing envelope and
H,, is nominal leg length. The courses are instantiated from
fixed seeds, and the course hash hash(%)., o) is part of the
record so that the consistency predicate x can verify that two
platforms ran the same instance.

4.4 Sensor axis

The three rigs are LIDAR-only, LiDAR+vision, and degraded.
The LiDAR model produces per-beam ranges

7; = min(7;, Tmax) + €; with probability 1 — pgrop,

3
€5 NN(O,G?), )

\3
AN
I

@ with probability parep,

where 7.« is the configured maximum range, which is well
below the tens-of-meters rating of typical units so that planners
see a local rather than global view. The LiDAR+vision rig adds
an RGB-D stream used by planners that consume semantic or
traversability cues. The degraded rig reduces ryay, raises prop
and o0, and introduces bursty dropout to emulate dust or specu-
lar surfaces. All rigs are mounted according to each platform’s
configuration so that the field of view is consistent relative to
the body. For each run the recorder computes the dropout frac-
tion

1~ Mvatia(t)
dp)=1- > =5, (14)

where 7,114 (t) and 7exp (t) are the valid and expected returns
in scan t.

4.5 Planner set and reference stack

The fixed planner set contains four planners: a configuration-
driven reference stack, a reactive baseline, a learned policy,
and a rule-based planner. All four consume the same robot-
centric elevation map [28] and goal sequence and emit u; at
10 Hz. The reference stack is AgniNav [9], instantiated from a
per-platform configuration

. bod — - —
Kp = (‘F;m ,Tsensgr,w Up, Qp, wp) ) (15)
comprising the footprint polygon J,, the sensor extrinsics,
and the velocity, acceleration, and yaw-rate limits. As instanti-
ated in the harness, the reference stack selects among candidate
trajectories & over a short horizon by minimizing

J(&) = wgd(&r,g) +wo > car (6n ® Fp)

h=0

H
+ Wy Z”Uh T
h=1

(16)

st up| < (Tp,0p),

KAGG Preprint Style v1.0 4/8



KAGGLEYEs ACADEMY ¢ E-PRINT REGISTRY « KAGG:2610.00001

KAGGLEYEs ACADEMY E-PRINT REGISTRY

where d(£g, g) is the remaining distance from the horizon
end to the goal, cps (&), @ F)) is the map cost of the footprint
placed at pose &, and wgy, w,, w,, are weights shared across
platforms. Only ,, differs between platforms. Using a planner
whose embodiment dependence is confined to ), as the refer-
ence makes it a control: its cross-platform variation under fixed
axes should be explained by ;,, and by recorded interface resid-
uals, and deviations from that expectation flag harness defects.
The velocity limits in x,, are set below the platforms’ hardware
ratings, within the 1-5 m/s range typical of quadrupeds, and are
intersected with 7. when the calibrated interface is active.

4.6 Results record and sanity checks

Every run emits a JSON record (schema v0.5, 214 fields) orga-
nized in five groups: run identity and specification hashes; axis
descriptors (6 or ép, ), Tig parameters, Kp); outcome metrics;
interface-axis observations (Ejis, gait-mode events, saturation
counts); and sanity flags. Outcome metrics include success, col-
lision count, path length ratio, and a completion-time score in
the spirit of [34],

T™(p)
max (T'(p) — Tg(p), T (p))’
17)
where T is the time required by the reference response
model along the shortest feasible path and T, is the time spent
in recorded gait-mode transitions. The recorder validates each
record against the schema and evaluates sanity predicates, in-
cluding the dropout check §(p) < dyax, where the threshold
Omax is set per rig in the configuration. A run that fails a predi-
cate is quarantined: it remains in the record set with its flag set
and is excluded from scores by default, but it is never deleted,
so that quarantine rates are themselves reportable.

Miime () = W [success] -

4.7 Confounding-factor accounting

Table 1 lists the nine confounding factors the harness records,
grouped by axis. A factor counts as measured when its value
is recoverable from every record. Rank stability between two
protocols is summarized by the Kendall rank correlation over
planners,

T - 1) \H|—1 ngn = 5um)

- sgn (Sz(ﬂ) - §2(7/)) ’

which the harness reports alongside the per-planner rank
changes used in the case study of Section 5.4.

(18)

05 Experiments

5.1 Setup

The study uses harness v0.5 with three quadruped platform
assets (Go2-class, B2-class, and ANYmal-class), the six stan-
dardized terrain courses (flat, mixed, stairs, narrow, cluttered,
rough), the three sensor rigs (LiDAR-only, LiDAR+vision, de-
graded), and the fixed set of four planners (configuration-driven
reference stack, reactive baseline, learned policy, rule-based).
Each platform—course-rig cell receives 120 standardized runs,
which span the planner set and interface levels, for a total of
120 x 3 x 6 x 3 = 6480 runs. Each run emits a results record
under JSON schema v0.5 with 214 fields.
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REPRODUCIBILITY NOTE

All 6480 records, including quarantined runs, are retained in the
record set. Specification hashes for courses, rigs, interface configura-
tions, and platform configurations are stored in every record, so that
any reported comparison can be re-derived by filtering records rather
than by re-running experiments.

The full harness is compared with two comparison pro-
tocols that reflect how cross-platform results are typically
assembled. The raw-score protocol ranks planners by Eq. (3):
each platform runs on its native interface, and records are
assembled by per-platform logging without interface control.
The interface-fixed protocol drives all platforms through the
calibrated-opaque interface, Eq. (9)—(10), but otherwise uses
the same assembly as the raw-score protocol. The full har-
ness controls all three axes and applies the recorder and sanity
checks of Section 4. The reported measures are cross-platform
run parity, Eq. (5); record schema completeness, Eq. (6);
harness overhead per run, the wall-clock time spent by the pro-
tocol outside the episode itself; and the number of confounding
factors measured.

5.2 Main comparison

Table 2 reports the main comparison. The full harness reaches
95.7% cross-platform run parity, 12.8 percentage points above
the raw-score protocol (82.9%) and 8.7 points above the
interface-fixed protocol (87.0%). Holding the interface fixed
therefore recovers roughly a third of the gap between raw-score
ranking and the full harness (4.1 of 12.8 points); the remainder
comes from controlling terrain and sensor rigs and from the
record-level checks. Schema completeness is 100.0% for the
full harness, against 96.9% and 93.8% for the two protocols.
The lower completeness of the interface-fixed protocol rela-
tive to the raw-score protocol is consistent with the calibrated
interface introducing fields, such as identified parameters and
residuals, that per-platform logging does not always populate;
schema validation at record time is what closes this gap in the
full harness. Overhead per run is 2.3 s for the full harness,
against 2.5 s and 2.4 s for the two protocols, so the additional
checks do not add cost relative to the conventional assembly
pipelines; we attribute this to the recorder writing a single
validated record per run instead of post-hoc merging of per-
platform logs, although the measurements do not isolate that
cause. Finally, the full harness measures nine confounding
factors against eight for both protocols. The additional factor
is gait-mode transition time (factor 9 in Table 1), which the
conventional protocols fold into planner-attributed time.

5.3 Ablation over axes

Table 3 removes one axis at a time from the full harness, in
which case the corresponding factor is neither controlled nor
recorded. Removing the sensor-rig axis lowers parity from
95.7% to 86.4% (a drop of 9.3 points), removing the terrain
axis lowers it to 80.3% (15.4 points), and removing the inter-
face axis lowers it to 74.5% (21.2 points). The interface axis is
thus the largest single contributor to cross-platform compara-
bility, followed by terrain and then the sensor rig. The ordering
is consistent with the main comparison, in which holding the
interface fixed was the single change that most improved parity
over raw-score ranking.
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Table 1: Confounding factors recorded by the harness, by axis. The comparison protocols in Table 2 record factors 1-8; factor 9 is recorded only by

the full harness.

# Axis Factor Record observable
1 Interface Command gain and bias ép, l;p

2 Interface Command delay and tracking lag ci,,, Tp, Eit

3 Interface Velocity saturation v, saturation counts
4 Terrain Course geometry and instance 1., course hash

5 Terrain Body-relative difficulty ke (p), ne(p)

6 Sensor Modality rig identifier

7 Sensor Effective range and dropout Tmax, 0(pP)

8 Platform Footprint and limits Kp

9 Interface Gait-mode transition time event log, Tgm

Table 2: Main comparison of evaluation protocols. Parity and completeness in percent; overhead in seconds per run.

Method Cross-platform run Record schema com- Harness overhead per Confounding factors
parity (%) pleteness (%) run (s) measured

Ranking without interface control (raw scores) 82.9 96.9 25 8

Ranking with interface fixed (calibrated-opaque axis held) 87.0 93.8 2.4 8

Ours 95.7 100.0 2.3 9

The parity of the variant without the interface axis (74.5%)
is lower than that of the raw-score protocol (82.9%). The two
configurations are not nested: the raw-score protocol evaluates
each platform on a single native interface, whereas the ablated
harness still varies the interface level across runs but no longer
records or normalizes it, so matched tuples can pair records pro-
duced under different interface levels. A plausible reading is
that an uncontrolled axis that is still varied is more damaging
to comparability than an axis that is fixed by convention per
platform; the present data do not test this explanation directly.

5.4 Case study: a ranking flip under interface control

The case study compares the planner ranking produced by the
raw-score protocol, Eq. (3), with the ranking obtained when
the interface axis is held at the calibrated-opaque level, Eq. (4).
One planner from the fixed set, denoted planner X, ranks first
across platforms on raw scores but drops to third once the in-
terface axis is held fixed. Inspection of the records attributes
its raw advantage to interface luck on one platform: on that
platform’s native interface, the command-to-motion response
happened to favor planner X’s command profile, and averag-
ing over platforms in Eq. (3) carried that single-platform ad-
vantage into the cross-platform ranking. Once all platforms are
presented through the common reference response, the advan-
tage disappears, and planner X’s controlled score places it be-
hind two other planners.

Two points follow. First, a two-position drop for the top-
ranked planner in a four-planner set is the kind of change that
would reverse the headline conclusion of a published compari-
son, and it arises without any change to the planner, the courses,
or the sensors. Second, the raw-score protocol offers no signal
that the ranking is fragile: the interface parameters that explain
the flip are not part of its records. In the full harness, by con-
trast, the identified parameters ép and the residual Ej are part
of every record, so the flip can be traced to its source.

5.5 Failure cases

Degraded rig on the B2-class asset. With the degraded sensor
rig on the B2-class asset, 2.1% of runs fail the harness sanity
check because the dropout fraction ¢ (p) exceeds the configured
threshold. These runs are quarantined rather than dropped: they
remain in the record set with their flags set. Silently discarding
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them would bias scores upward for whichever planners happen
to be evaluated on the affected seeds, and would hide the fact
that the degraded rig on this platform sits near the limit of what
the rig model is meant to represent. Keeping them makes the
quarantine rate itself a reportable property of the platform-rig
combination.

Stairs course on the ANYmal-class asset. On the stairs
course, the ANYmal-class asset’s gait manager switches modes
when approaching and leaving a flight, which adds 0.7 s per
trial. The harness records this time as an interface-axis ob-
servation (7 in Eq. (17)) rather than as a planner failure or
a planner-attributed delay. Under the conventional protocols
the same 0.7 s appears as slower completion for whichever
planner is running, which penalizes planners on that platform
for behavior they do not control. This case is the concrete
origin of the ninth confounding factor in Table 1.

Planner X. The case study above is itself a failure case of
conventional evaluation rather than of a planner: the planner
behaves identically under both protocols, and only the attribu-
tion of its performance changes.

o6 Limitations

Several limitations qualify these results. First, the platforms are
simulated assets of three platform classes; the native interface
levels follow the conventions of the corresponding vendor inter-
faces, but the study does not include hardware runs, and the sim-
to-real predictivity of the harness [35] remains to be established.
Second, the calibrated-opaque level depends on the fidelity of
the parametric model in Eq. (7); first-order lag with constant de-
lay cannot represent strongly state-dependent behavior such as
speed-dependent gait changes, which is why gait-mode events
are recorded separately and why Ejs is reported rather than as-
sumed to be zero. Third, padding every platform up to the
slowest reference response makes comparisons fair but conser-
vative: planners that exploit fast tracking on agile platforms are
evaluated below their potential at the calibrated level, and their
native-level results should be reported alongside. Fourth, the
planner set is small, so the case study demonstrates that a rank-
ing flip can occur but does not estimate how often such flips
occur in published comparisons. Fifth, the counts of confound-
ing factors depend on the factor taxonomy in Table 1; a differ-
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Table 3: Ablation over harness axes. Each variant removes one axis from the full harness.

Variant

Cross-platform run par-
ity (%)

Full harness (all 3 axes)
w/o sensor-rig axis

w/o terrain axis

w/o interface axis

95.7
86.4
80.3
74.5

ent taxonomy could split or merge factors. Finally, the parity
measure is only as strong as the consistency predicate X; par-
ity of 95.7% indicates that records are commensurable, not that
the remaining 4.3% of matched tuples are invalid experiments,
and the explanation offered for the low parity of the ablation
without the interface axis remains a hypothesis.

07 Conclusion

This paper presented a unified evaluation harness for quadruped
navigation that isolates the velocity interface, terrain course,
and sensor rig as explicit axes and records every run in a stan-
dardized, validated 214-field record. Over 6480 runs on Go2-
class, B2-class, and ANYmal-class assets, the harness achieved
95.7% cross-platform run parity and 100.0% schema complete-
ness at 2.3 s of overhead per run, and measured nine confound-
ing factors, compared with 82.9% and 87.0% parity for raw-
score and interface-fixed protocols. The ablation identifies the
interface axis as the largest contributor to comparability, and
the case study shows that a planner ranked first on raw scores
can fall to third when the interface is held fixed. The practi-
cal recommendation is that cross-platform navigation compar-
isons report the interface level, a calibrated interface model, the
course specification, and the rig, and that they quarantine rather
than drop runs that fail sanity checks. Future work will validate
the harness against hardware runs, extend the interface model
to state-dependent gait behavior, and enlarge the planner set to
estimate how frequently ranking flips occur.
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